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Cluster analysis with fit-clusters executable


Note

fit-clusters requires installation with gin extras, e.g.
pip install divik[gin]



fit-clusters is just one CLI executable that allows you to run DiviK
algorithm, any other clustering algorithms supported by scikit-learn
or even a pipeline with pre-processing.


Usage


CLI interface

There are two types of parameters:


	--param - this way you can set the value of a parameter during
fit-clusters executable launch, i.e. you can overwrite parameter provided
in a config file or a default.


	--config - this way you can provide a list of config files. Their
content will be treated as a one big (ordered) list of settings. In case of
conflict, the later file overwrites a setting provided by earlier one.




These go directly to the CLI.

usage: fit-clusters [-h] [--param [PARAM [PARAM ...]]]
                [--config [CONFIG [CONFIG ...]]]

optional arguments:
-h, --help            show this help message and exit
--param [PARAM [PARAM ...]]
                        List of Gin parameter bindings
--config [CONFIG [CONFIG ...]]
                        List of paths to the config files





Sample fit-clusters call:

fit-clusters \
  --param \
    load_data.path='/data/my_data.csv' \
    DiviK.distance='euclidean' \
    DiviK.use_logfilters=False \
    DiviK.n_jobs=-1 \
  --config \
    my-defaults.gin \
    my-overrides.gin





The elaboration of all the parameters is included in Experiment configuration
and Model setup.




Experiment configuration

Following parameters are available when launching experiments:


	load_data.path - path to the file with data for clustering. Observations
in rows, features in columns.


	load_xy.path - path to the file with X and Y coordinates for the
observations. The number of coordinate pairs must be the same as the number
of observations. Only integer coordinates are supported now.


	experiment.model - the clustering model to fit to the data. See more in
Model setup.


	experiment.steps_that_require_xy - when using scikit-learn Pipeline,
it may be required to provide spatial coordinates to fit specific algorithms.
This parameter accepts the list of the steps that should be provided with
spatial coordinates during pipeline execution (e.g. EximsSelector).


	experiment.destination - the destination directory for the experiment
outputs. Default result.


	experiment.omit_datetime - if True, the destination directory will be
directly populated with the results of the experiment. Otherwise, a
subdirectory with date and time will be created to keep separation between
runs. Default False.


	experiment.verbose - if True, extends the messaging on the console.
Default False.


	experiment.exist_ok - if True, the experiment will not fail if the
destination directory exists. This is to avoid results overwrites. Default
False.









Model setup


divik models

To use DiviK algorithm in the experiment, a config file must:


	Import the algorithms to the scope, e.g.:

import divik.cluster







	Point experiment which algorithm to use, e.g.:

experiment.model = @DiviK()







	Configure the algorithm, e.g.:

DiviK.distance = 'euclidean'
DiviK.verbose = True










Sample config with KMeans

Below you can check sample configuration file, that sets up simple KMeans:

import divik.cluster

KMeans.n_clusters = 3
KMeans.distance = "correlation"
KMeans.init = "kdtree_percentile"
KMeans.leaf_size = 0.01
KMeans.percentile = 99.0
KMeans.max_iter = 100
KMeans.normalize_rows = True

experiment.model = @KMeans()
experiment.omit_datetime = True
experiment.verbose = True
experiment.exist_ok = True








Sample config with DiviK

Below is the configuration file with full setup of DiviK. DiviK requires
an automated clustering method for stop condition and a separate one for
clustering. Here we use GAPSearch for stop condition and DunnSearch
for selecting the number of clusters. These in turn require a KMeans
method set for a specific distance method, etc.:

import divik.cluster

KMeans.n_clusters = 1
KMeans.distance = "correlation"
KMeans.init = "kdtree_percentile"
KMeans.leaf_size = 0.01
KMeans.percentile = 99.0
KMeans.max_iter = 100
KMeans.normalize_rows = True

GAPSearch.kmeans = @KMeans()
GAPSearch.max_clusters = 2
GAPSearch.n_jobs = 1
GAPSearch.seed = 42
GAPSearch.n_trials = 10
GAPSearch.sample_size = 1000
GAPSearch.drop_unfit = True
GAPSearch.verbose = True

DunnSearch.kmeans = @KMeans()
DunnSearch.max_clusters = 10
DunnSearch.method = "auto"
DunnSearch.inter = "closest"
DunnSearch.intra = "furthest"
DunnSearch.sample_size = 1000
DunnSearch.seed = 42
DunnSearch.n_jobs = 1
DunnSearch.drop_unfit = True
DunnSearch.verbose = True

DiviK.kmeans = @DunnSearch()
DiviK.fast_kmeans = @GAPSearch()
DiviK.distance = "correlation"
DiviK.minimal_size = 200
DiviK.rejection_size = 2
DiviK.minimal_features_percentage = 0.005
DiviK.features_percentage = 1.0
DiviK.normalize_rows = True
DiviK.use_logfilters = True
DiviK.filter_type = "gmm"
DiviK.n_jobs = 1
DiviK.verbose = True

experiment.model = @DiviK()
experiment.omit_datetime = True
experiment.verbose = True
experiment.exist_ok = True










scikit-learn models

For a model to be used with fit-clusters, it needs to be marked as
gin.configurable. While it is true for DiviK and remaining algorithms
within divik package, scikit-learn requires additional setup.


	Import helper module:

import divik.core.gin_sklearn_configurables







	Point experiment which algorithm to use, e.g.:

experiment.model = @MeanShift()







	Configure the algorithm, e.g.:

MeanShift.n_jobs = -1
MeanShift.max_iter = 300










Warning

Importing both scikit-learn and divik will result in an ambiguity
when using e.g. KMeans. In such a case it is necesary to point specific
algorithms by a full name, e.g. divik.cluster._kmeans._core.KMeans.




Sample config with MeanShift

Below you can check sample configuration file, that sets up simple MeanShift:

import divik.core.gin_sklearn_configurables

MeanShift.cluster_all = True
MeanShift.n_jobs = -1
MeanShift.max_iter = 300

experiment.model = @MeanShift()
experiment.omit_datetime = True
experiment.verbose = True
experiment.exist_ok = True










Pipelines

scikit-learn Pipelines have a separate section to provide an additional
explanation, even though these are part of scikit-learn.


	Import helper module:

import divik.core.gin_sklearn_configurables







	Import the algorithms into the scope:

import divik.feature_extraction







	Point experiment which algorithm to use, e.g.:

experiment.model = @Pipeline()







	Configure the algorithms, e.g.:

MeanShift.n_jobs = -1
MeanShift.max_iter = 300







	Configure the pipeline:

Pipeline.steps = [
    ('histogram_equalization', @HistogramEqualization()),
    ('exims', @EximsSelector()),
    ('pca', @KneePCA()),
    ('mean_shift', @MeanShift()),
]







	(If needed) configure steps that require spatial coordinates:

experiment.steps_that_require_xy = ['exims']










Sample config with Pipeline

Below you can check sample configuration file, that sets up simple Pipeline:

import divik.core.gin_sklearn_configurables
import divik.feature_extraction

MeanShift.n_jobs = -1
MeanShift.max_iter = 300

Pipeline.steps = [
    ('histogram_equalization', @HistogramEqualization()),
    ('exims', @EximsSelector()),
    ('pca', @KneePCA()),
    ('mean_shift', @MeanShift()),
]

experiment.model = @Pipeline()
experiment.steps_that_require_xy = ['exims']
experiment.omit_datetime = True
experiment.verbose = True
experiment.exist_ok = True










Custom models

The fit-clusters executable can work with custom algorithms as well.


	Mark an algorithm class gin.configurable at the definition time:

import gin

@gin.configurable
class MyClustering:
    pass





or when importing them from a library:

import gin

gin.external_configurable(MyClustering)







	Define artifacts saving methods:

from divik.core.io import saver

@saver
def save_my_clustering(model, fname_fn, **kwargs):
    if not hasattr(model, 'my_custom_field_'):
        return
    # custom saving logic comes here





There are some default savers defined, which are compatible with
lots of divik and scikit-learn algorithms, supporting things like:


	model pickling


	JSON summary saving


	labels saving (.npy, .csv)


	centroids saving (.npy, .csv)


	pipeline saving




A saver should be highly reusable and could be a pleasant contribution
to the divik library.



	In config, import the module which marks your algorithm configurable:

import myclustering







	Continue with the algorithm setup and plumbing as in the previous scenarios












            

          

      

      

    

  

    
      
          
            
  
divik.cluster module

Clustering methods


	
class divik.cluster.DiviK(kmeans, fast_kmeans=None, distance='correlation', minimal_size=None, rejection_size=None, rejection_percentage=None, minimal_features_percentage=0.01, features_percentage=0.05, normalize_rows=None, use_logfilters=False, filter_type='gmm', n_jobs=None, verbose=False)[source]

	DiviK clustering


	Parameters

	
	kmeans: AutoKMeans
	A self-tuning KMeans estimator for the purpose of clustering



	fast_kmeans: GAPSearch, optional, default: None
	A self-tuning KMeans estimator for the purpose of stop condition
check. If None, the kmeans parameter is assumed to be the
GAPSearch instance.



	distance: str, optional, default: ‘correlation’
	The distance metric between points, centroids and for GAP index
estimation. One of the distances supported by scipy package.



	minimal_size: int or float, optional, default: None
	The minimum size of the region (the number of observations) to be
considered for any further divisions. If provided number is between
0 and 1, it is considered a rate of training dataset size. When left
None, defaults to 0.1% of the training dataset size.



	rejection_size: int, optional, default: None
	Size under which split will be rejected - if a cluster appears in the
split that is below rejection_size, the split is considered improper
and discarded. This may be useful for some domains (like there is no
justification for a 3-cells cluster in biological data). By default,
no segmentation is discarded, as careful post-processing provides the
same advantage.



	rejection_percentage: float, optional, default: None
	An alternative to rejection_size, with the same behavior, but this
parameter is related to the training data size percentage. By default,
no segmentation is discarded.



	minimal_features_percentage: float, optional, default: 0.01
	The minimal percentage of features that must be preserved after
GMM-based feature selection. By default at least 1% of features is
preserved in the filtration process.



	features_percentage: float, optional, default: 0.05
	The target percentage of features that are used by fallback percentage
filter for ‘outlier’ filter.



	normalize_rows: bool, optional, default: None
	Whether to normalize each row of the data to the norm of 1. By default,
it normalizes rows for correlation metric, does no normalization
otherwise.



	use_logfilters: bool, optional, default: False
	Whether to compute logarithm of feature characteristic instead of the
characteristic itself. This may improve feature filtering performance,
depending on the distribution of features, however all the
characteristics (mean, variance) have to be positive for that -
filtering will fail otherwise. This is useful for specific cases in
biology where the distribution of data may actually require this option
for any efficient filtering.



	filter_type: {‘gmm’, ‘outlier’, ‘auto’, ‘none’}, default: ‘gmm’
	
	‘gmm’ - usual Gaussian Mixture Model-based filtering, useful for high




dimensional cases
- ‘outlier’ - robust outlier detection-based filtering, useful for low
dimensional cases. In the case of no outliers, percentage-based
filtering is applied.
- ‘auto’ - automatically selects between ‘gmm’ and ‘outlier’ based on
the dimensionality. When more than 250 features are present, ‘gmm’
is chosen.
- ‘none’ - feature selection is disabled



	n_jobs: int, optional, default: None
	The number of jobs to use for the computation. This works by computing
each of the GAP index evaluations in parallel and by making predictions
in parallel.



	verbose: bool, optional, default: False
	Whether to report the progress of the computations.









Examples

>>> from divik.cluster import DiviK
>>> from sklearn.datasets import make_blobs
>>> X, _ = make_blobs(n_samples=200, n_features=100, centers=20,
...                   random_state=42)
>>> divik = DiviK(distance='euclidean').fit(X)
>>> divik.labels_
array([1, 1, 1, 0, ..., 0, 0], dtype=int32)
>>> divik.predict([[0, ..., 0], [12, ..., 3]])
array([1, 0], dtype=int32)
>>> divik.cluster_centers_
array([[10., ...,  2.],
       ...,
       [ 1, ...,  2.]])






	Attributes

	
	result_: divik.DivikResult
	Hierarchical structure describing all the consecutive segmentations.



	labels_:
	Labels of each point



	centroids_: array, [n_clusters, n_features]
	Coordinates of cluster centers. If the algorithm stops before fully
converging, these will not be consistent with labels_. Also, the
distance between points and respective centroids must be captured
in appropriate features subspace. This is realized by the transform
method.



	filters_: array, [n_clusters, n_features]
	Filters that were applied to the feature space on the level that was
the final segmentation for a subset.



	depth_: int
	The number of hierarchy levels in the segmentation.



	n_clusters_: int
	The final number of clusters in the segmentation, on the tree leaf
level.



	paths_: Dict[int, Tuple[int]]
	Describes how the cluster number corresponds to the path in the tree.
Element of the tuple indicates the sub-segment number on each tree
level.



	reverse_paths_: Dict[Tuple[int], int]
	Describes how the path in the tree corresponds to the cluster number.
For more details see paths_.









Methods







	fit(X[, y])

	Compute DiviK clustering.



	fit_predict(X[, y])

	Compute cluster centers and predict cluster index for each sample.



	fit_transform(X[, y])

	Compute clustering and transform X to cluster-distance space.



	get_params([deep])

	Get parameters for this estimator.



	predict(X)

	Predict the closest cluster each sample in X belongs to.



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Transform X to a cluster-distance space.







	
fit(X, y=None)[source]

	Compute DiviK clustering.


	Parameters

	
	Xarray-like or sparse matrix, shape=(n_samples, n_features)
	Training instances to cluster. It must be noted that the data
will be converted to C ordering, which will cause a memory
copy if the given data is not C-contiguous.



	yIgnored
	not used, present here for API consistency by convention.














	
fit_predict(X, y=None)[source]

	Compute cluster centers and predict cluster index for each sample.

Convenience method; equivalent to calling fit(X) followed by
predict(X).


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to transform.



	yIgnored
	not used, present here for API consistency by convention.







	Returns

	
	labelsarray, shape [n_samples,]
	Index of the cluster each sample belongs to.














	
fit_transform(X, y=None, **fit_params)[source]

	Compute clustering and transform X to cluster-distance space.

Equivalent to fit(X).transform(X), but more efficiently implemented.


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to transform.



	yIgnored
	not used, present here for API consistency by convention.







	Returns

	
	X_newarray, shape [n_samples, self.n_clusters_]
	X transformed in the new space.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
predict(X)[source]

	Predict the closest cluster each sample in X belongs to.

In the vector quantization literature, cluster_centers_ is called
the code book and each value returned by predict is the index of
the closest code in the code book.


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to predict.







	Returns

	
	labelsarray, shape [n_samples,]
	Index of the cluster each sample belongs to.














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)[source]

	Transform X to a cluster-distance space.

In the new space, each dimension is the distance to the cluster
centers.  Note that even if X is sparse, the array returned by
transform will typically be dense.


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to transform.







	Returns

	
	X_newarray, shape [n_samples, self.n_clusters_]
	X transformed in the new space.


















	
class divik.cluster.DunnSearch(kmeans, max_clusters, min_clusters=2, method='full', inter='centroid', intra='avg', sample_size=1000, n_trials=10, seed=42, n_jobs=1, drop_unfit=False, verbose=False)[source]

	Select best number of clusters for k-means


	Parameters

	
	kmeansKMeans
	KMeans object to tune



	max_clusters: int
	The maximal number of clusters to form and score.



	min_clusters: int, default: 1
	The minimal number of clusters to form and score.



	method: {‘full’, ‘sampled’, ‘auto’}, default: ‘full’
	Whether to run full computations or approximate.
- full - always computes full Dunn’s index, without sampling
- sampled - samples the clusters to reduce computational overhead
- auto - switches the above methods to provide best performance-quality
trade-off.



	inter{‘centroid’, ‘closest’}, default: ‘centroid’
	How the distance between clusters is computed. For more details see
dunn.



	intra{‘avg’, ‘furthest’}, default: ‘avg’
	How the cluster internal distance is computed. For more details see
dunn.



	sample_sizeint, default: 1000
	Size of the sample used to compute Dunn index in auto or sampled
scenario.



	n_trialsint, default: 10
	Number of trials to use when computing Dunn index in auto or
sampled scenario.



	seedint, default: 42
	Random seed for the reproducibility of subset draws in Dunn auto
or sampled scenario.



	n_jobs: int, default: 1
	The number of jobs to use for the computation. This works by computing
each of the clustering & scoring runs in parallel.



	drop_unfit: bool, default: False
	If True, drops the estimators that did not fit the data.



	verbose: bool, default: False
	If True, shows progress with tqdm.







	Attributes

	
	cluster_centers_: array, [n_clusters, n_features]
	Coordinates of cluster centers.



	labels_:
	Labels of each point.



	estimators_: List[KMeans]
	KMeans instances for n_clusters in range [min_clusters, max_clusters].



	scores_: array, [max_clusters - min_clusters + 1,]
	Array with scores for each estimator.



	n_clusters_: int
	Estimated optimal number of clusters.



	best_score_: float
	Score of the optimal estimator.



	best_: KMeans
	The optimal estimator.









Methods







	fit(X[, y])

	Compute k-means clustering and estimate optimal number of clusters.



	fit_predict(X[, y])

	Perform clustering on X and returns cluster labels.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	predict(X)

	Predict the closest cluster each sample in X belongs to.



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Transform X to a cluster-distance space.







	
fit(X, y=None)[source]

	Compute k-means clustering and estimate optimal number of clusters.


	Parameters

	
	Xarray-like or sparse matrix, shape=(n_samples, n_features)
	Training instances to cluster. It must be noted that the data
will be converted to C ordering, which will cause a memory
copy if the given data is not C-contiguous.



	yIgnored
	not used, present here for API consistency by convention.














	
fit_predict(X, y=None)

	Perform clustering on X and returns cluster labels.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input data.



	yIgnored
	Not used, present for API consistency by convention.







	Returns

	
	labelsndarray of shape (n_samples,), dtype=np.int64
	Cluster labels.














	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
predict(X)[source]

	Predict the closest cluster each sample in X belongs to.

In the vector quantization literature, cluster_centers_ is called
the code book and each value returned by predict is the index of
the closest code in the code book.


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to predict.







	Returns

	
	labelsarray, shape [n_samples,]
	Index of the cluster each sample belongs to.














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)[source]

	Transform X to a cluster-distance space.

In the new space, each dimension is the distance to the cluster
centers.  Note that even if X is sparse, the array returned by
transform will typically be dense.


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to transform.







	Returns

	
	X_newarray, shape [n_samples, k]
	X transformed in the new space.


















	
class divik.cluster.GAPSearch(kmeans, max_clusters, min_clusters=1, n_jobs=1, seed=0, n_trials=10, sample_size=1000, drop_unfit=False, verbose=False)[source]

	Select best number of cluters for k-means


	Parameters

	
	kmeansKMeans
	KMeans object to tune



	max_clusters: int
	The maximal number of clusters to form and score.



	min_clusters: int, default: 1
	The minimal number of clusters to form and score.



	n_jobs: int, default: 1
	The number of jobs to use for the computation. This works by computing
each of the clustering & scoring runs in parallel.



	seed: int, default: 0
	Random seed for generating uniform data sets.



	n_trials: int, default: 10
	Number of data sets drawn as a reference.



	sample_sizeint, default: 1000
	Size of the sample used for GAP statistic computation. Used only if
introduces speedup.



	drop_unfit: bool, default: False
	If True, drops the estimators that did not fit the data.



	verbose: bool, default: False
	If True, shows progress with tqdm.







	Attributes

	
	cluster_centers_: array, [n_clusters, n_features]
	Coordinates of cluster centers.



	labels_:
	Labels of each point.



	estimators_: List[KMeans]
	KMeans instances for n_clusters in range [min_clusters, max_clusters].



	scores_: array, [max_clusters - min_clusters + 1, ?]
	Array with scores for each estimator in each row.



	n_clusters_: int
	Estimated optimal number of clusters.



	best_score_: float
	Score of the optimal estimator.



	best_: KMeans
	The optimal estimator.









Methods







	fit(X[, y])

	Compute k-means clustering and estimate optimal number of clusters.



	fit_predict(X[, y])

	Perform clustering on X and returns cluster labels.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	predict(X)

	Predict the closest cluster each sample in X belongs to.



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Transform X to a cluster-distance space.







	
fit(X, y=None)[source]

	Compute k-means clustering and estimate optimal number of clusters.


	Parameters

	
	Xarray-like or sparse matrix, shape=(n_samples, n_features)
	Training instances to cluster. It must be noted that the data
will be converted to C ordering, which will cause a memory
copy if the given data is not C-contiguous.



	yIgnored
	not used, present here for API consistency by convention.














	
fit_predict(X, y=None)

	Perform clustering on X and returns cluster labels.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input data.



	yIgnored
	Not used, present for API consistency by convention.







	Returns

	
	labelsndarray of shape (n_samples,), dtype=np.int64
	Cluster labels.














	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
predict(X)[source]

	Predict the closest cluster each sample in X belongs to.

In the vector quantization literature, cluster_centers_ is called
the code book and each value returned by predict is the index of
the closest code in the code book.


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to predict.







	Returns

	
	labelsarray, shape [n_samples,]
	Index of the cluster each sample belongs to.














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)[source]

	Transform X to a cluster-distance space.

In the new space, each dimension is the distance to the cluster
centers.  Note that even if X is sparse, the array returned by
transform will typically be dense.


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to transform.







	Returns

	
	X_newarray, shape [n_samples, k]
	X transformed in the new space.


















	
class divik.cluster.KMeans(n_clusters, distance='euclidean', init='percentile', percentile=95.0, leaf_size=0.01, max_iter=100, normalize_rows=False, allow_dask=False)[source]

	K-Means clustering


	Parameters

	
	n_clustersint
	The number of clusters to form as well as the number of
centroids to generate.



	distancestr, optional, default: ‘euclidean’
	Distance measure. One of the distances supported by scipy package.



	init{‘percentile’, ‘extreme’, ‘kdtree’, ‘kdtree_percentile’}
	Method for initialization, defaults to ‘percentile’:

‘percentile’ : selects initial cluster centers for k-mean
clustering starting from specified percentile of distance to
already selected clusters

‘extreme’: selects initial cluster centers for k-mean
clustering starting from the furthest points to already specified
clusters

‘kdtree’: selects initial cluster centers for k-mean clustering
starting from centroids of KD-Tree boxes

‘kdtree_percentile’: selects initial cluster centers for k-means
clustering starting from centroids of KD-Tree boxes containing
specified percentile. This should be more robust against outliers.



	percentilefloat, default: 95.0
	Specifies the starting percentile for ‘percentile’ initialization.
Must be within range [0.0, 100.0]. At 100.0 it is equivalent to
‘extreme’ initialization.



	leaf_sizeint or float, optional (default 0.01)
	Desired leaf size in kdtree initialization. When int, the box size
will be between leaf_size and 2 * leaf_size. When float, it will
be between leaf_size * n_samples and 2 * leaf_size * n_samples



	max_iterint, default: 100
	Maximum number of iterations of the k-means algorithm for a
single run.



	normalize_rowsbool, default: False
	If True, rows are translated to mean of 0.0 and scaled to norm of 1.0.



	allow_daskbool, default: False
	If True, automatically selects dask as computations backend whenever
reasonable. Default False since it cannot be used together with
multiprocessing.Pool and everywhere n_jobs must be set to 1.







	Attributes

	
	cluster_centers_array, [n_clusters, n_features]
	Coordinates of cluster centers.



	labels_ :
	Labels of each point









Methods







	fit(X[, y])

	Compute k-means clustering.



	fit_predict(X[, y])

	Perform clustering on X and returns cluster labels.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	predict(X)

	Predict the closest cluster each sample in X belongs to.



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Transform X to a cluster-distance space.







	
fit(X, y=None)[source]

	Compute k-means clustering.


	Parameters

	
	Xarray-like or sparse matrix, shape=(n_samples, n_features)
	Training instances to cluster. It must be noted that the data
will be converted to C ordering, which will cause a memory
copy if the given data is not C-contiguous.



	yIgnored
	not used, present here for API consistency by convention.














	
fit_predict(X, y=None)

	Perform clustering on X and returns cluster labels.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input data.



	yIgnored
	Not used, present for API consistency by convention.







	Returns

	
	labelsndarray of shape (n_samples,), dtype=np.int64
	Cluster labels.














	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
predict(X)[source]

	Predict the closest cluster each sample in X belongs to.

In the vector quantization literature, cluster_centers_ is called
the code book and each value returned by predict is the index of
the closest code in the code book.


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to predict.







	Returns

	
	labelsarray, shape [n_samples,]
	Index of the cluster each sample belongs to.














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)[source]

	Transform X to a cluster-distance space.

In the new space, each dimension is the distance to the cluster
centers.  Note that even if X is sparse, the array returned by
transform will typically be dense.


	Parameters

	
	X{array-like, sparse matrix}, shape = [n_samples, n_features]
	New data to transform.







	Returns

	
	X_newarray, shape [n_samples, k]
	X transformed in the new space.


















	
class divik.cluster.TwoStep(clusterer, n_subsets=10, random_state=42)[source]

	Perform a two-step clustering with a given clusterer

Separates a dataset into n_subsets, processes each of them separately
and then combines the results.

Works with centroid-based clustering methods, as it requires cluster
representatives to combine the result.


	Parameters

	
	clustererUnion[AutoKMeans, Pipeline, KMeans]
	A centroid-based estimator for the purpose of clustering.



	n_subsetsint, default 10
	The number of subsets into which the original dataset should be
separated



	random_stateint, default 42
	Random state to use for seeding the random number generator.









Examples

>>> from sklearn.datasets import make_blobs
>>> from divik.cluster import KMeans, TwoStep
>>> X, _ = make_blobs(
...     n_samples=10_000, n_features=2, centers=3, random_state=42
... )
>>> kmeans = KMeans(n_clusters=3)
>>> ctr = TwoStep(kmeans).fit(X)





Methods







	fit_predict(X[, y])

	Perform clustering on X and returns cluster labels.



	get_params([deep])

	Get parameters for this estimator.



	set_params(**params)

	Set the parameters of this estimator.












	fit

	


	predict

	






	
fit(X, y=None)[source]

	




	
fit_predict(X, y=None)[source]

	Perform clustering on X and returns cluster labels.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input data.



	yIgnored
	Not used, present for API consistency by convention.







	Returns

	
	labelsndarray of shape (n_samples,), dtype=np.int64
	Cluster labels.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
predict(X, y=None)[source]

	




	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.





















            

          

      

      

    

  

    
      
          
            
  
divik.feature_extraction module

Unsupervised feature extraction methods


	
class divik.feature_extraction.HistogramEqualization(n_bins=256, n_jobs=- 1)[source]

	Equalize histogram of the features to increase contrast

Based on https://github.com/scikit-image/scikit-image/blob/master/skimage/exposure/exposure.py#L187-L223


	Parameters

	
	n_binsint, default 256
	Number of bins for histogram equalization.



	n_jobsint, default -1
	Number of CPU cores to use during equalization







	Attributes

	
	cdf_array
	Values of cumulative distribution function for all the features



	bins_array
	Bin centers for all the features









Methods







	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	set_params(**params)

	Set the parameters of this estimator.












	fit

	


	transform

	






	
fit(X, y=None)[source]

	




	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X, y=None)[source]

	








	
class divik.feature_extraction.KneePCA(whiten=False, refit=False)[source]

	Principal component analysis (PCA) with knee method

PCA with automated components selection based on knee method
over cumulative explained variance. Remaining components are
discarded.


	Parameters

	
	whitenbool, optional (default False)
	When True (False by default) the pca_.components_ vectors are
multiplied by the square root of n_samples and then divided by the
singular values to ensure uncorrelated outputs with unit
component-wise variances.

Whitening will remove some information from the transformed signal
(the relative variance scales of the components) but can sometime
improve the predictive accuracy of the downstream estimators by
making their data respect some hard-wired assumptions.



	refitbool, optional (default False)
	When True (False by default) the pca_ is re-fit with the smaller
number of components. This could reduce memory footprint, but
requires training fitting PCA.







	Attributes

	
	pca_PCA
	Fit PCA estimator.



	n_components_int
	The number of selected components.









Methods







	fit(X[, y])

	Fit the model from data in X.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	inverse_transform(X)

	Transform data back to its original space.



	set_params(**params)

	Set the parameters of this estimator.



	transform(X[, y])

	Apply dimensionality reduction to X.







	
fit(X, y=None)[source]

	Fit the model from data in X.


	Parameters

	
	Xarray-like, shape (n_samples, n_features)
	Training vector, where n_samples is the number of samples
and n_features is the number of features.



	Y: Ignored.
	





	Returns

	
	selfobject
	Returns the instance itself.














	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
inverse_transform(X)[source]

	Transform data back to its original space.

In other words, return an input X_original whose transform would be X.


	Parameters

	
	Xarray-like, shape (n_samples, n_components)
	New data, where n_samples is the number of samples
and n_components is the number of components.







	Returns

	
	X_original array-like, shape (n_samples, n_features)
	







Notes

If whitening is enabled, inverse_transform will compute the
exact inverse operation, which includes reversing whitening.






	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X, y=None)[source]

	Apply dimensionality reduction to X.

X is projected on the first principal components previously extracted
from a training set.


	Parameters

	
	Xarray-like, shape (n_samples, n_features)
	New data, where n_samples is the number of samples
and n_features is the number of features.







	Returns

	
	X_newarray-like, shape (n_samples, n_components)
	







Examples

>>> import numpy as np
>>> from divik.feature_extraction import KneePCA
>>> X = np.array([[-1, -1], [-2, -1], [-3, -2], [1, 1], [2, 1], [3, 2]])
>>> pca = KneePCA(refit=True)
>>> pca.fit(X)
KneePCA(refit=True)
>>> pca.transform(X) 














	
class divik.feature_extraction.LocallyAdjustedRbfSpectralEmbedding(distance='euclidean', n_components=2, random_state=None, eigen_solver=None, n_neighbors=None, n_jobs=1)[source]

	Spectral embedding for non-linear dimensionality reduction.

Forms an affinity matrix given by the specified function and
applies spectral decomposition to the corresponding graph laplacian.
The resulting transformation is given by the value of the
eigenvectors for each data point.

Note : Laplacian Eigenmaps is the actual algorithm implemented here.


	Parameters

	
	distance{‘braycurtis’, ‘canberra’, ‘chebyshev’, ‘cityblock’,
	

	‘correlation’, ‘cosine’, ‘dice’, ‘euclidean’, ‘hamming’, ‘jaccard’,
	

	‘kulsinski’, ‘mahalanobis’, ‘atching’, ‘minkowski’, ‘rogerstanimoto’,
	

	‘russellrao’, ‘sokalmichener’, ‘sokalsneath’, ‘sqeuclidean’, ‘yule’}
	Distance measure, defaults to euclidean. These are the distances
supported by scipy package.



	n_componentsinteger, default: 2
	The dimension of the projected subspace.



	random_stateint, RandomState instance or None, optional, default: None
	A pseudo random number generator used for the initialization of the
lobpcg eigenvectors.  If int, random_state is the seed used by the
random number generator; If RandomState instance, random_state is the
random number generator; If None, the random number generator is the
RandomState instance used by np.random. Used when solver ==
amg.



	eigen_solver{None, ‘arpack’, ‘lobpcg’, or ‘amg’}
	The eigenvalue decomposition strategy to use. AMG requires pyamg
to be installed. It can be faster on very large, sparse problems,
but may also lead to instabilities.



	n_neighborsint, default
	Number of nearest neighbors for nearest_neighbors graph building.



	n_jobsint, optional (default = 1)
	The number of parallel jobs to run.
If -1, then the number of jobs is set to the number of CPU cores.









References


	A Tutorial on Spectral Clustering, 2007
Ulrike von Luxburg
http://citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.165.9323


	On Spectral Clustering: Analysis and an algorithm, 2001
Andrew Y. Ng, Michael I. Jordan, Yair Weiss
http://citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.19.8100


	Normalized cuts and image segmentation, 2000
Jianbo Shi, Jitendra Malik
http://citeseer.ist.psu.edu/viewdoc/summary?doi=10.1.1.160.2324





	Attributes

	
	embedding_array, shape = (n_samples, n_components)
	Spectral embedding of the training matrix.









Methods







	fit(X[, y])

	Fit the model from data in X.



	fit_transform(X[, y])

	Fit the model from data in X and transform X.



	get_params([deep])

	Get parameters for this estimator.



	save(destination)

	Save embedding to a directory



	set_params(**params)

	Set the parameters of this estimator.












	transform

	






	
fit(X, y=None)[source]

	Fit the model from data in X.


	Parameters

	
	Xarray-like, shape (n_samples, n_features)
	Training vector, where n_samples is the number of samples
and n_features is the number of features.



	Y: Ignored.
	





	Returns

	
	selfobject
	Returns the instance itself.














	
fit_transform(X, y=None)[source]

	Fit the model from data in X and transform X.


	Parameters

	
	Xarray-like, shape (n_samples, n_features)
	Training vector, where n_samples is the number of samples
and n_features is the number of features.



	Y: Ignored.
	





	Returns

	
	X_newarray-like, shape (n_samples, n_components)
	












	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
save(destination)[source]

	Save embedding to a directory


	Parameters

	
	destinationstr
	Directory to save the embedding.














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X, y=None)[source]

	











            

          

      

      

    

  

    
      
          
            
  
divik.feature_selection module

Unsupervised feature selection methods


	
class divik.feature_selection.EximsSelector[source]

	Select features based on their spatial distribution

Preserves features that yield biologically plausible structures.

References

Wijetunge, Chalini D., et al. “EXIMS: an improved data analysis
pipeline based on a new peak picking method for EXploring Imaging
Mass Spectrometry data.” Bioinformatics 31.19 (2015): 3198-3206.
https://academic.oup.com/bioinformatics/article/31/19/3198/212150

Methods







	fit(X[, y, xy])

	Learn data-driven feature thresholds from X.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	get_support([indices])

	Get a mask, or integer index, of the features selected



	inverse_transform(X)

	Reverse the transformation operation



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Reduce X to the selected features.







	
fit(X, y=None, xy=None)[source]

	Learn data-driven feature thresholds from X.


	Parameters

	
	X{array-like, sparse matrix}, shape (n_samples, n_features)
	Sample vectors from which to compute feature characteristic.



	yany
	Ignored. This parameter exists only for compatibility with
sklearn.pipeline.Pipeline.



	xyarray-like, shape (n_samples, 2)
	Spatial coordinates of the samples. Expects integers,
indices over am image.







	Returns

	
	self
	












	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_support(indices=False)

	Get a mask, or integer index, of the features selected


	Parameters

	
	indicesbool, default=False
	If True, the return value will be an array of integers, rather
than a boolean mask.







	Returns

	
	supportarray
	An index that selects the retained features from a feature vector.
If indices is False, this is a boolean array of shape
[# input features], in which an element is True iff its
corresponding feature is selected for retention. If indices is
True, this is an integer array of shape [# output features] whose
values are indices into the input feature vector.














	
inverse_transform(X)

	Reverse the transformation operation


	Parameters

	
	Xarray of shape [n_samples, n_selected_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_original_features]
	X with columns of zeros inserted where features would have
been removed by transform().














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)

	Reduce X to the selected features.


	Parameters

	
	Xarray of shape [n_samples, n_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_selected_features]
	The input samples with only the selected features.


















	
class divik.feature_selection.GMMSelector(stat, use_log=False, n_candidates=None, min_features=1, min_features_rate=0.0, preserve_high=True, max_components=10)[source]

	Feature selector that removes low- or high- mean or variance features

Gaussian Mixture Modeling is applied to the features’ characteristics
and components are obtained. Crossing points of the components are
considered candidate thresholds. Out of these up to n_candidates
components are removed in such a way that at least min_features or
min_features_rate features are retained.

This feature selection algorithm looks only at the features (X), not the
desired outputs (y), and can thus be used for unsupervised learning.


	Parameters

	
	stat: {‘mean’, ‘var’}
	Kind of statistic to be computed out of the feature.



	use_log: bool, optional, default: False
	Whether to use the logarithm of feature characteristic instead of the
characteristic itself. This may improve feature filtering performance,
depending on the distribution of features, however all the
characteristics (mean, variance) have to be positive for that -
filtering will fail otherwise. This is useful for specific cases in
biology where the distribution of data may actually require this option
for any efficient filtering.



	n_candidates: int, optional, default: None
	How many candidate thresholds to use at most. 0 preserves all the
features (all candidate thresholds are discarded), None allows to
remove all but one component (all candidate thresholds are retained).
Negative value means to discard up to all but -n_candidates
candidates, e.g. -1 will retain at least two components (one
candidate threshold is removed).



	min_features: int, optional, default: 1
	How many features must be preserved. Candidate thresholds are tested
against this value, and if they retain less features, less conservative
thresholds is selected.



	min_features_rate: float, optional, default: 0.0
	Similar to min_features but relative to the input data features
number.



	preserve_high: bool, optional, default: True
	Whether to preserve the high-characteristic features or
low-characteristic ones.



	max_components: int, optional, default: 10
	The maximum number of components used in the GMM decomposition.









Examples

>>> import numpy as np
>>> import divik.feature_selection as fs
>>> np.random.seed(42)
>>> labels = np.concatenate([30 * [0] + 20 * [1] + 30 * [2] + 40 * [3]])
>>> data = labels * 5 + np.random.randn(*labels.shape)
>>> fs.GMMSelector('mean').fit_transform(data)
array([[14.78032811 15.35711257 ... 15.75193303]])
>>> fs.GMMSelector('mean', preserve_high=False).fit_transform(data)
array([[ 0.49671415 -0.1382643  ... -0.29169375]])
>>> fs.GMMSelector('mean', n_discard=-1).fit_transform(data)
array([[10.32408397  9.61491772 ... 15.75193303]])






	Attributes

	
	vals_: array, shape (n_features,)
	Computed characteristic of each feature.



	threshold_: float
	Threshold value to filter the features by the characteristic.



	raw_threshold_: float
	Threshold value mapped back to characteristic space (no logarithm, etc.)



	selected_: array, shape (n_features,)
	Vector of binary selections of the informative features.









Methods







	fit(X[, y])

	Learn data-driven feature thresholds from X.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	get_support([indices])

	Get a mask, or integer index, of the features selected



	inverse_transform(X)

	Reverse the transformation operation



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Reduce X to the selected features.







	
fit(X, y=None)[source]

	Learn data-driven feature thresholds from X.


	Parameters

	
	X{array-like, sparse matrix}, shape (n_samples, n_features)
	Sample vectors from which to compute feature characteristic.



	yany
	Ignored. This parameter exists only for compatibility with
sklearn.pipeline.Pipeline.







	Returns

	
	self
	












	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_support(indices=False)

	Get a mask, or integer index, of the features selected


	Parameters

	
	indicesbool, default=False
	If True, the return value will be an array of integers, rather
than a boolean mask.







	Returns

	
	supportarray
	An index that selects the retained features from a feature vector.
If indices is False, this is a boolean array of shape
[# input features], in which an element is True iff its
corresponding feature is selected for retention. If indices is
True, this is an integer array of shape [# output features] whose
values are indices into the input feature vector.














	
inverse_transform(X)

	Reverse the transformation operation


	Parameters

	
	Xarray of shape [n_samples, n_selected_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_original_features]
	X with columns of zeros inserted where features would have
been removed by transform().














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)

	Reduce X to the selected features.


	Parameters

	
	Xarray of shape [n_samples, n_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_selected_features]
	The input samples with only the selected features.


















	
class divik.feature_selection.HighAbundanceAndVarianceSelector(use_log=False, min_features=1, min_features_rate=0.0, max_components=10)[source]

	Feature selector that removes low-mean and low-variance features

Exercises GMMSelector to filter out the low-abundance noise features
and select high-variance informative features.

This feature selection algorithm looks only at the features (X), not the
desired outputs (y), and can thus be used for unsupervised learning.


	Parameters

	
	use_log: bool, optional, default: False
	Whether to use the logarithm of feature characteristic instead of the
characteristic itself. This may improve feature filtering performance,
depending on the distribution of features, however all the
characteristics (mean, variance) have to be positive for that -
filtering will fail otherwise. This is useful for specific cases in
biology where the distribution of data may actually require this option
for any efficient filtering.



	min_features: int, optional, default: 1
	How many features must be preserved.



	min_features_rate: float, optional, default: 0.0
	Similar to min_features but relative to the input data features
number.



	max_components: int, optional, default: 10
	The maximum number of components used in the GMM decomposition.









Examples

>>> import numpy as np
>>> import divik.feature_selection as fs
>>> np.random.seed(42)
>>> # Data in this case must be carefully crafted
>>> labels = np.concatenate([30 * [0] + 20 * [1] + 30 * [2] + 40 * [3]])
>>> data = np.vstack(100 * [labels * 10.])
>>> data += np.random.randn(*data.shape)
>>> sub = data[:, :-40]
>>> sub += 5 * np.random.randn(*sub.shape)
>>> # Label 0 has low abundance but high variance
>>> # Label 3 has low variance but high abundance
>>> # Label 1 and 2 has not-lowest abundance and high variance
>>> selector = fs.HighAbundanceAndVarianceSelector().fit(data)
>>> selector.transform(labels.reshape(1,-1))
array([[1 1 1 1 1 ...2 2 2]])






	Attributes

	
	abundance_selector_: GMMSelector
	Selector used to filter out the noise component.



	variance_selector_: GMMSelector
	Selector used to filter out the non-informative features.



	selected_: array, shape (n_features,)
	Vector of binary selections of the informative features.









Methods







	fit(X[, y])

	Learn data-driven feature thresholds from X.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	get_support([indices])

	Get a mask, or integer index, of the features selected



	inverse_transform(X)

	Reverse the transformation operation



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Reduce X to the selected features.







	
fit(X, y=None)[source]

	Learn data-driven feature thresholds from X.


	Parameters

	
	X{array-like, sparse matrix}, shape (n_samples, n_features)
	Sample vectors from which to compute feature characteristic.



	yany
	Ignored. This parameter exists only for compatibility with
sklearn.pipeline.Pipeline.







	Returns

	
	self
	












	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_support(indices=False)

	Get a mask, or integer index, of the features selected


	Parameters

	
	indicesbool, default=False
	If True, the return value will be an array of integers, rather
than a boolean mask.







	Returns

	
	supportarray
	An index that selects the retained features from a feature vector.
If indices is False, this is a boolean array of shape
[# input features], in which an element is True iff its
corresponding feature is selected for retention. If indices is
True, this is an integer array of shape [# output features] whose
values are indices into the input feature vector.














	
inverse_transform(X)

	Reverse the transformation operation


	Parameters

	
	Xarray of shape [n_samples, n_selected_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_original_features]
	X with columns of zeros inserted where features would have
been removed by transform().














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)

	Reduce X to the selected features.


	Parameters

	
	Xarray of shape [n_samples, n_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_selected_features]
	The input samples with only the selected features.


















	
class divik.feature_selection.NoSelector[source]

	Dummy selector to use when no selection is supposed to be made.

Methods







	fit(X[, y])

	Pass data forward



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	get_support([indices])

	Get a mask, or integer index, of the features selected



	inverse_transform(X)

	Reverse the transformation operation



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Reduce X to the selected features.







	
fit(X, y=None)[source]

	Pass data forward


	Parameters

	
	X{array-like, sparse matrix}, shape (n_samples, n_features)
	Sample vectors to pass.



	yany
	Ignored. This parameter exists only for compatibility with
sklearn.pipeline.Pipeline.







	Returns

	
	self
	












	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_support(indices=False)

	Get a mask, or integer index, of the features selected


	Parameters

	
	indicesbool, default=False
	If True, the return value will be an array of integers, rather
than a boolean mask.







	Returns

	
	supportarray
	An index that selects the retained features from a feature vector.
If indices is False, this is a boolean array of shape
[# input features], in which an element is True iff its
corresponding feature is selected for retention. If indices is
True, this is an integer array of shape [# output features] whose
values are indices into the input feature vector.














	
inverse_transform(X)

	Reverse the transformation operation


	Parameters

	
	Xarray of shape [n_samples, n_selected_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_original_features]
	X with columns of zeros inserted where features would have
been removed by transform().














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)

	Reduce X to the selected features.


	Parameters

	
	Xarray of shape [n_samples, n_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_selected_features]
	The input samples with only the selected features.


















	
class divik.feature_selection.OutlierAbundanceAndVarianceSelector(use_log=False, min_features_rate=0.01, p=0.2)[source]

	Methods







	fit(X[, y])

	Learn data-driven feature thresholds from X.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	get_support([indices])

	Get a mask, or integer index, of the features selected



	inverse_transform(X)

	Reverse the transformation operation



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Reduce X to the selected features.







	
fit(X, y=None)[source]

	Learn data-driven feature thresholds from X.


	Parameters

	
	X{array-like, sparse matrix}, shape (n_samples, n_features)
	Sample vectors from which to compute feature characteristic.



	yany
	Ignored. This parameter exists only for compatibility with
sklearn.pipeline.Pipeline.







	Returns

	
	self
	












	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_support(indices=False)

	Get a mask, or integer index, of the features selected


	Parameters

	
	indicesbool, default=False
	If True, the return value will be an array of integers, rather
than a boolean mask.







	Returns

	
	supportarray
	An index that selects the retained features from a feature vector.
If indices is False, this is a boolean array of shape
[# input features], in which an element is True iff its
corresponding feature is selected for retention. If indices is
True, this is an integer array of shape [# output features] whose
values are indices into the input feature vector.














	
inverse_transform(X)

	Reverse the transformation operation


	Parameters

	
	Xarray of shape [n_samples, n_selected_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_original_features]
	X with columns of zeros inserted where features would have
been removed by transform().














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)

	Reduce X to the selected features.


	Parameters

	
	Xarray of shape [n_samples, n_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_selected_features]
	The input samples with only the selected features.


















	
class divik.feature_selection.OutlierSelector(stat, use_log=False, keep_outliers=False)[source]

	Feature selector that removes outlier features w.r.t. mean or variance

Huberta’s outlier detection is applied to the features’ characteristics
and the outlying features are removed.

This feature selection algorithm looks only at the features (X), not the
desired outputs (y), and can thus be used for unsupervised learning.


	Parameters

	
	stat: {‘mean’, ‘var’}
	Kind of statistic to be computed out of the feature.



	use_log: bool, optional, default: False
	Whether to use the logarithm of feature characteristic instead of the
characteristic itself. This may improve feature filtering performance,
depending on the distribution of features, however all the
characteristics (mean, variance) have to be positive for that -
filtering will fail otherwise. This is useful for specific cases in
biology where the distribution of data may actually require this option
for any efficient filtering.



	keep_outliers: bool, optional, default: False
	When True, keeps outliers instead of inlier features.







	Attributes

	
	vals_: array, shape (n_features,)
	Computed characteristic of each feature.



	selected_: array, shape (n_features,)
	Vector of binary selections of the informative features.









Methods







	fit(X[, y])

	Learn data-driven feature thresholds from X.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	get_support([indices])

	Get a mask, or integer index, of the features selected



	inverse_transform(X)

	Reverse the transformation operation



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Reduce X to the selected features.







	
fit(X, y=None)[source]

	Learn data-driven feature thresholds from X.


	Parameters

	
	X{array-like, sparse matrix}, shape (n_samples, n_features)
	Sample vectors from which to compute feature characteristic.



	yany
	Ignored. This parameter exists only for compatibility with
sklearn.pipeline.Pipeline.







	Returns

	
	self
	












	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_support(indices=False)

	Get a mask, or integer index, of the features selected


	Parameters

	
	indicesbool, default=False
	If True, the return value will be an array of integers, rather
than a boolean mask.







	Returns

	
	supportarray
	An index that selects the retained features from a feature vector.
If indices is False, this is a boolean array of shape
[# input features], in which an element is True iff its
corresponding feature is selected for retention. If indices is
True, this is an integer array of shape [# output features] whose
values are indices into the input feature vector.














	
inverse_transform(X)

	Reverse the transformation operation


	Parameters

	
	Xarray of shape [n_samples, n_selected_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_original_features]
	X with columns of zeros inserted where features would have
been removed by transform().














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)

	Reduce X to the selected features.


	Parameters

	
	Xarray of shape [n_samples, n_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_selected_features]
	The input samples with only the selected features.


















	
class divik.feature_selection.PercentageSelector(stat, use_log=False, keep_top=True, p=0.2)[source]

	Feature selector that removes / preserves top some percent of features

This feature selection algorithm looks only at the features (X), not the
desired outputs (y), and can thus be used for unsupervised learning.


	Parameters

	
	stat: {‘mean’, ‘var’}
	Kind of statistic to be computed out of the feature.



	use_log: bool, optional, default: False
	Whether to use the logarithm of feature characteristic instead of the
characteristic itself. This may improve feature filtering performance,
depending on the distribution of features, however all the
characteristics (mean, variance) have to be positive for that -
filtering will fail otherwise. This is useful for specific cases in
biology where the distribution of data may actually require this option
for any efficient filtering.



	keep_top: bool, optional, default: True
	When True, keeps features with highest value of the characteristic.



	p: float, optional, default: 0.2
	Rate of features to keep.







	Attributes

	
	vals_: array, shape (n_features,)
	Computed characteristic of each feature.



	threshold_: float
	Value of the threshold used for filtering



	selected_: array, shape (n_features,)
	Vector of binary selections of the informative features.









Methods







	fit(X[, y])

	Learn data-driven feature thresholds from X.



	fit_transform(X[, y])

	Fit to data, then transform it.



	get_params([deep])

	Get parameters for this estimator.



	get_support([indices])

	Get a mask, or integer index, of the features selected



	inverse_transform(X)

	Reverse the transformation operation



	set_params(**params)

	Set the parameters of this estimator.



	transform(X)

	Reduce X to the selected features.







	
fit(X, y=None)[source]

	Learn data-driven feature thresholds from X.


	Parameters

	
	X{array-like, sparse matrix}, shape (n_samples, n_features)
	Sample vectors from which to compute feature characteristic.



	yany
	Ignored. This parameter exists only for compatibility with
sklearn.pipeline.Pipeline.







	Returns

	
	self
	












	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_support(indices=False)

	Get a mask, or integer index, of the features selected


	Parameters

	
	indicesbool, default=False
	If True, the return value will be an array of integers, rather
than a boolean mask.







	Returns

	
	supportarray
	An index that selects the retained features from a feature vector.
If indices is False, this is a boolean array of shape
[# input features], in which an element is True iff its
corresponding feature is selected for retention. If indices is
True, this is an integer array of shape [# output features] whose
values are indices into the input feature vector.














	
inverse_transform(X)

	Reverse the transformation operation


	Parameters

	
	Xarray of shape [n_samples, n_selected_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_original_features]
	X with columns of zeros inserted where features would have
been removed by transform().














	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.














	
transform(X)

	Reduce X to the selected features.


	Parameters

	
	Xarray of shape [n_samples, n_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_selected_features]
	The input samples with only the selected features.


















	
class divik.feature_selection.SelectorMixin[source]

	Transformer mixin that performs feature selection given a support mask

This mixin provides a feature selector implementation with transform and
inverse_transform functionality given an implementation of
_get_support_mask.

Methods







	fit_transform(X[, y])

	Fit to data, then transform it.



	get_support([indices])

	Get a mask, or integer index, of the features selected



	inverse_transform(X)

	Reverse the transformation operation



	transform(X)

	Reduce X to the selected features.







	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_support(indices=False)[source]

	Get a mask, or integer index, of the features selected


	Parameters

	
	indicesbool, default=False
	If True, the return value will be an array of integers, rather
than a boolean mask.







	Returns

	
	supportarray
	An index that selects the retained features from a feature vector.
If indices is False, this is a boolean array of shape
[# input features], in which an element is True iff its
corresponding feature is selected for retention. If indices is
True, this is an integer array of shape [# output features] whose
values are indices into the input feature vector.














	
inverse_transform(X)[source]

	Reverse the transformation operation


	Parameters

	
	Xarray of shape [n_samples, n_selected_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_original_features]
	X with columns of zeros inserted where features would have
been removed by transform().














	
transform(X)[source]

	Reduce X to the selected features.


	Parameters

	
	Xarray of shape [n_samples, n_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_selected_features]
	The input samples with only the selected features.


















	
class divik.feature_selection.StatSelectorMixin[source]

	Transformer mixin that performs feature selection given a support mask

This mixin provides a feature selector implementation with transform and
inverse_transform functionality given that selected_ is specified
during fit.

Additionally, provides a _to_characteristics and _to_raw implementations
given stat, optionally use_log and preserve_high.

Methods







	fit_transform(X[, y])

	Fit to data, then transform it.



	get_support([indices])

	Get a mask, or integer index, of the features selected



	inverse_transform(X)

	Reverse the transformation operation



	transform(X)

	Reduce X to the selected features.







	
fit_transform(X, y=None, **fit_params)

	Fit to data, then transform it.

Fits transformer to X and y with optional parameters fit_params
and returns a transformed version of X.


	Parameters

	
	Xarray-like of shape (n_samples, n_features)
	Input samples.



	yarray-like of shape (n_samples,) or (n_samples, n_outputs),                 default=None
	Target values (None for unsupervised transformations).



	**fit_paramsdict
	Additional fit parameters.







	Returns

	
	X_newndarray array of shape (n_samples, n_features_new)
	Transformed array.














	
get_support(indices=False)

	Get a mask, or integer index, of the features selected


	Parameters

	
	indicesbool, default=False
	If True, the return value will be an array of integers, rather
than a boolean mask.







	Returns

	
	supportarray
	An index that selects the retained features from a feature vector.
If indices is False, this is a boolean array of shape
[# input features], in which an element is True iff its
corresponding feature is selected for retention. If indices is
True, this is an integer array of shape [# output features] whose
values are indices into the input feature vector.














	
inverse_transform(X)

	Reverse the transformation operation


	Parameters

	
	Xarray of shape [n_samples, n_selected_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_original_features]
	X with columns of zeros inserted where features would have
been removed by transform().














	
transform(X)

	Reduce X to the selected features.


	Parameters

	
	Xarray of shape [n_samples, n_features]
	The input samples.







	Returns

	
	X_rarray of shape [n_samples, n_selected_features]
	The input samples with only the selected features.


















	
divik.feature_selection.huberta_outliers(v)[source]

	Outlier detection method based on medcouple statistic.


	Parameters

	
	v: array-like
	An array to filter outlier from.







	Returns

	
	Binary vector indicating all the outliers.
	







References

M. Huberta, E.Vandervierenb (2008) An adjusted boxplot for skewed
distributions, Computational Statistics and Data Analysis 52 (2008)
5186–5201






	
divik.feature_selection.make_specialized_selector(name, n_features, **kwargs)[source]

	Create a selector by name (gmm, outlier, none or auto)

auto switches to gmm if there is more than 250 features, outlier below.









            

          

      

      

    

  

    
      
          
            
  
divik.sampler module

Sampling methods for statistical indices computation purposes


	
class divik.sampler.BaseSampler[source]

	Base class for all the samplers

Sampler is Pool-safe, i.e. can simply store a dataset.
It will not be serialized by pickle when going to another process,
if handled properly.

Before you spawn a pool, a data must be moved to a module-level
variable. To simplify that process a contract has been prepared.
You open a context and operate within a context:

>>> with sampler.parallel() as sampler_,
...         Pool(initializer=sampler_.initializer,
...              initargs=sampler_.initargs) as pool:
...     pool.map(sampler_.get_sample, range(10))





Keep in mind, that __iter__ and fit are not accessible in parallel
context. __iter__ would yield the same values independently in
all the workers. Now it needs to be done consciously and in
well-though manner. fit could lead to a non-predictable behaviour.
If you need the original sampler, you can get a clone (not fit to
the data).

Methods







	fit(X[, y])

	Fit sampler to data



	get_params([deep])

	Get parameters for this estimator.



	get_sample(seed)

	Return specific sample



	parallel()

	Create parallel context for the sampler to operate



	set_params(**params)

	Set the parameters of this estimator.







	
fit(X, y=None)[source]

	Fit sampler to data

It’s a base for both supervised and unsupervised samplers.






	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
abstract get_sample(seed)[source]

	Return specific sample

Following assumptions should be met:
a) sampler.get_sample(x) == sampler.get_sample(x)
b) x != y should yield sampler.get_sample(x) != sampler.get_sample(y)


	Parameters

	
	seedint
	The seed to use to draw the sample







	Returns

	
	samplearray_like, (*self.shape_)
	Returns the drawn sample














	
parallel()[source]

	Create parallel context for the sampler to operate






	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.


















	
class divik.sampler.ParallelSampler(sampler)[source]

	Helper class for sharing the sampler functionality


	Attributes

	
	initargs
	







Methods







	clone()

	Clones the original sampler



	get_sample(seed)

	Return specific sample












	initializer

	






	
clone()[source]

	Clones the original sampler






	
get_sample(seed)[source]

	Return specific sample






	
property initargs

	




	
initializer(*args)[source]

	








	
class divik.sampler.StratifiedSampler(n_rows=100, n_samples=None)[source]

	Sample the original data preserving proportions of groups


	Parameters

	
	n_rowsint or float, optional (default 10000)
	Allows to limit the number of rows in the drawn samples.
If float, should be between 0.0 and 1.0 and represent the
proportion of the dataset to include in the sample. If
int, represents the absolute number of rows.



	n_samplesint, optional (default None)
	Allows to limit the number of samples when iterating







	Attributes

	
	X_array_like, shape (n_rows, n_features)
	Data to sample from



	y_array_like, shape (n_rows,)
	Group labels









Methods







	fit(X, y)

	Fit the model from data in X.



	get_params([deep])

	Get parameters for this estimator.



	get_sample(seed)

	Return specific sample



	parallel()

	Create parallel context for the sampler to operate



	set_params(**params)

	Set the parameters of this estimator.







	
fit(X, y)[source]

	Fit the model from data in X.

Both inputs are preserved inside to sample from the data.


	Parameters

	
	Xarray-like, shape (n_rows, n_features)
	Training vector, where n_rows is the number of rows
and n_features is the number of features.



	y: array-like, shape (n_rows,)
	





	Returns

	
	selfStratifiedSampler
	Returns the instance itself.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_sample(seed)[source]

	Return specific sample

Sample is drawn from the set of existing rows. A proportion of
gorups should be more-or-less the same, depending on the size
of the sample.


	Parameters

	
	seedint
	The seed to use to draw the sample







	Returns

	
	samplearray_like, (*self.shape_)
	Returns the drawn sample














	
parallel()[source]

	Create parallel context for the sampler to operate






	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.


















	
class divik.sampler.UniformPCASampler(n_rows=None, n_samples=None, whiten=False, refit=False, pca='knee')[source]

	Rotation-invariant uniform sampling


	Parameters

	
	n_rowsint, optional (default None)
	Allows to limit the number of rows in the drawn samples



	n_samplesint, optional (default None)
	Allows to limit the number of samples when iterating



	whitenbool, optional (default False)
	When True (False by default) the pca_.components_ vectors are
multiplied by the square root of n_samples and then divided by the
singular values to ensure uncorrelated outputs with unit
component-wise variances.

Whitening will remove some information from the transformed signal
(the relative variance scales of the components) but can sometime
improve the predictive accuracy of the downstream estimators by
making their data respect some hard-wired assumptions.



	refitbool, optional (default False)
	When True (False by default) the pca_ is re-fit with the smaller
number of components. This could reduce memory footprint, but
requires training fitting PCA.



	pca: {‘knee’, ‘full’}, default ‘knee’
	Specifies whether to train full or knee PCA.







	Attributes

	
	pca_KneePCA or PCA
	PCA transform which provided rotation-invariance



	sampler_UniformSampler
	Sampler from the transformed distribution









Methods







	fit(X[, y])

	Fit the model from data in X.



	get_params([deep])

	Get parameters for this estimator.



	get_sample(seed)

	Return specific sample



	parallel()

	Create parallel context for the sampler to operate



	set_params(**params)

	Set the parameters of this estimator.







	
fit(X, y=None)[source]

	Fit the model from data in X.

PCA is fit to estimate the rotation and UniformSampler is
fit to transformed data.


	Parameters

	
	Xarray-like, shape (n_samples, n_features)
	Training vector, where n_samples is the number of samples
and n_features is the number of features.



	Y: Ignored.
	





	Returns

	
	selfUniformPCASampler
	Returns the instance itself.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_sample(seed)[source]

	Return specific sample

Sample is generated from transformed distribution and transformed
back to the original space.


	Parameters

	
	seedint
	The seed to use to draw the sample







	Returns

	
	samplearray_like, (*self.shape_)
	Returns the drawn sample














	
parallel()

	Create parallel context for the sampler to operate






	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.


















	
class divik.sampler.UniformSampler(n_rows=None, n_samples=None)[source]

	Samples uniformly from the boundaries of the data


	Parameters

	
	n_rowsint, optional (default None)
	Allows to limit the number of rows in the drawn samples



	n_samplesint, optional (default None)
	Allows to limit the number of samples when iterating







	Attributes

	
	shape_(n_rows, n_cols)
	Shape of the drawn samples



	scaler_MinMaxScaler
	Scaler ensuring the proper ranges









Methods







	fit(X[, y])

	Fit the model from data in X.



	get_params([deep])

	Get parameters for this estimator.



	get_sample(seed)

	Return specific sample



	parallel()

	Create parallel context for the sampler to operate



	set_params(**params)

	Set the parameters of this estimator.







	
fit(X, y=None)[source]

	Fit the model from data in X.


	Parameters

	
	Xarray-like, shape (n_samples, n_features)
	Training vector, where n_samples is the number of samples
and n_features is the number of features.



	Y: Ignored.
	





	Returns

	
	selfUniformSampler
	Returns the instance itself.














	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	
	deepbool, default=True
	If True, will return the parameters for this estimator and
contained subobjects that are estimators.







	Returns

	
	paramsdict
	Parameter names mapped to their values.














	
get_sample(seed)[source]

	Return specific sample


	Parameters

	
	seedint
	The seed to use to draw the sample







	Returns

	
	samplearray_like, (*self.shape_)
	Returns the drawn sample














	
parallel()

	Create parallel context for the sampler to operate






	
set_params(**params)

	Set the parameters of this estimator.

The method works on simple estimators as well as on nested objects
(such as Pipeline). The latter have
parameters of the form <component>__<parameter> so that it’s
possible to update each component of a nested object.


	Parameters

	
	**paramsdict
	Estimator parameters.







	Returns

	
	selfestimator instance
	Estimator instance.





















            

          

      

      

    

  

    
      
          
            
  
divik package

Unsupervised high-throughput data analysis methods


	
divik.plot(tree, with_size=False)[source]

	Plot visualization of splits.






	
divik.reject_split(tree, rejection_size=0)[source]

	Re-apply rejection condition on known result tree.


	Return type

	Optional[DivikResult]









Modules







	divik.cluster

	Clustering methods



	divik.core

	Reusable utilities used for building divik library



	divik.feature_extraction

	Unsupervised feature extraction methods



	divik.feature_selection

	Unsupervised feature selection methods



	divik.sampler

	Sampling methods for statistical indices computation purposes



	divik.score

	










            

          

      

      

    

  

    
      
          
            
  
divik.core module

Reusable utilities used for building divik library


	
divik.core.Centroids

	alias of numpy.ndarray






	
divik.core.Data

	alias of numpy.ndarray






	
class divik.core.DivikResult(clustering: Union[divik.cluster.GAPSearch, divik.cluster.DunnSearch], feature_selector: divik.feature_selection.StatSelectorMixin, merged: numpy.ndarray, subregions: List[Optional[DivikResult]])[source]

	Result of DiviK clustering


	Attributes

	
	clustering
	Alias for field number 0



	feature_selector
	Alias for field number 1



	merged
	Alias for field number 2



	subregions
	Alias for field number 3









Methods







	count(value, /)

	Return number of occurrences of value.



	index(value[, start, stop])

	Return first index of value.







	
property clustering

	Fitted automated clustering estimator






	
count(value, /)

	Return number of occurrences of value.






	
property feature_selector

	Fitted feature selector






	
index(value, start=0, stop=sys.maxsize, /)

	Return first index of value.

Raises ValueError if the value is not present.






	
property merged

	Recursively merged clustering labels






	
property subregions

	DivikResults for all obtained subregions










	
divik.core.IntLabels

	alias of numpy.ndarray






	
class divik.core.Subsets(n_splits=10, random_state=42)[source]

	Scatter dataset to disjoint random subsets and combine them back


	Parameters

	
	n_splitsint, default 10
	Number of subsets that will be generated.



	random_stateint, default 42
	Random state to use for seeding the random number generator.









Examples

>>> from divik.core import Subsets
>>> subsets = Subsets(n_splits=10, random_state=42)
>>> X_list = subsets.scatter(X)
>>> len(X_list)
10
>>> # do some computations on each subset
>>> y = subsets.combine(y_list)





Methods







	combine

	


	scatter

	






	
combine(X_list)[source]

	




	
scatter(X)[source]

	








	
divik.core.build(klass, **kwargs)[source]

	Build instance of klass using matching kwargs






	
divik.core.cached_fit(cls)[source]

	Decorate a sklearn-compatible estimator to cache the fitting result

It is a wrapper over joblib.Memory.cache, that supports runtime cache
path definition.

Set path definition through gin config with cache_path.path
identifier.






	
divik.core.configurable(name_or_fn=None, module=None, allowlist=None, denylist=None, whitelist=None, blacklist=None)[source]

	Decorator to make a function or class configurable.

This decorator registers the decorated function/class as configurable, which
allows its parameters to be supplied from the global configuration (i.e., set
through bind_parameter or parse_config). The decorated function is
associated with a name in the global configuration, which by default is simply
the name of the function or class, but can be specified explicitly to avoid
naming collisions or improve clarity.

If some parameters should not be configurable, they can be specified in
denylist. If only a restricted set of parameters should be configurable,
they can be specified in allowlist.

The decorator can be used without any parameters as follows:


@config.configurable
def some_configurable_function(param1, param2=’a default value’):


…







In this case, the function is associated with the name
‘some_configurable_function’ in the global configuration, and both param1
and param2 are configurable.

The decorator can be supplied with parameters to specify the configurable name
or supply an allowlist/denylist:


@config.configurable(‘explicit_configurable_name’, allowlist=’param2’)
def some_configurable_function(param1, param2=’a default value’):


…







In this case, the configurable is associated with the name
‘explicit_configurable_name’ in the global configuration, and only param2
is configurable.

Classes can be decorated as well, in which case parameters of their
constructors are made configurable:


@config.configurable
class SomeClass:



	def __init__(self, param1, param2=’a default value’):
	…











In this case, the name of the configurable is ‘SomeClass’, and both param1
and param2 are configurable.


	Args:
	
	name_or_fn: A name for this configurable, or a function to decorate (in
	which case the name will be taken from that function). If not set,
defaults to the name of the function/class that is being made
configurable. If a name is provided, it may also include module components
to be used for disambiguation (these will be appended to any components
explicitly specified by module).



	module: The module to associate with the configurable, to help handle naming
	collisions. By default, the module of the function or class being made
configurable will be used (if no module is specified as part of the name).



	allowlist: An allowlisted set of kwargs that should be configurable. All
	other kwargs will not be configurable. Only one of allowlist or
denylist should be specified.



	denylist: A denylisted set of kwargs that should not be configurable. All
	other kwargs will be configurable. Only one of allowlist or denylist
should be specified.





whitelist: Deprecated version of allowlist for backwards compatibility.
blacklist: Deprecated version of denylist for backwards compatibility.



	Returns:
	When used with no parameters (or with a function/class supplied as the first
parameter), it returns the decorated function or class. When used with
parameters, it returns a function that can be applied to decorate the target
function or class.










	
divik.core.context_if(condition, context, *args, **kwargs)[source]

	Create context with given params only if the condition is True






	
divik.core.dump_gin_args(destination)[source]

	Dump gin-config effective configuration

If you have gin extras installed, you can call dump_gin_args
save effective gin configuration to a file.






	
divik.core.get_n_jobs(n_jobs)[source]

	Determine the actual number of possible jobs






	
divik.core.maybe_pool(processes=None, *args, **kwargs)[source]

	Create multiprocessing.Pool if multiple CPUs are allowed

Examples

>>> from divik.core import maybe_pool
>>> with maybe_pool(processes=1) as pool:
...     # Runs in sequential
...     pool.map(id, range(10000))
>>> with maybe_pool(processes=-1) as pool:
...     # Runs with all cores
...     pool.map(id, range(10000))










	
divik.core.normalize_rows(data)[source]

	Translate and scale rows to zero mean and vector length equal one


	Return type

	ndarray










	
divik.core.parse_args()[source]

	Parse gin config files and parameter overrides from command line






	
divik.core.seed(seed_=0)[source]

	Context manager that creates a seeded scope.






	
divik.core.seeded(wrapped_requires_seed=False)[source]

	Create seeded scope for function call.


	Parameters

	
	wrapped_requires_seed: bool, optional, default: False
	if true, passes seed parameter to the inner function














	
divik.core.share(array)[source]

	Share a numpy array between multiprocessing.Pool processes






	
divik.core.visualize(label, xy, shape=None)[source]

	Create RGB map of labels over with given coordinates





Modules







	divik.core.gin_sklearn_configurables

	Mark scikit-learn classes as configurable



	divik.core.io

	Reusable utilities for data and model I/O










            

          

      

      

    

  

    
      
          
            
  
divik.core.io module

Reusable utilities for data and model I/O


	
divik.core.io.load_data(path)[source]

	Load 2D tabular data from file


	Return type

	ndarray










	
divik.core.io.save(model, destination, **kwargs)[source]

	Save model and related summaries into specified destination directory






	
divik.core.io.save_csv(array, fname)[source]

	Save array to csv






	
divik.core.io.saver(fn)[source]

	Register the function as handler for saving model and related summaries

The saver function should be reusable for different models exhibiting the
required variables. Rather prefer checking the required attributes than the
model class.

Examples

>>> from divik.core.io import saver
>>> @saver
... def my_saver(model, destination, **kwargs):
...     if not hasattr(model, 'my_custom_field_'):
...         return
...     if not 'my_param' in kwargs:
...         return
...     # custom saving logic comes here





You can also make this function configurable:

>>> import gin
>>> from divik.core.io import saver
>>> @saver
... @gin.configurable(allowlist=['my_param'])
... def configurable_saver(model, destination, my_param=None, **kwargs):
...     if not hasattr(model, 'my_custom_field_'):
...         return
...     if my_param is None:
...         return
...     # custom saving logic comes here










	
divik.core.io.try_load_data(path)[source]

	Load 2D tabular data from file with logging






	
divik.core.io.try_load_xy(path)[source]

	Load integer spatial coordinates with logging from file









            

          

      

      

    

  

    
      
          
            
  
divik.core.gin_sklearn_configurables module

Mark scikit-learn classes as configurable
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  Source code for numpy

"""
NumPy
=====

Provides
  1. An array object of arbitrary homogeneous items
  2. Fast mathematical operations over arrays
  3. Linear Algebra, Fourier Transforms, Random Number Generation

How to use the documentation
----------------------------
Documentation is available in two forms: docstrings provided
with the code, and a loose standing reference guide, available from
`the NumPy homepage <https://www.scipy.org>`_.

We recommend exploring the docstrings using
`IPython <https://ipython.org>`_, an advanced Python shell with
TAB-completion and introspection capabilities.  See below for further
instructions.

The docstring examples assume that `numpy` has been imported as `np`::

  >>> import numpy as np

Code snippets are indicated by three greater-than signs::

  >>> x = 42
  >>> x = x + 1

Use the built-in ``help`` function to view a function's docstring::

  >>> help(np.sort)
  ... # doctest: +SKIP

For some objects, ``np.info(obj)`` may provide additional help.  This is
particularly true if you see the line "Help on ufunc object:" at the top
of the help() page.  Ufuncs are implemented in C, not Python, for speed.
The native Python help() does not know how to view their help, but our
np.info() function does.

To search for documents containing a keyword, do::

  >>> np.lookfor('keyword')
  ... # doctest: +SKIP

General-purpose documents like a glossary and help on the basic concepts
of numpy are available under the ``doc`` sub-module::

  >>> from numpy import doc
  >>> help(doc)
  ... # doctest: +SKIP

Available subpackages
---------------------
doc
    Topical documentation on broadcasting, indexing, etc.
lib
    Basic functions used by several sub-packages.
random
    Core Random Tools
linalg
    Core Linear Algebra Tools
fft
    Core FFT routines
polynomial
    Polynomial tools
testing
    NumPy testing tools
f2py
    Fortran to Python Interface Generator.
distutils
    Enhancements to distutils with support for
    Fortran compilers support and more.

Utilities
---------
test
    Run numpy unittests
show_config
    Show numpy build configuration
dual
    Overwrite certain functions with high-performance Scipy tools
matlib
    Make everything matrices.
__version__
    NumPy version string

Viewing documentation using IPython
-----------------------------------
Start IPython with the NumPy profile (``ipython -p numpy``), which will
import `numpy` under the alias `np`.  Then, use the ``cpaste`` command to
paste examples into the shell.  To see which functions are available in
`numpy`, type ``np.<TAB>`` (where ``<TAB>`` refers to the TAB key), or use
``np.*cos*?<ENTER>`` (where ``<ENTER>`` refers to the ENTER key) to narrow
down the list.  To view the docstring for a function, use
``np.cos?<ENTER>`` (to view the docstring) and ``np.cos??<ENTER>`` (to view
the source code).

Copies vs. in-place operation
-----------------------------
Most of the functions in `numpy` return a copy of the array argument
(e.g., `np.sort`).  In-place versions of these functions are often
available as array methods, i.e. ``x = np.array([1,2,3]); x.sort()``.
Exceptions to this rule are documented.

"""
import sys
import warnings

from ._globals import ModuleDeprecationWarning, VisibleDeprecationWarning
from ._globals import _NoValue

# We first need to detect if we're being called as part of the numpy setup
# procedure itself in a reliable manner.
try:
    __NUMPY_SETUP__
except NameError:
    __NUMPY_SETUP__ = False

if __NUMPY_SETUP__:
    sys.stderr.write('Running from numpy source directory.\n')
else:
    try:
        from numpy.__config__ import show as show_config
    except ImportError:
        msg = """Error importing numpy: you should not try to import numpy from
        its source directory; please exit the numpy source tree, and relaunch
        your python interpreter from there."""
        raise ImportError(msg)

    from .version import git_revision as __git_revision__
    from .version import version as __version__

    __all__ = ['ModuleDeprecationWarning',
               'VisibleDeprecationWarning']

    # Allow distributors to run custom init code
    from . import _distributor_init

    from . import core
    from .core import *
    from . import compat
    from . import lib
    # NOTE: to be revisited following future namespace cleanup.
    # See gh-14454 and gh-15672 for discussion.
    from .lib import *

    from . import linalg
    from . import fft
    from . import polynomial
    from . import random
    from . import ctypeslib
    from . import ma
    from . import matrixlib as _mat
    from .matrixlib import *

    # Make these accessible from numpy name-space
    # but not imported in from numpy import *
    # TODO[gh-6103]: Deprecate these
    from builtins import bool, int, float, complex, object, str
    from .compat import long, unicode

    from .core import round, abs, max, min
    # now that numpy modules are imported, can initialize limits
    core.getlimits._register_known_types()

    __all__.extend(['__version__', 'show_config'])
    __all__.extend(core.__all__)
    __all__.extend(_mat.__all__)
    __all__.extend(lib.__all__)
    __all__.extend(['linalg', 'fft', 'random', 'ctypeslib', 'ma'])

    # These are added by `from .core import *` and `core.__all__`, but we
    # overwrite them above with builtins we do _not_ want to export.
    __all__.remove('long')
    __all__.remove('unicode')

    # Remove things that are in the numpy.lib but not in the numpy namespace
    # Note that there is a test (numpy/tests/test_public_api.py:test_numpy_namespace)
    # that prevents adding more things to the main namespace by accident.
    # The list below will grow until the `from .lib import *` fixme above is
    # taken care of
    __all__.remove('Arrayterator')
    del Arrayterator

    # Filter out Cython harmless warnings
    warnings.filterwarnings("ignore", message="numpy.dtype size changed")
    warnings.filterwarnings("ignore", message="numpy.ufunc size changed")
    warnings.filterwarnings("ignore", message="numpy.ndarray size changed")

    # oldnumeric and numarray were removed in 1.9. In case some packages import
    # but do not use them, we define them here for backward compatibility.
    oldnumeric = 'removed'
    numarray = 'removed'

    if sys.version_info[:2] >= (3, 7):
        # Importing Tester requires importing all of UnitTest which is not a
        # cheap import Since it is mainly used in test suits, we lazy import it
        # here to save on the order of 10 ms of import time for most users
        #
        # The previous way Tester was imported also had a side effect of adding
        # the full `numpy.testing` namespace
        #
        # module level getattr is only supported in 3.7 onwards
        # https://www.python.org/dev/peps/pep-0562/
        def __getattr__(attr):
            if attr == 'testing':
                import numpy.testing as testing
                return testing
            elif attr == 'Tester':
                from .testing import Tester
                return Tester
            else:
                raise AttributeError("module {!r} has no attribute "
                                     "{!r}".format(__name__, attr))

        def __dir__():
            return list(globals().keys() | {'Tester', 'testing'})

    else:
        # We don't actually use this ourselves anymore, but I'm not 100% sure that
        # no-one else in the world is using it (though I hope not)
        from .testing import Tester

    # Pytest testing
    from numpy._pytesttester import PytestTester
    test = PytestTester(__name__)
    del PytestTester


    def _sanity_check():
        """
        Quick sanity checks for common bugs caused by environment.
        There are some cases e.g. with wrong BLAS ABI that cause wrong
        results under specific runtime conditions that are not necessarily
        achieved during test suite runs, and it is useful to catch those early.

        See https://github.com/numpy/numpy/issues/8577 and other
        similar bug reports.

        """
        try:
            x = ones(2, dtype=float32)
            if not abs(x.dot(x) - 2.0) < 1e-5:
                raise AssertionError()
        except AssertionError:
            msg = ("The current Numpy installation ({!r}) fails to "
                   "pass simple sanity checks. This can be caused for example "
                   "by incorrect BLAS library being linked in, or by mixing "
                   "package managers (pip, conda, apt, ...). Search closed "
                   "numpy issues for similar problems.")
            raise RuntimeError(msg.format(__file__))

    _sanity_check()
    del _sanity_check

    def _mac_os_check():
        """
        Quick Sanity check for Mac OS look for accelerate build bugs.
        Testing numpy polyfit calls init_dgelsd(LAPACK)
        """
        try:
            c = array([3., 2., 1.])
            x = linspace(0, 2, 5)
            y = polyval(c, x)
            _ = polyfit(x, y, 2, cov=True)
        except ValueError:
            pass

    import sys
    if sys.platform == "darwin":
        with warnings.catch_warnings(record=True) as w:
            _mac_os_check()
            # Throw runtime error, if the test failed Check for warning and error_message
            error_message = ""
            if len(w) > 0:
                error_message = "{}: {}".format(w[-1].category.__name__, str(w[-1].message))
                msg = (
                    "Polyfit sanity test emitted a warning, most likely due "
                    "to using a buggy Accelerate backend. "
                    "If you compiled yourself, "
                    "see site.cfg.example for information. "
                    "Otherwise report this to the vendor "
                    "that provided NumPy.\n{}\n".format(
                        error_message))
                raise RuntimeError(msg)
    del _mac_os_check

    def _win_os_check():
        """
        Quick Sanity check for Windows OS: look for fmod bug issue 16744.
￼       """
        try:
            a = arange(13 * 13, dtype= float64).reshape(13, 13)
            a = a % 17  # calls fmod
            linalg.eig(a)
        except Exception:
            msg = ("The current Numpy installation ({!r}) fails to "
                   "pass a sanity check due to a bug in the windows runtime. "
                   "See this issue for more information: "
                   "https://tinyurl.com/y3dm3h86")
            raise RuntimeError(msg.format(__file__)) from None

    if sys.platform == "win32" and sys.maxsize > 2**32:
        _win_os_check()

    del _win_os_check

    # We usually use madvise hugepages support, but on some old kernels it
    # is slow and thus better avoided.
    # Specifically kernel version 4.6 had a bug fix which probably fixed this:
    # https://github.com/torvalds/linux/commit/7cf91a98e607c2f935dbcc177d70011e95b8faff
    import os
    use_hugepage = os.environ.get("NUMPY_MADVISE_HUGEPAGE", None)
    if sys.platform == "linux" and use_hugepage is None:
        # If there is an issue with parsing the kernel version,
        # set use_hugepages to 0. Usage of LooseVersion will handle
        # the kernel version parsing better, but avoided since it
        # will increase the import time. See: #16679 for related discussion.
        try:
            use_hugepage = 1
            kernel_version = os.uname().release.split(".")[:2]
            kernel_version = tuple(int(v) for v in kernel_version)
            if kernel_version < (4, 6):
                use_hugepage = 0
        except ValueError:
            use_hugepages = 0
    elif use_hugepage is None:
        # This is not Linux, so it should not matter, just enable anyway
        use_hugepage = 1
    else:
        use_hugepage = int(use_hugepage)

    # Note that this will currently only make a difference on Linux
    core.multiarray._set_madvise_hugepage(use_hugepage)




            

          

      

      

    

  

    
      
          
            
  Source code for divik._summary

"""Summarizing functions for DiviK result.

_summary.py

Copyright 2019 Grzegorz Mrukwa

Licensed under the Apache License, Version 2.0 (the "License");
you may not use this file except in compliance with the License.
You may obtain a copy of the License at

   http://www.apache.org/licenses/LICENSE-2.0

Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an "AS IS" BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.
"""

import logging
from typing import (
    Dict,
    List,
    Optional,
    Tuple,
)

import numpy as np

import divik.core as u


def depth(tree, children_collection_name="subregions"):
    """Get tree depth."""
    if tree is None:
        return 1
    return (
        max(depth(subtree) for subtree in getattr(tree, children_collection_name)) + 1
    )


def total_number_of_clusters(tree) -> int:
    """Get the number of leaves in the tree."""
    if tree is None:
        return 1
    return sum(total_number_of_clusters(subtree) for subtree in tree.subregions)


def merged_partition(
    tree: u.DivikResult, levels_limit: int = np.inf, return_paths: bool = False
) -> u.IntLabels:
    """Compute merged segmentation labels."""
    assert tree is not None, "Nothing was segmented."
    merged, paths = _merged_partition(
        tree.clustering.labels_, tree.subregions, levels_limit
    )
    if return_paths:
        return merged, paths
    return merged


def _merged_partition(
    partition: u.IntLabels,
    subregions: List[Optional[u.DivikResult]],
    levels_limit: int = np.inf,
) -> Tuple[u.IntLabels, Dict[int, Tuple[int]]]:
    """Compute merged segmentation labels."""
    result = partition * 0 - 1
    known_clusters = 0
    paths = {}
    for cluster_number, subregion in enumerate(subregions):
        current_cluster = partition == cluster_number
        if subregion is None or levels_limit <= 1:
            result[current_cluster] = known_clusters
            paths[known_clusters] = (cluster_number,)
            known_clusters += 1
        else:
            local_partition, down_paths = _merged_partition(
                subregion.clustering.labels_, subregion.subregions, levels_limit - 1
            )
            result[current_cluster] = local_partition + known_clusters
            for cluster in np.unique(local_partition):
                paths[cluster + known_clusters] = (cluster_number, *down_paths[cluster])
            known_clusters += int(np.max(local_partition)) + 1
    return result, paths


def _update_graph(tree, size: int, graph: "networkx.Graph" = None, parent=None):
    tree_node = len(graph)
    graph.add_node(tree_node, size=size)
    if parent is not None:
        graph.add_edge(parent, tree_node)
    if tree is None:
        return
    for idx, subtree in enumerate(tree.subregions):
        _update_graph(
            subtree,
            size=np.sum(tree.clustering.labels_ == idx),
            graph=graph,
            parent=tree_node,
        )


def _as_graph(tree) -> "networkx.DiGraph":
    import networkx as nx

    graph = nx.DiGraph()
    _update_graph(tree, size=tree.partition.size, graph=graph, parent=None)
    return graph


def _make_labels(graph):
    import networkx as nx

    attributes = nx.get_node_attributes(graph, "size")
    return {idx: "{0} (size={1})".format(idx, attributes[idx]) for idx in graph}


def _make_sizes(graph):
    import networkx as nx

    values = np.array(list(nx.get_node_attributes(graph, "size").values()))
    return list(np.sqrt(values))


def scale_plot_size(factor=1.5):
    """Scale plot size in jupyter notebook."""
    import matplotlib as mpl

    default_dpi = mpl.rcParamsDefault["figure.dpi"]
    mpl.rcParams["figure.dpi"] = default_dpi * factor


def _make_positions(graph):
    import networkx as nx

    intermediate = nx.spectral_layout(graph)
    return nx.spring_layout(graph, pos=intermediate, iterations=20)


[docs]def plot(tree, with_size=False):
    """Plot visualization of splits."""
    graph = _as_graph(tree)
    arguments = {
        "G": graph,
        "pos": _make_positions(graph),
        "node_size": _make_sizes(graph),
        "font_size": 3,
        "width": 0.1,  # lines width
    }
    if with_size:
        arguments["labels"] = _make_labels(graph)
    import networkx as nx

    nx.draw_networkx(**arguments)
    import matplotlib.pyplot as plt

    plt.axis("off")



[docs]def reject_split(
    tree: Optional[u.DivikResult], rejection_size: int = 0
) -> Optional[u.DivikResult]:
    """Re-apply rejection condition on known result tree."""
    if tree is None:
        logging.debug("Rejecting empty.")
        return None
    counts = np.unique(tree.clustering.labels_, return_counts=True)[1]
    if any(counts <= rejection_size):
        logging.debug("Rejecting by condition.")
        return None
    allowed_subregions = [
        reject_split(subregion, rejection_size) for subregion in tree.subregions
    ]
    merged, _ = _merged_partition(tree.clustering.labels_, allowed_subregions)
    logging.debug("Returning pruned tree.")
    return u.DivikResult(
        clustering=tree.clustering,
        feature_selector=tree.feature_selector,
        merged=merged,
        subregions=allowed_subregions,
    )





            

          

      

      

    

  

    
      
          
            
  Source code for divik.cluster._two_step

import numpy as np
import pandas as pd
from sklearn.base import (
    BaseEstimator,
    ClusterMixin,
    clone,
)

from divik.core import Subsets, configurable

_DEFAULT = object()


def _get_first_attr(obj, prop_name_candidates, default=_DEFAULT):
    for prop_name in prop_name_candidates:
        try:
            return getattr(obj, prop_name)
        except AttributeError:
            pass  # purposeful silence
    if default is _DEFAULT:
        raise AttributeError(
            f"{prop_name_candidates} do not exist in {obj.__class__.__name__}"
        )
    return default


def _get_final_estimator(estimator):
    try:  # sklearn.Pipeline or similar
        return estimator[-1]
    except TypeError:
        return estimator


[docs]@configurable
class TwoStep(BaseEstimator, ClusterMixin):
    """Perform a two-step clustering with a given clusterer

    Separates a dataset into ``n_subsets``, processes each of them separately
    and then combines the results.
    
    Works with centroid-based clustering methods, as it requires cluster
    representatives to combine the result.

    Parameters
    ----------
    clusterer : Union[AutoKMeans, Pipeline, KMeans]
        A centroid-based estimator for the purpose of clustering.

    n_subsets : int, default 10
        The number of subsets into which the original dataset should be
        separated
    
    random_state : int, default 42
        Random state to use for seeding the random number generator.
    
    Examples
    --------
    >>> from sklearn.datasets import make_blobs
    >>> from divik.cluster import KMeans, TwoStep
    >>> X, _ = make_blobs(
    ...     n_samples=10_000, n_features=2, centers=3, random_state=42
    ... )
    >>> kmeans = KMeans(n_clusters=3)
    >>> ctr = TwoStep(kmeans).fit(X)
    """
    def __init__(self, clusterer, n_subsets: int = 10, random_state: int = 42):
        self.clusterer = clusterer
        self.n_subsets = n_subsets
        self.random_state = random_state

    def _label_in_subsets(self, X):
        subsets = Subsets(n_splits=self.n_subsets, random_state=self.random_state)
        X_sct = subsets.scatter(X)

        labels_part = [clone(self.clusterer).fit_predict(X_) for X_ in X_sct]
        sct_groups = [l * 0 + i for i, l in enumerate(labels_part)]

        labels = subsets.combine(labels_part)
        groups = subsets.combine(sct_groups)

        cross_fold_labels = [f"g{g}_l{l}" for l, g in zip(labels, groups)]
        return cross_fold_labels

[docs]    def fit(self, X, y=None):
        initial_labels = self._label_in_subsets(X)
        centroids = pd.DataFrame(X).groupby(initial_labels).mean()
        self.estimator_ = clone(self.clusterer)
        centroids_labels = self.estimator_.fit_predict(centroids)
        to_final = dict(zip(centroids.index, centroids_labels))
        final_labels = np.array([to_final[l] for l in initial_labels])
        self.labels_ = final_labels
        self.n_clusters_ = _get_first_attr(
            _get_final_estimator(self.estimator_),
            ['n_clusters', 'n_clusters_'],
        )
        return self


[docs]    def predict(self, X, y=None):
        return self.estimator_.predict(X)


[docs]    def fit_predict(self, X, y=None):
        return self.fit(X, y).labels_






            

          

      

      

    

  

    
      
          
            
  Source code for divik.cluster._divik._sklearn

import sys
from functools import partial
from typing import Optional, Tuple

import numpy as np
import pandas as pd
import tqdm
from scipy.spatial import distance as dist
from sklearn.base import (
    BaseEstimator,
    ClusterMixin,
    TransformerMixin,
)
from sklearn.utils.validation import check_is_fitted

from divik import _summary as summary
from divik import feature_selection as fs
from divik.core import (
    DivikResult,
    configurable,
    context_if,
    maybe_pool,
    normalize_rows,
    visualize,
)
from divik.core.io import saver

from ._backend import divik
from ._report import DivikReporter


[docs]@configurable
class DiviK(BaseEstimator, ClusterMixin, TransformerMixin):
    """DiviK clustering

    Parameters
    ----------
    kmeans: AutoKMeans
        A self-tuning KMeans estimator for the purpose of clustering

    fast_kmeans: GAPSearch, optional, default: None
        A self-tuning KMeans estimator for the purpose of stop condition
        check. If None, the `kmeans` parameter is assumed to be the
        `GAPSearch` instance.

    distance: str, optional, default: 'correlation'
        The distance metric between points, centroids and for GAP index
        estimation. One of the distances supported by scipy package.

    minimal_size: int or float, optional, default: None
        The minimum size of the region (the number of observations) to be
        considered for any further divisions. If provided number is between
        0 and 1, it is considered a rate of training dataset size. When left
        None, defaults to 0.1% of the training dataset size.

    rejection_size: int, optional, default: None
        Size under which split will be rejected - if a cluster appears in the
        split that is below rejection_size, the split is considered improper
        and discarded. This may be useful for some domains (like there is no
        justification for a 3-cells cluster in biological data). By default,
        no segmentation is discarded, as careful post-processing provides the
        same advantage.

    rejection_percentage: float, optional, default: None
        An alternative to ``rejection_size``, with the same behavior, but this
        parameter is related to the training data size percentage. By default,
        no segmentation is discarded.

    minimal_features_percentage: float, optional, default: 0.01
        The minimal percentage of features that must be preserved after
        GMM-based feature selection. By default at least 1% of features is
        preserved in the filtration process.

    features_percentage: float, optional, default: 0.05
        The target percentage of features that are used by fallback percentage
        filter for 'outlier' filter.

    normalize_rows: bool, optional, default: None
        Whether to normalize each row of the data to the norm of 1. By default,
        it normalizes rows for correlation metric, does no normalization
        otherwise.

    use_logfilters: bool, optional, default: False
        Whether to compute logarithm of feature characteristic instead of the
        characteristic itself. This may improve feature filtering performance,
        depending on the distribution of features, however all the
        characteristics (mean, variance) have to be positive for that -
        filtering will fail otherwise. This is useful for specific cases in
        biology where the distribution of data may actually require this option
        for any efficient filtering.

    filter_type: {'gmm', 'outlier', 'auto', 'none'}, default: 'gmm'
        - 'gmm' - usual Gaussian Mixture Model-based filtering, useful for high
        dimensional cases
        - 'outlier' - robust outlier detection-based filtering, useful for low
        dimensional cases. In the case of no outliers, percentage-based
        filtering is applied.
        - 'auto' - automatically selects between 'gmm' and 'outlier' based on
        the dimensionality. When more than 250 features are present, 'gmm'
        is chosen.
        - 'none' - feature selection is disabled

    n_jobs: int, optional, default: None
        The number of jobs to use for the computation. This works by computing
        each of the GAP index evaluations in parallel and by making predictions
        in parallel.

    verbose: bool, optional, default: False
        Whether to report the progress of the computations.

    Attributes
    ----------

    result_: divik.DivikResult
        Hierarchical structure describing all the consecutive segmentations.

    labels_:
        Labels of each point

    centroids_: array, [n_clusters, n_features]
        Coordinates of cluster centers. If the algorithm stops before fully
        converging, these will not be consistent with ``labels_``. Also, the
        distance between points and respective centroids must be captured
        in appropriate features subspace. This is realized by the ``transform``
        method.

    filters_: array, [n_clusters, n_features]
        Filters that were applied to the feature space on the level that was
        the final segmentation for a subset.

    depth_: int
        The number of hierarchy levels in the segmentation.

    n_clusters_: int
        The final number of clusters in the segmentation, on the tree leaf
        level.

    paths_: Dict[int, Tuple[int]]
        Describes how the cluster number corresponds to the path in the tree.
        Element of the tuple indicates the sub-segment number on each tree
        level.

    reverse_paths_: Dict[Tuple[int], int]
        Describes how the path in the tree corresponds to the cluster number.
        For more details see ``paths_``.

    Examples
    --------

    >>> from divik.cluster import DiviK
    >>> from sklearn.datasets import make_blobs
    >>> X, _ = make_blobs(n_samples=200, n_features=100, centers=20,
    ...                   random_state=42)
    >>> divik = DiviK(distance='euclidean').fit(X)
    >>> divik.labels_
    array([1, 1, 1, 0, ..., 0, 0], dtype=int32)
    >>> divik.predict([[0, ..., 0], [12, ..., 3]])
    array([1, 0], dtype=int32)
    >>> divik.cluster_centers_
    array([[10., ...,  2.],
           ...,
           [ 1, ...,  2.]])

    """

    def __init__(
        self,
        kmeans,
        fast_kmeans=None,
        distance: str = "correlation",
        # TODO: Allow percentage
        minimal_size: int = None,
        rejection_size: int = None,
        rejection_percentage: float = None,
        minimal_features_percentage: float = 0.01,
        features_percentage: float = 0.05,
        normalize_rows: bool = None,
        use_logfilters: bool = False,
        filter_type="gmm",
        n_jobs: int = None,
        verbose: bool = False,
    ):
        self.kmeans = kmeans
        self.fast_kmeans = fast_kmeans
        self.distance = distance
        self.minimal_size = minimal_size
        self.rejection_size = rejection_size
        self.rejection_percentage = rejection_percentage
        self.minimal_features_percentage = minimal_features_percentage
        self.features_percentage = features_percentage
        self.normalize_rows = normalize_rows
        self.use_logfilters = use_logfilters
        self.filter_type = filter_type
        self.n_jobs = n_jobs
        self.verbose = verbose
        self._validate_arguments()

    def _validate_arguments(self):
        if self.minimal_features_percentage < 0 or self.minimal_features_percentage > 1:
            raise ValueError("minimal_features_percentage must be in range" " [0, 1]")
        if self.features_percentage < 0 or self.features_percentage > 1:
            raise ValueError("features_percentage must be in range [0, 1]")
        if self.features_percentage < self.minimal_features_percentage:
            raise ValueError(
                "features_percentage must be higher than or equal"
                " to minimal_features_percentage"
            )
        if self.filter_type not in ["gmm", "outlier", "auto", "none"]:
            raise ValueError(
                "filter_type must be in ['gmm', 'outlier', 'auto', 'none']"
            )

[docs]    def fit(self, X, y=None):
        """Compute DiviK clustering.

        Parameters
        ----------
        X : array-like or sparse matrix, shape=(n_samples, n_features)
            Training instances to cluster. It must be noted that the data
            will be converted to C ordering, which will cause a memory
            copy if the given data is not C-contiguous.
        y : Ignored
            not used, present here for API consistency by convention.
        """
        if np.isnan(X).any():
            raise ValueError("NaN values are not supported.")

        with context_if(
            self.verbose, tqdm.tqdm, total=X.shape[0], file=sys.stdout, smoothing=0
        ) as progress:
            self.result_ = self._divik(X, progress)

        if self.result_ is None:
            self.labels_ = np.zeros((X.shape[0],), dtype=int)
            self.paths_ = {0: (0,)}
        else:
            self.labels_, self.paths_ = summary.merged_partition(
                self.result_, return_paths=True
            )

        self.reverse_paths_ = {value: key for key, value in self.paths_.items()}

        if self.result_ is None:
            self.filters_ = np.ones([1, X.shape[1]], dtype=bool)
        else:
            self.filters_ = np.array(
                [self._get_filter(path) for path in self.reverse_paths_], dtype=bool
            )
        self.centroids_ = pd.DataFrame(X).groupby(self.labels_, sort=True).mean().values
        self.depth_ = summary.depth(self.result_)
        self.n_clusters_ = summary.total_number_of_clusters(self.result_)

        return self


    def _get_rejection_size(self, X):
        rejection_size = 0
        if self.rejection_size is not None:
            rejection_size = max(rejection_size, self.rejection_size)
        if self.rejection_percentage is not None:
            rejection_size = max(
                rejection_size, int(self.rejection_percentage * X.shape[0])
            )
        return rejection_size

    def _get_filter(self, path):
        """This method extracts features filter used for each centroid"""
        result = self.result_
        for item in path[:-1]:
            result = result.subregions[item]
        return result.feature_selector.selected_

    def _needs_normalization(self):
        if self.normalize_rows is None:
            return self.distance == "correlation"
        return self.normalize_rows

    def _feature_selector(self, n_features):
        return fs.make_specialized_selector(
            self.filter_type,
            n_features,
            use_log=self.use_logfilters,
            min_features_rate=self.minimal_features_percentage,
            p=self.features_percentage,
        )

    def _divik(self, X, progress):
        full = self.kmeans
        fast = self.fast_kmeans
        if fast is None:
            warn_const = full.kmeans.normalize_rows
        else:
            warn_const = fast.kmeans.normalize_rows or full.kmeans.normalize_rows
        report = DivikReporter(progress, warn_const=warn_const)
        select_all = np.ones(shape=(X.shape[0],), dtype=bool)
        if self.minimal_size is None:
            minimal_size = int(X.shape[0] * 0.001)
        elif 0 < self.minimal_size < 1:
            minimal_size = int(X.shape[0] * self.minimal_size)
        else:
            minimal_size = self.minimal_size
        rejection_size = self._get_rejection_size(X)
        return divik(
            X,
            selection=select_all,
            kmeans=full,
            fast_kmeans=fast,
            feature_selector=self._feature_selector(X.shape[1]),
            minimal_size=minimal_size,
            rejection_size=rejection_size,
            report=report,
        )

[docs]    def fit_predict(self, X, y=None):
        """Compute cluster centers and predict cluster index for each sample.

        Convenience method; equivalent to calling fit(X) followed by
        predict(X).

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to transform.

        y : Ignored
            not used, present here for API consistency by convention.

        Returns
        -------

        labels : array, shape [n_samples,]
            Index of the cluster each sample belongs to.
        """
        return self.fit(X).labels_


[docs]    def transform(self, X):
        """Transform X to a cluster-distance space.

        In the new space, each dimension is the distance to the cluster
        centers.  Note that even if X is sparse, the array returned by
        `transform` will typically be dense.

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to transform.

        Returns
        -------

        X_new : array, shape [n_samples, self.n_clusters_]
            X transformed in the new space.
        """
        check_is_fitted(self)
        if self._needs_normalization():
            X = normalize_rows(X)
        distances = np.hstack(
            [
                dist.cdist(
                    X[:, selector], centroid[np.newaxis, selector], self.distance
                )
                for selector, centroid in zip(self.filters_, self.centroids_)
            ]
        )
        return distances


[docs]    def fit_transform(self, X, y=None, **fit_params):
        """Compute clustering and transform X to cluster-distance space.

        Equivalent to fit(X).transform(X), but more efficiently implemented.

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to transform.

        y : Ignored
            not used, present here for API consistency by convention.

        Returns
        -------

        X_new : array, shape [n_samples, self.n_clusters_]
            X transformed in the new space.
        """
        return self.fit(X).transform(X)


[docs]    def predict(self, X):
        """Predict the closest cluster each sample in X belongs to.

        In the vector quantization literature, `cluster_centers_` is called
        the code book and each value returned by `predict` is the index of
        the closest code in the code book.

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to predict.

        Returns
        -------

        labels : array, shape [n_samples,]
            Index of the cluster each sample belongs to.
        """
        check_is_fitted(self)
        if self._needs_normalization():
            X = normalize_rows(X)
        predict = partial(_predict_path, result=self.result_)
        with maybe_pool(self.n_jobs) as pool:
            paths = pool.map(predict, X)
        labels = [self.reverse_paths_[path] for path in paths]
        return np.array(labels, dtype=np.int32)




def _predict_path(observation: np.ndarray, result: DivikResult) -> Tuple[int]:
    path = []
    observation = observation[np.newaxis, :]
    division = result
    while division is not None:
        local_X = division.feature_selector.transform(observation)
        label = int(division.clustering.predict(local_X))
        path.append(label)
        division = division.subregions[label]
    path = tuple(path) if len(path) else (0,)
    return path


def make_merged(result: Optional[DivikResult]) -> np.ndarray:
    depth = summary.depth(result)
    return np.hstack(
        [
            summary.merged_partition(result, limit + 1).reshape(-1, 1)
            for limit in range(depth)
        ]
    )


def save_merged(fname_fn, merged: np.ndarray, xy: np.ndarray = None):
    np.savetxt(fname_fn("partitions.csv"), merged, delimiter=", ", fmt="%i")
    np.save(fname_fn("partitions.npy"), merged)
    import skimage.io

    if xy is not None:
        for level in range(merged.shape[1]):
            np.save(fname_fn("partitions.{0}.npy".format(level)), merged[:, level])
            visualization = visualize(merged[:, level], xy=xy)
            image_name = fname_fn("partitions.{0}.png".format(level))
            skimage.io.imsave(image_name, visualization)


@saver
def save_divik(model, fname_fn, **kwargs):
    if not hasattr(model, "result_"):
        return
    import logging

    if not isinstance(model.result_, DivikResult):
        logging.info("Skipping DiviK details save. Cause: result is None")
        return
    logging.info("Saving DiviK partitions.")
    merged = make_merged(model.result_).astype(np.int64)
    assert merged.shape[0] == model.result_.clustering.labels_.size
    xy = kwargs.get("xy", None)
    save_merged(fname_fn, merged, xy)




            

          

      

      

    

  

    
      
          
            
  Source code for divik.cluster._kmeans._core

import logging
from typing import Tuple, Union

import dask.array as da
import dask.dataframe as dd
import dask_distance as ddst
import numpy as np
import scipy.spatial.distance as dst
from sklearn.base import (
    BaseEstimator,
    ClusterMixin,
    TransformerMixin,
)
from sklearn.utils.validation import check_is_fitted

from divik.cluster._kmeans._initialization import (
    ExtremeInitialization,
    Initialization,
    KDTreeInitialization,
    KDTreePercentileInitialization,
    PercentileInitialization,
)
from divik.core import (
    Centroids,
    Data,
    IntLabels,
    SegmentationMethod,
    configurable,
    normalize_rows,
)


class Labeling(object):
    """Labels observations by closest centroids"""

    def __init__(self, distance_metric: str, allow_dask: bool = False):
        """
        @param distance_metric: distance metric for estimation of closest
        @param allow_dask: should be False if `multiprocessing.Pool` is spawned
        """
        self.distance_metric = distance_metric
        self.allow_dask = allow_dask

    def __call__(self, data: Data, centroids: Centroids) -> IntLabels:
        """Find closest centroids

        @param data: observations in rows
        @param centroids: centroids in rows
        @return: vector of labels of centroids closest to points
        """
        if data.shape[1] != centroids.shape[1]:
            msg = (
                "Dimensionality of data and centroids must be equal. "
                + f"Was {data.shape[1]} and {centroids.shape[1]}"
            )
            logging.error(msg)
            raise ValueError(msg)

        if self.allow_dask and (data.shape[0] > 10000 or data.shape[1] > 1000):
            X1 = da.from_array(data)
            X2 = da.from_array(centroids)
            distances = ddst.cdist(X1, X2, self.distance_metric)
            labels = da.argmin(distances, axis=1).compute()
        else:
            distances = dst.cdist(data, centroids, self.distance_metric)
            labels = np.argmin(distances, axis=1)
        return labels


def redefine_centroids(
    data: Data, labeling: IntLabels, label_set: IntLabels, allow_dask: bool = False
) -> Centroids:
    """Recompute centroids in data for given labeling

    @param data: observations
    @param labeling: partition of dataset into groups
    @param label_set: set of labels used for partitioning
    @param allow_dask: should be False if `multiprocessing.Pool` is spawned
    @return: centroids
    """
    if data.shape[0] != labeling.size:
        msg = (
            "Each observation must have label specified. Number "
            + f"of labels: {labeling.size}, "
            + f"number of observations: {data.shape[0]}."
        )
        logging.error(msg)
        raise ValueError(msg)
    if allow_dask and (data.shape[0] > 10000 or data.shape[1] > 1000):
        X = dd.from_array(data)
        y = dd.from_array(labeling)
        centroids = X.groupby(y).mean().compute().values
    else:
        centroids = np.nan * np.zeros((len(label_set), data.shape[1]))
        for label in label_set:
            centroids[label] = np.mean(data[labeling == label], axis=0)
    return centroids


def _validate_kmeans_input(data: Data, number_of_clusters: int):
    if not isinstance(data, np.ndarray) or len(data.shape) != 2:
        logging.error("data is expected to be 2D np.array")
        raise ValueError("data is expected to be 2D np.array")
    if number_of_clusters < 1:
        msg = "number_of_clusters({0}) < 1".format(number_of_clusters)
        logging.error(msg)
        raise ValueError(msg)


def _validate_normalizable(data):
    is_constant = data.min(axis=1) == data.max(axis=1)
    if is_constant.any():
        constant_rows = np.where(is_constant)[0]
        msg = "Constant rows {0} are not allowed for normalization."
        logging.error(msg.format(constant_rows))
        raise ValueError(msg.format(constant_rows))


class _KMeans(SegmentationMethod):
    """K-means clustering"""

    def __init__(
        self,
        labeling: Labeling,
        initialize: Initialization,
        number_of_iterations: int = 100,
        normalize_rows: bool = False,
        allow_dask: bool = False,
    ):
        """
        @param labeling: labeling method
        @param initialize: initialization method
        @param number_of_iterations: number of iterations
        @param normalize_rows: sets mean of row to 0 and norm to 1
        @param allow_dask: should be False if `multiprocessing.Pool` is spawned
        """
        self.labeling = labeling
        self.initialize = initialize
        self.number_of_iterations = number_of_iterations
        self.normalize_rows = normalize_rows
        self.allow_dask = allow_dask

    def _fix_labels(self, data, centroids, labels, n_clusters, retries=10):
        logging.debug("A label vanished - fixing")
        new_labels = labels.copy()
        known_labels = np.unique(labels)
        expected_labels = np.arange(n_clusters)
        missing_labels = np.setdiff1d(expected_labels, known_labels)
        logging.debug(
            "Missing labels ({0} were expected): {1}".format(n_clusters, missing_labels)
        )
        new_centroids = np.nan * np.zeros((n_clusters, centroids.shape[1]))
        for known in known_labels:
            new_centroids[known] = centroids[known]
        for missing in missing_labels:
            logging.debug("Fixing label: {0}".format(missing))
            new_center = np.nanmin(
                dst.cdist(data, new_centroids, metric=self.labeling.distance_metric),
                axis=1,
            ).argmax()
            logging.debug("Assigning to label: {0}".format(labels[new_center]))
            new_labels[new_center] = missing
            new_centroids[missing] = data[new_center]
        if np.unique(new_labels).size != n_clusters and retries > 0:
            logging.debug("fixed but lost another: {0}".format(np.unique(new_labels)))
            return self._fix_labels(
                data, new_centroids, new_labels, n_clusters, retries - 1
            )
        return new_centroids, new_labels

    def __call__(
        self, data: Data, number_of_clusters: int
    ) -> Tuple[IntLabels, Centroids]:
        _validate_kmeans_input(data, number_of_clusters)
        if number_of_clusters == 1:
            return (
                np.zeros((data.shape[0], 1), dtype=int),
                np.mean(data, axis=0, keepdims=True),
            )
        data = data.reshape(data.shape, order="C")
        if self.normalize_rows:
            _validate_normalizable(data)
            data = normalize_rows(data)
        label_set = np.arange(number_of_clusters)
        logging.debug("Initializing KMeans centroids.")
        centroids = self.initialize(data, number_of_clusters)
        logging.debug("First centroids found.")
        old_labels = np.nan * np.zeros((data.shape[0],))
        labels = self.labeling(data, centroids)
        logging.debug("Labels assigned.")
        for _ in range(self.number_of_iterations):
            if np.unique(labels).size != number_of_clusters:
                centroids, labels = self._fix_labels(
                    data, centroids, labels, number_of_clusters
                )
            if np.all(labels == old_labels):
                logging.debug("Stability achieved.")
                break
            old_labels = labels
            centroids = redefine_centroids(data, old_labels, label_set, self.allow_dask)
            labels = self.labeling(data, centroids)
        return labels, centroids


def _parse_initialization(
    name: str,
    distance: str,
    percentile: float = None,
    leaf_size: Union[int, float] = 0.01,
) -> Initialization:
    if name == "percentile":
        return PercentileInitialization(distance, percentile)
    if name == "extreme":
        return ExtremeInitialization(distance)
    if name == "kdtree":
        return KDTreeInitialization(distance, leaf_size)
    if name == "kdtree_percentile":
        return KDTreePercentileInitialization(distance, leaf_size, percentile)
    logging.error("Unknown initialization: {0}".format(name))
    raise ValueError("Unknown initialization: {0}".format(name))


[docs]@configurable
class KMeans(BaseEstimator, ClusterMixin, TransformerMixin):
    """K-Means clustering

    Parameters
    ----------

    n_clusters : int
        The number of clusters to form as well as the number of
        centroids to generate.

    distance : str, optional, default: 'euclidean'
        Distance measure. One of the distances supported by scipy package.

    init : {'percentile', 'extreme', 'kdtree', 'kdtree_percentile'}
        Method for initialization, defaults to 'percentile':

        'percentile' : selects initial cluster centers for k-mean
        clustering starting from specified percentile of distance to
        already selected clusters

        'extreme': selects initial cluster centers for k-mean
        clustering starting from the furthest points to already specified
        clusters

        'kdtree': selects initial cluster centers for k-mean clustering
        starting from centroids of KD-Tree boxes

        'kdtree_percentile': selects initial cluster centers for k-means
        clustering starting from centroids of KD-Tree boxes containing
        specified percentile. This should be more robust against outliers.

    percentile : float, default: 95.0
        Specifies the starting percentile for 'percentile' initialization.
        Must be within range [0.0, 100.0]. At 100.0 it is equivalent to
        'extreme' initialization.

    leaf_size : int or float, optional (default 0.01)
        Desired leaf size in kdtree initialization. When int, the box size
        will be between `leaf_size` and `2 * leaf_size`. When float, it will
        be between `leaf_size * n_samples` and `2 * leaf_size * n_samples`

    max_iter : int, default: 100
        Maximum number of iterations of the k-means algorithm for a
        single run.

    normalize_rows : bool, default: False
        If True, rows are translated to mean of 0.0 and scaled to norm of 1.0.

    allow_dask : bool, default: False
        If True, automatically selects dask as computations backend whenever
        reasonable. Default `False` since it cannot be used together with
        `multiprocessing.Pool` and everywhere `n_jobs` must be set to `1`.

    Attributes
    ----------

    cluster_centers_ : array, [n_clusters, n_features]
        Coordinates of cluster centers.

    labels_ :
        Labels of each point

    """

    # TODO: Add example of usage.
    def __init__(
        self,
        n_clusters: int,
        distance: str = "euclidean",
        init: str = "percentile",
        percentile: float = 95.0,
        leaf_size: Union[int, float] = 0.01,
        max_iter: int = 100,
        normalize_rows: bool = False,
        allow_dask: bool = False,
    ):
        super().__init__()
        self.n_clusters = n_clusters
        self.distance = distance
        self.init = init
        self.percentile = percentile
        self.leaf_size = leaf_size
        self.max_iter = max_iter
        self.normalize_rows = normalize_rows
        self.allow_dask = allow_dask

[docs]    def fit(self, X, y=None):
        """Compute k-means clustering.

        Parameters
        ----------

        X : array-like or sparse matrix, shape=(n_samples, n_features)
            Training instances to cluster. It must be noted that the data
            will be converted to C ordering, which will cause a memory
            copy if the given data is not C-contiguous.

        y : Ignored
            not used, present here for API consistency by convention.
        """
        initialize = _parse_initialization(
            self.init, self.distance, self.percentile, self.leaf_size
        )
        kmeans = _KMeans(
            labeling=Labeling(self.distance, allow_dask=self.allow_dask),
            initialize=initialize,
            number_of_iterations=self.max_iter,
            normalize_rows=self.normalize_rows,
            allow_dask=self.allow_dask,
        )
        X = np.asanyarray(X)
        self.labels_, self.cluster_centers_ = kmeans(
            X, number_of_clusters=self.n_clusters
        )
        self.labels_ = self.labels_.ravel()
        return self


[docs]    def predict(self, X):
        """Predict the closest cluster each sample in X belongs to.

        In the vector quantization literature, `cluster_centers_` is called
        the code book and each value returned by `predict` is the index of
        the closest code in the code book.

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to predict.

        Returns
        -------

        labels : array, shape [n_samples,]
            Index of the cluster each sample belongs to.
        """
        check_is_fitted(self)
        if self.normalize_rows:
            X = normalize_rows(X)
        labels = dst.cdist(X, self.cluster_centers_, self.distance).argmin(axis=1)
        return labels


[docs]    def transform(self, X):
        """Transform X to a cluster-distance space.

        In the new space, each dimension is the distance to the cluster
        centers.  Note that even if X is sparse, the array returned by
        `transform` will typically be dense.

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to transform.

        Returns
        -------

        X_new : array, shape [n_samples, k]
            X transformed in the new space.

        """
        check_is_fitted(self)
        if self.normalize_rows:
            X = normalize_rows(X)
        return dst.cdist(X, self.cluster_centers_, self.distance)






            

          

      

      

    

  

    
      
          
            
  Source code for divik.cluster._kmeans._dunn

import logging
import sys
import uuid
from functools import partial

import numpy as np
import tqdm
from sklearn.base import (
    BaseEstimator,
    ClusterMixin,
    TransformerMixin,
    clone,
)
from sklearn.utils.validation import check_is_fitted

from divik.core import (
    configurable,
    maybe_pool,
    share,
)
from divik.score import dunn, sampled_dunn

from ._core import KMeans

_DATA = {}


def _pool_initialize(ref, data):
    _DATA[ref] = data


[docs]@configurable
class DunnSearch(BaseEstimator, ClusterMixin, TransformerMixin):
    """Select best number of clusters for k-means

    Parameters
    ----------
    kmeans : KMeans
        KMeans object to tune

    max_clusters: int
        The maximal number of clusters to form and score.

    min_clusters: int, default: 1
        The minimal number of clusters to form and score.

    method: {'full', 'sampled', 'auto'}, default: 'full'
        Whether to run full computations or approximate.
        - full - always computes full Dunn's index, without sampling
        - sampled - samples the clusters to reduce computational overhead
        - auto - switches the above methods to provide best performance-quality
        trade-off.

    inter : {'centroid', 'closest'}, default: 'centroid'
        How the distance between clusters is computed. For more details see
        `dunn`.

    intra : {'avg', 'furthest'}, default: 'avg'
        How the cluster internal distance is computed. For more details see
        `dunn`.

    sample_size : int, default: 1000
        Size of the sample used to compute Dunn index in `auto` or `sampled`
        scenario.

    n_trials : int, default: 10
        Number of trials to use when computing Dunn index in `auto` or
        `sampled` scenario.

    seed : int, default: 42
        Random seed for the reproducibility of subset draws in Dunn `auto`
        or `sampled` scenario.

    n_jobs: int, default: 1
        The number of jobs to use for the computation. This works by computing
        each of the clustering & scoring runs in parallel.

    drop_unfit: bool, default: False
        If True, drops the estimators that did not fit the data.

    verbose: bool, default: False
        If True, shows progress with tqdm.

    Attributes
    ----------
    cluster_centers_: array, [n_clusters, n_features]
        Coordinates of cluster centers.

    labels_:
        Labels of each point.

    estimators_: List[KMeans]
        KMeans instances for n_clusters in range [min_clusters, max_clusters].

    scores_: array, [max_clusters - min_clusters + 1,]
        Array with scores for each estimator.

    n_clusters_: int
        Estimated optimal number of clusters.

    best_score_: float
        Score of the optimal estimator.

    best_: KMeans
        The optimal estimator.

    """

    def __init__(
        self,
        kmeans: KMeans,
        max_clusters: int,
        min_clusters: int = 2,
        method="full",
        inter="centroid",
        intra="avg",
        sample_size=1000,
        n_trials=10,
        seed=42,
        n_jobs: int = 1,
        drop_unfit: bool = False,
        verbose: bool = False,
    ):
        super().__init__()
        assert min_clusters <= max_clusters
        self.kmeans = kmeans
        self.min_clusters = min_clusters
        self.max_clusters = max_clusters
        self.method = method
        self.inter = inter
        self.intra = intra
        self.sample_size = sample_size
        self.n_trials = n_trials
        self.seed = seed
        self.n_jobs = n_jobs
        self.drop_unfit = drop_unfit
        self.verbose = verbose

    def _n_ops(self, data):
        if self.inter == "closest" or self.intra == "furthest":
            n_ops_full = data.shape[0] ** 2
            n_ops_sampled = self.n_trials * self.sample_size ** 2
        else:
            n_ops_full = data.shape[0]
            n_ops_sampled = self.n_trials * self.sample_size
        return n_ops_full, n_ops_sampled

    def _sampled_dunn(self, kmeans, data, inter, intra):
        return sampled_dunn(
            kmeans,
            data,
            inter=inter,
            intra=intra,
            sample_size=self.sample_size,
            n_jobs=1,
            seed=self.seed,
            n_trials=self.n_trials,
        )

    def _dunn(self, kmeans, data):
        n_ops_full, n_ops_sampled = self._n_ops(data)
        if self.method == "full":
            dunn_ = dunn
        elif self.method == "sampled":
            dunn_ = self._sampled_dunn
        elif self.method == "auto" and n_ops_full <= n_ops_sampled:
            dunn_ = dunn
            logging.debug('DunnSearch.method="auto" resolved to "full"')
        elif self.method == "auto" and n_ops_full > n_ops_sampled:
            dunn_ = self._sampled_dunn
            logging.debug('DunnSearch.method="auto" resolved to "sampled"')
        else:
            logging.error(f"Failed to select Dunn method {self.method}.")
            logging.debug(f"n_ops_full={n_ops_full}, " f"n_ops_sampled={n_ops_sampled}")
            raise ValueError(f"Unknown Dunn method {self.method}")
        return dunn_(kmeans, data, inter=self.inter, intra=self.intra)

    def _fit_kmeans(self, n_clusters, data_ref):
        data = _DATA[data_ref].value
        kmeans = clone(self.kmeans)
        kmeans.n_clusters = n_clusters
        kmeans.fit(data)
        d = self._dunn(kmeans, data)
        return kmeans, d

[docs]    def fit(self, X, y=None):
        """Compute k-means clustering and estimate optimal number of clusters.

        Parameters
        ----------

        X : array-like or sparse matrix, shape=(n_samples, n_features)
            Training instances to cluster. It must be noted that the data
            will be converted to C ordering, which will cause a memory
            copy if the given data is not C-contiguous.

        y : Ignored
            not used, present here for API consistency by convention.

        """
        n_clusters = range(self.min_clusters, self.max_clusters + 1)
        if self.verbose:
            n_clusters = tqdm.tqdm(n_clusters, leave=False, file=sys.stdout)
        ref = str(uuid.uuid4())
        with share(X) as x:
            _DATA[ref] = x
            with maybe_pool(
                self.n_jobs, initializer=_pool_initialize, initargs=(ref, x)
            ) as pool:
                fit_kmeans = partial(self._fit_kmeans, data_ref=ref)
                kmeans_and_scores = pool.map(fit_kmeans, n_clusters)
            del _DATA[ref]
        logging.debug("Fitted DunnSearch")

        self.estimators_, self.scores_ = zip(*kmeans_and_scores)
        self.scores_ = np.array(self.scores_)
        best = np.argmax(self.scores_)
        self.fitted_ = True
        self.n_clusters_ = best + self.min_clusters
        self.best_score_ = self.scores_[best]
        self.best_ = self.estimators_[best]
        self.labels_ = self.best_.labels_
        self.cluster_centers_ = self.best_.cluster_centers_
        if self.drop_unfit:
            self.estimators_ = None

        return self


[docs]    def predict(self, X):
        """Predict the closest cluster each sample in X belongs to.

        In the vector quantization literature, `cluster_centers_` is called
        the code book and each value returned by `predict` is the index of
        the closest code in the code book.

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to predict.

        Returns
        -------

        labels : array, shape [n_samples,]
            Index of the cluster each sample belongs to.
        """
        check_is_fitted(self)
        return self.best_.predict(X)


[docs]    def transform(self, X):
        """Transform X to a cluster-distance space.

        In the new space, each dimension is the distance to the cluster
        centers.  Note that even if X is sparse, the array returned by
        `transform` will typically be dense.

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to transform.

        Returns
        -------

        X_new : array, shape [n_samples, k]
            X transformed in the new space.

        """
        check_is_fitted(self)
        return self.best_.transform(X)






            

          

      

      

    

  

    
      
          
            
  Source code for divik.cluster._kmeans._gap

import logging
import sys
from functools import partial

import numpy as np
import tqdm
from sklearn.base import (
    BaseEstimator,
    ClusterMixin,
    TransformerMixin,
    clone,
)
from sklearn.utils.validation import check_is_fitted

from divik.cluster._kmeans._core import KMeans
from divik.core import configurable
from divik.score import gap, sampled_gap

_BIG_PRIME = 32801


[docs]@configurable
class GAPSearch(BaseEstimator, ClusterMixin, TransformerMixin):
    """Select best number of cluters for k-means

    Parameters
    ----------
    kmeans : KMeans
        KMeans object to tune

    max_clusters: int
        The maximal number of clusters to form and score.

    min_clusters: int, default: 1
        The minimal number of clusters to form and score.

    n_jobs: int, default: 1
        The number of jobs to use for the computation. This works by computing
        each of the clustering & scoring runs in parallel.

    seed: int, default: 0
        Random seed for generating uniform data sets.

    n_trials: int, default: 10
        Number of data sets drawn as a reference.

    sample_size : int, default: 1000
        Size of the sample used for GAP statistic computation. Used only if
        introduces speedup.

    drop_unfit: bool, default: False
        If True, drops the estimators that did not fit the data.

    verbose: bool, default: False
        If True, shows progress with tqdm.

    Attributes
    ----------
    cluster_centers_: array, [n_clusters, n_features]
        Coordinates of cluster centers.

    labels_:
        Labels of each point.

    estimators_: List[KMeans]
        KMeans instances for n_clusters in range [min_clusters, max_clusters].

    scores_: array, [max_clusters - min_clusters + 1, ?]
        Array with scores for each estimator in each row.

    n_clusters_: int
        Estimated optimal number of clusters.

    best_score_: float
        Score of the optimal estimator.

    best_: KMeans
        The optimal estimator.

    """

    def __init__(
        self,
        kmeans: KMeans,
        max_clusters: int,
        min_clusters: int = 1,
        n_jobs: int = 1,
        seed: int = 0,
        n_trials: int = 10,
        sample_size: int = 1000,
        drop_unfit: bool = False,
        verbose: bool = False,
    ):
        super().__init__()
        assert min_clusters <= max_clusters
        self.kmeans = kmeans
        self.min_clusters = min_clusters
        self.max_clusters = max_clusters
        self.n_jobs = n_jobs
        self.seed = seed
        self.n_trials = n_trials
        self.sample_size = sample_size
        self.drop_unfit = drop_unfit
        self.verbose = verbose

    def _should_sample(self, data):
        sampled_complexity = 2 * self.n_trials * self.sample_size ** 2
        normal_complexity = self.n_trials * data.shape[0] ** 2
        return sampled_complexity < normal_complexity

    def _gap(self, data, kmeans):
        if self._should_sample(data):
            logging.debug("Selecting sampled GAP.")
            score = partial(sampled_gap, sample_size=self.sample_size)
        else:
            logging.debug("Selecting full GAP.")
            score = gap
        return score(
            data,
            kmeans,
            n_jobs=self.n_jobs,
            seed=self.seed + _BIG_PRIME * kmeans.n_clusters,
            n_trials=self.n_trials,
            return_deviation=True,
        )

    def _fit_kmeans(self, n_clusters, data):
        kmeans = clone(self.kmeans)
        kmeans.n_clusters = n_clusters
        logging.debug(f"Fitting kmeans for {n_clusters} clusters.")
        kmeans.fit(data)
        logging.debug(f"Fitted kmeans for {n_clusters} clusters.")
        idx, std = self._gap(data, kmeans)
        logging.debug(f"GAP index: {idx}; std: {std}.")
        return kmeans, idx, std

[docs]    def fit(self, X, y=None):
        """Compute k-means clustering and estimate optimal number of clusters.

        Parameters
        ----------

        X : array-like or sparse matrix, shape=(n_samples, n_features)
            Training instances to cluster. It must be noted that the data
            will be converted to C ordering, which will cause a memory
            copy if the given data is not C-contiguous.

        y : Ignored
            not used, present here for API consistency by convention.

        """
        fit_kmeans = partial(self._fit_kmeans, data=X)
        n_clusters = range(self.min_clusters, self.max_clusters + 1)
        if self.verbose:
            n_clusters = tqdm.tqdm(n_clusters, leave=False, file=sys.stdout)

        self.fitted_ = False
        self.estimators_ = []
        self.scores_ = []
        prev_gap = -np.inf
        for n_clust in n_clusters:
            kmeans, gap_, std = fit_kmeans(n_clust)
            if prev_gap > gap_ + std:
                self.fitted_ = True
                break
            prev_gap = gap_
            self.estimators_.append(kmeans)
            self.scores_.append((gap_, std))
        if self.verbose:
            n_clusters.close()
        self.scores_ = np.array(self.scores_)

        if self.fitted_:
            logging.debug("Fitted GAPSearch")
            self.best_ = self.estimators_[-1]
            self.best_score_ = self.scores_[-1]
            self.n_clusters_ = self.best_.n_clusters
            self.labels_ = self.best_.labels_
            self.cluster_centers_ = self.best_.cluster_centers_
            if self.drop_unfit:
                self.estimators_ = None
        else:
            logging.debug("Failed to fit GAPSearch")
            self.best_ = None
            self.best_score_ = None
            self.n_clusters_ = None
            self.labels_ = None
            self.cluster_centers_ = None

        return self


[docs]    def predict(self, X):
        """Predict the closest cluster each sample in X belongs to.

        In the vector quantization literature, `cluster_centers_` is called
        the code book and each value returned by `predict` is the index of
        the closest code in the code book.

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to predict.

        Returns
        -------

        labels : array, shape [n_samples,]
            Index of the cluster each sample belongs to.
        """
        check_is_fitted(self)
        return self.best_.predict(X)


[docs]    def transform(self, X):
        """Transform X to a cluster-distance space.

        In the new space, each dimension is the distance to the cluster
        centers.  Note that even if X is sparse, the array returned by
        `transform` will typically be dense.

        Parameters
        ----------

        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            New data to transform.

        Returns
        -------

        X_new : array, shape [n_samples, k]
            X transformed in the new space.

        """
        check_is_fitted(self)
        return self.best_.transform(X)






            

          

      

      

    

  

    
      
          
            
  Source code for divik.core._cache

import joblib
from functools import wraps

from ._gin_compat import configurable


@configurable
def cache_path(path: str = "cache"):
    # This is required to make the cache path configurable
    return path


def _is_computed(fieldname):
    return (
        fieldname.endswith("_")
        and not fieldname.endswith("__")
        and not fieldname.startswith("_")
    )


[docs]def cached_fit(cls):
    """Decorate a sklearn-compatible estimator to cache the fitting result

    It is a wrapper over joblib.Memory.cache, that supports runtime cache
    path definition.

    Set path definition through gin config with ``cache_path.path``
    identifier.
    """
    _fit = cls.fit

    @wraps(_fit)
    def fit(self, X, y=None):
        # This is pushed inside for the sake of parameters parsing
        memory = joblib.Memory(location=cache_path())
        cached = memory.cache(_fit)
        output = cached(self, X, y)
        computed_fields = [f for f in dir(output) if _is_computed(f)]
        for field in computed_fields:
            setattr(self, field, getattr(output, field))
        return self

    cls.fit = fit
    return cls





            

          

      

      

    

  

    
      
          
            
  Source code for divik.core._gin_compat

"""gin-config compatibility"""
import os
import sys

try:
    import gin

    import divik.core._gin_bugfix

    _HAS_GIN = True
except ImportError:
    _HAS_GIN = False


MISSING_GIN_ERROR = """
gin-config package missing. You should install divik with appropriate extras:
    pip install divik[gin]
"""


[docs]def dump_gin_args(destination):
    """Dump gin-config effective configuration

    If you have `gin` extras installed, you can call `dump_gin_args`
    save effective gin configuration to a file.
    """
    try:
        import gin
    except ImportError as ex:
        raise ImportError(MISSING_GIN_ERROR) from ex
    with open(os.path.join(destination, "config.gin"), "w") as outfile:
        outfile.write(gin.operative_config_str())



if _HAS_GIN:
    configurable = gin.configurable
else:

    def configurable(name_or_fn=None, *args, **kwargs):
        if name_or_fn is None:
            return lambda x: x
        return name_or_fn


[docs]def parse_args():
    """Parse gin config files and parameter overrides from command line"""
    import argparse

    import gin

    parser = argparse.ArgumentParser()

    parser.add_argument("--param", nargs="*", help="List of Gin parameter bindings")
    parser.add_argument("--config", nargs="*", help="List of paths to the config files")

    args = parser.parse_args()

    gin.parse_config_files_and_bindings(args.config, args.param)





            

          

      

      

    

  

    
      
          
            
  Source code for divik.core._parallel

"""multiprocessing.Pool helpers"""
import ctypes
import os
import uuid
from abc import ABCMeta, abstractmethod
from contextlib import contextmanager

# RawArray exists, but PyCharm goes crazy
# noinspection PyUnresolvedReferences
from multiprocessing import Pool, RawArray

import numpy as np


class SharedArrayWrapper(metaclass=ABCMeta):
    @property
    @abstractmethod
    def value(self):
        """Get data (can be called by the recipient)

        Recipient must not modify the data.
        """
        pass


class SharedArray(metaclass=ABCMeta):
    @abstractmethod
    def store(self, data: np.ndarray) -> SharedArrayWrapper:
        """Store the data (must be called by the owner)"""
        pass

    @abstractmethod
    def purge(self):
        """Purge data (must be called by the owner)"""
        pass


class PosixSharedArrayWrapper(SharedArrayWrapper):
    def __init__(self, ref: str):
        self._ref = ref

    @property
    def value(self):
        return PosixSharedArray.DATA[self._ref]


class PosixSharedArray(SharedArray):
    DATA = {}

    def __init__(self):
        self._ref = str(uuid.uuid4())

    def store(self, data):
        if self._ref in PosixSharedArray.DATA:
            raise RuntimeError("UnixSharedArray already stores value")
        PosixSharedArray.DATA[self._ref] = data
        return PosixSharedArrayWrapper(self._ref)

    def purge(self):
        if self._ref in PosixSharedArray.DATA:
            del PosixSharedArray.DATA[self._ref]


class WinSharedArrayWrapper(SharedArrayWrapper):
    def __init__(self, shape, dtype, array):
        self._shape = shape
        self._dtype = dtype
        self._array = array

    @property
    def value(self):
        return np.frombuffer(self._array, dtype=self._dtype).reshape(self._shape)


class WinSharedArray(SharedArray):
    _DTYPES = {
        np.dtype(np.float64): ctypes.c_double,
        np.dtype(np.float32): ctypes.c_float,
        np.dtype(np.uint64): ctypes.c_uint64,
        np.dtype(np.uint32): ctypes.c_uint32,
        np.dtype(np.uint16): ctypes.c_uint16,
        np.dtype(np.int64): ctypes.c_int64,
        np.dtype(np.int32): ctypes.c_int32,
        np.dtype(np.int16): ctypes.c_int16,
    }

    def __init__(self):
        self._shape = None
        self._dtype = None
        self._array = None

    def store(self, data):
        if self._array is not None:
            raise RuntimeError("WindowsSharedArray already stores value")
        if data.dtype not in WinSharedArray._DTYPES:
            raise ValueError("Unsupported data type")
        self._shape = data.shape
        self._dtype = data.dtype
        ctype = WinSharedArray._DTYPES[data.dtype]
        self._array = RawArray(ctype, data.size)
        numpied = np.frombuffer(self._array, dtype=self._dtype)
        np.copyto(numpied, data.ravel())
        return WinSharedArrayWrapper(self._shape, self._dtype, self._array)

    def purge(self):
        self._shape = None
        self._dtype = None
        self._array = None


def _make_shared_array() -> SharedArray:
    if os.name == "posix":
        return PosixSharedArray()
    return WinSharedArray()


[docs]@contextmanager
def share(array: np.ndarray):
    """Share a numpy array between ``multiprocessing.Pool`` processes"""
    shared = _make_shared_array()
    try:
        yield shared.store(array)
    except Exception:
        raise
    finally:
        shared.purge()



[docs]def get_n_jobs(n_jobs):
    """Determine the actual number of possible jobs"""
    n_cpu = os.cpu_count() or 1
    n_jobs = 1 if n_jobs is None else n_jobs
    if n_jobs <= 0:
        n_jobs = min(n_jobs + 1 + n_cpu, n_cpu)
    n_jobs = n_jobs or n_cpu
    return n_jobs



class DummyPool:
    def __init__(self, processes, initializer=None, initargs=None, *args, **kwargs):
        if initargs is None:
            initargs = ()
        if initializer is not None:
            initializer(*initargs)

    def apply(self, func, args, kwds):
        return func(*args, **kwds)

    # noinspection PyUnusedLocal
    def map(self, func, iterable, chunksize=None):
        return [func(v) for v in iterable]

    # noinspection PyUnusedLocal
    def starmap(self, func, iterable, chunksize=None):
        return [func(*v) for v in iterable]


[docs]@contextmanager
def maybe_pool(processes: int = None, *args, **kwargs):
    """Create ``multiprocessing.Pool`` if multiple CPUs are allowed

    Examples
    --------

    >>> from divik.core import maybe_pool
    >>> with maybe_pool(processes=1) as pool:
    ...     # Runs in sequential
    ...     pool.map(id, range(10000))
    >>> with maybe_pool(processes=-1) as pool:
    ...     # Runs with all cores
    ...     pool.map(id, range(10000))
    """
    n_jobs = get_n_jobs(processes)
    if n_jobs == 1 or n_jobs == 0:
        yield DummyPool(n_jobs, *args, **kwargs)
    else:
        with Pool(n_jobs, *args, **kwargs) as pool:
            yield pool





            

          

      

      

    

  

    
      
          
            
  Source code for divik.core._seed

"""Randomization maintenance"""
from contextlib import contextmanager
from functools import wraps

import numpy as np


[docs]@contextmanager
def seed(seed_: int = 0):
    """Context manager that creates a seeded scope."""
    state = np.random.get_state()
    np.random.seed(seed_)
    yield
    np.random.set_state(state)



[docs]def seeded(wrapped_requires_seed: bool = False):
    """Create seeded scope for function call.

    Parameters
    ----------
    wrapped_requires_seed: bool, optional, default: False
        if true, passes seed parameter to the inner function
    """
    get = dict.get if wrapped_requires_seed else dict.pop

    def _seeded_maker(func):
        @wraps(func)
        def _seeded(*args, **kwargs):
            _seed = get(kwargs, "seed", 0)
            with seed(_seed):
                return func(*args, **kwargs)

        return _seeded

    return _seeded_maker





            

          

      

      

    

  

    
      
          
            
  Source code for divik.core._subsets

import numpy as np
from sklearn.model_selection import KFold


[docs]class Subsets:
    """Scatter dataset to disjoint random subsets and combine them back

    Parameters
    ----------
    n_splits : int, default 10
        Number of subsets that will be generated.

    random_state : int, default 42
        Random state to use for seeding the random number generator.

    Examples
    --------
    >>> from divik.core import Subsets
    >>> subsets = Subsets(n_splits=10, random_state=42)
    >>> X_list = subsets.scatter(X)
    >>> len(X_list)
    10
    >>> # do some computations on each subset
    >>> y = subsets.combine(y_list)
    """

    def __init__(self, n_splits: int = 10, random_state: int = 42):
        self.n_splits = n_splits
        self.random_state = random_state

    def _fold_indices(self, X):
        kfold = KFold(
            n_splits=self.n_splits, shuffle=True, random_state=self.random_state
        )
        return [idx for _, idx in kfold.split(X)]

[docs]    def scatter(self, X):
        self._n_rows = X.shape[0]
        self._idx = self._fold_indices(X)
        return [X[idx] for idx in self._idx]


    def _validate_shape(self, X_list):
        shapes = [X.shape for X in X_list]
        if np.sum([s[0] for s in shapes]) != self._n_rows:
            raise ValueError("Rows number mismatch")

        dims = [len(s) for s in shapes]
        if np.min(dims) != np.max(dims):
            raise ValueError("Inconsistent ndim")

        data_dims = [s[1:] for s in shapes]
        if np.any(np.min(data_dims, axis=0) != np.max(data_dims, axis=0)):
            raise ValueError("Data shape mismatch")

[docs]    def combine(self, X_list):
        self._validate_shape(X_list)
        X = np.zeros((self._n_rows, *X_list[0].shape[1:]), dtype=X_list[0].dtype)
        for idx, X_part in zip(self._idx, X_list):
            X[idx] = X_part
        return X






            

          

      

      

    

  

    
      
          
            
  Source code for divik.core._types

from typing import (
    Callable,
    List,
    NamedTuple,
    Optional,
    Tuple,
    Union,
)

import numpy as np

Table = np.ndarray  # 2D matrix
Data = Table
Centroids = Table
IntLabels = np.ndarray
SegmentationMethod = Callable[[Data], Tuple[IntLabels, Centroids]]
Clustering = Union["divik.cluster.GAPSearch", "divik.cluster.DunnSearch"]


[docs]class DivikResult(NamedTuple):
    """Result of DiviK clustering"""

    clustering: Clustering
    """Fitted automated clustering estimator"""
    feature_selector: "divik.feature_selection.StatSelectorMixin"
    """Fitted feature selector"""
    merged: IntLabels
    """Recursively merged clustering labels"""
    subregions: List[Optional["DivikResult"]]
    """DivikResults for all obtained subregions"""





            

          

      

      

    

  

    
      
          
            
  Source code for divik.core._utils

import inspect
import logging
import os
import sys
import time
from contextlib import contextmanager

# RawArray exists, but PyCharm goes crazy
# noinspection PyUnresolvedReferences
from multiprocessing import Pool, RawArray

import numpy as np
import tqdm
from skimage.color import label2rgb

from .. import __version__
from ._types import Data


[docs]def normalize_rows(data: Data) -> Data:
    """Translate and scale rows to zero mean and vector length equal one"""
    normalized = data - data.mean(axis=1)[:, np.newaxis]
    norms = np.sum(np.abs(normalized) ** 2, axis=-1, keepdims=True) ** (1.0 / 2)
    normalized /= norms
    return normalized



[docs]def visualize(label, xy, shape=None):
    """Create RGB map of labels over with given coordinates"""
    x, y = xy.T
    if shape is None:
        shape = np.max(y) + 1, np.max(x) + 1
    y = y.max() - y
    label = label - label.min() + 1
    label_map = np.zeros(shape, dtype=int)
    label_map[y, x] = label
    image = label2rgb(label_map, bg_label=0)
    return image



[docs]@contextmanager
def context_if(condition, context, *args, **kwargs):
    """Create context with given params only if the condition is ``True``"""
    if condition:
        with context(*args, **kwargs) as c:
            yield c
    else:
        yield None



[docs]def build(klass, **kwargs):
    """Build instance of klass using matching kwargs"""
    known_param_names = list(inspect.signature(klass).parameters.keys())
    known_params = {n: kwargs[n] for n in known_param_names if n in kwargs}
    return klass(**known_params)



def prepare_destination(
    destination: str, omit_datetime: bool = False, exist_ok: bool = False
) -> str:
    if not omit_datetime:
        datetime = time.strftime("%Y%m%d-%H%M%S")
        destination = os.path.join(destination, datetime)
    os.makedirs(destination, exist_ok=exist_ok)
    return destination


_PRECISE_FORMAT = (
    "%(asctime)s [%(levelname)s] %(filename)40s:%(lineno)3s"
    + " - %(funcName)40s\t%(message)s"
)
_INFO_FORMAT = "%(asctime)s [%(levelname)s]\t%(message)s"


def _file_handler(destination: str):
    log_destination = os.path.join(destination, "logs.txt")
    handler = logging.FileHandler(filename=log_destination, mode="a")
    handler.setLevel(logging.DEBUG)
    handler.setFormatter(logging.Formatter(_PRECISE_FORMAT))
    return handler


def _stream_handler(verbose: bool):
    handler = logging.StreamHandler(tqdm.tqdm)
    if verbose:
        handler.setLevel(logging.INFO)
        handler.setFormatter(logging.Formatter(_INFO_FORMAT))
    else:
        handler.setLevel(logging.CRITICAL)
        handler.setFormatter(logging.Formatter(_INFO_FORMAT))
    return handler


def setup_logger(destination: str, verbose: bool = False):
    stream_handler = _stream_handler(verbose)
    file_handler = _file_handler(destination)
    handlers = [
        stream_handler,
        file_handler,
    ]
    del logging.root.handlers[:]
    logging.basicConfig(level=logging.DEBUG, handlers=handlers)
    version_notice = "Using " + sys.argv[0] + " (divik, version " + __version__ + ")"
    logging.info(version_notice)




            

          

      

      

    

  

    
      
          
            
  Source code for divik.core.io._data_io

import logging
import os
from functools import partial

import h5py
import numpy as np
import pandas as pd
from scipy import io as scio

import divik.core as u


def _load_mat_with(path: str, backend=scio.loadmat, ignore="__") -> np.ndarray:
    data = backend(path)
    logging.debug("Data file opened successfully.")
    key = [key for key in list(data.keys()) if not key.startswith(ignore)]
    logging.debug("Found variables: {0}".format(key))
    if len(key) != 1:
        raise ValueError(
            "There should be a single variable inside MAT-file: "
            + path
            + "\nWere: "
            + str(key)
        )
    logging.debug("Selecting variable: {0}".format(key[0]))
    selected = data[key[0]]
    logging.debug("Loaded variable from file.")
    contignuous = np.array(selected, dtype=float)
    logging.debug("Converted to contignuous.")
    return contignuous


def _load_mat(path: str) -> np.ndarray:
    logging.debug("Loading MAT-file: " + path)
    try:
        logging.debug("Trying out legacy MAT-file loader.")
        return _load_mat_with(path, backend=scio.loadmat, ignore="__")
    except NotImplementedError:  # v7.3 MATLAB HDF5 MAT-File
        logging.debug("Legacy MAT-file loader failed, restarting with HDF5 loader.")
        hdf5 = partial(h5py.File, mode="r")
        return _load_mat_with(path, backend=hdf5, ignore="#").T


[docs]def load_data(path: str) -> u.Data:
    """Load 2D tabular data from file"""
    logging.info("Loading data: " + path)
    normalized = path.lower()
    if normalized.endswith(".csv"):
        loader = partial(np.loadtxt, delimiter=",")
    elif normalized.endswith(".txt"):
        loader = np.loadtxt
    elif normalized.endswith(".npy"):
        loader = np.load
    elif normalized.endswith(".mat"):
        loader = _load_mat
    else:
        message = "Unsupported data format: " + os.path.splitext(path)[1]
        logging.error(message)
        raise IOError(message)
    return loader(path)



[docs]def try_load_data(path):
    """Load 2D tabular data from file with logging"""
    try:
        data = load_data(path)
        logging.debug("Data loaded successfully.")
    except Exception as ex:
        logging.error("Data loading failed with an exception.")
        logging.error(repr(ex))
        raise
    return data



[docs]def try_load_xy(path):
    """Load integer spatial coordinates with logging from file"""
    if path is not None:
        try:
            xy = load_data(path).astype(int)
            logging.debug("Coordinates loaded successfully.")
        except Exception as ex:
            logging.error("Coordinates loading failed with an exception.")
            logging.error(repr(ex))
            raise
    else:
        xy = None
    return xy



[docs]def save_csv(array: np.ndarray, fname: str):
    """Save array to csv"""
    pd.DataFrame(array).to_csv(fname, header=False, index=False)





            

          

      

      

    

  

    
      
          
            
  Source code for divik.core.io._model_io

import json
import logging
import os
import pickle
from functools import partial

import numpy as np
import pandas as pd
from sklearn.pipeline import Pipeline

from divik.core import configurable, visualize

_SAVERS = set()


[docs]def saver(fn):
    """Register the function as handler for saving model and related summaries

    The saver function should be reusable for different models exhibiting the
    required variables. Rather prefer checking the required attributes than the
    model class.

    Examples
    --------

    >>> from divik.core.io import saver
    >>> @saver
    ... def my_saver(model, destination, **kwargs):
    ...     if not hasattr(model, 'my_custom_field_'):
    ...         return
    ...     if not 'my_param' in kwargs:
    ...         return
    ...     # custom saving logic comes here

    You can also make this function configurable:

    >>> import gin
    >>> from divik.core.io import saver
    >>> @saver
    ... @gin.configurable(allowlist=['my_param'])
    ... def configurable_saver(model, destination, my_param=None, **kwargs):
    ...     if not hasattr(model, 'my_custom_field_'):
    ...         return
    ...     if my_param is None:
    ...         return
    ...     # custom saving logic comes here
    """
    _SAVERS.add(fn)



[docs]def save(model, destination, **kwargs):
    """Save model and related summaries into specified destination directory"""
    fname_fn = partial(os.path.join, destination)
    for save_fn in _SAVERS:
        save_fn(model, fname_fn, **kwargs)



@saver
@configurable(allowlist=["enabled"])
def save_pickle(model, fname_fn, enabled=True, **kwargs):
    if not enabled:
        return
    logging.info("Saving model pickle.")
    with open(fname_fn("model.pkl"), "wb") as pkl:
        pickle.dump(model, pkl)


@saver
def save_summary(model, fname_fn, **kwargs):
    if not hasattr(model, "labels_"):
        return
    logging.info("Saving JSON summary.")
    n_clusters = getattr(model, "n_clusters_", np.unique(model.label_).size)
    with open(fname_fn("summary.json"), "w") as smr:
        json.dump(
            {
                "depth": getattr(model, "depth_", 1),
                "number_of_clusters": n_clusters,
                "mean_cluster_size": model.labels_.size / float(n_clusters),
            },
            smr,
        )


@saver
def save_labels(model, fname_fn, **kwargs):
    if not hasattr(model, "labels_"):
        return
    logging.info("Saving final partition.")
    np.save(fname_fn("final_partition.npy"), model.labels_)
    np.savetxt(fname_fn("final_partition.csv"), model.labels_, delimiter=", ", fmt="%i")
    if "xy" in kwargs:
        import skimage.io

        visualization = visualize(model.labels_, xy=kwargs["xy"])
        skimage.io.imsave(fname_fn("final_partition.png"), visualization)


@saver
def save_multiple_labels(model, fname_fn, **kwargs):
    if not hasattr(model, "estimators_") or not hasattr(model.estimators[0], "labels_"):
        return
    logging.info("Saving all considered partitions.")
    part = np.hstack([e.labels_.reshape(-1, 1) for e in model.estimators_])
    np.save(fname_fn("partitions.npy"), part)
    np.savetxt(fname_fn("partitions.csv"), part, delimiter=", ", fmt="%i")

    import skimage.io

    for i in range(part.shape[1]):
        np.savetxt(
            fname_fn("partitions.{0}.csv").format(i),
            part[:, i].reshape(-1, 1),
            delimiter=", ",
            fmt="%i",
        )
        if "xy" in kwargs:
            visualization = visualize(part, xy=kwargs["xy"])
            skimage.io.imsave(fname_fn("partitions.{0}.png").format(i), visualization)


@saver
def save_centroids(model, fname_fn, **kwargs):
    if not hasattr(model, "centroids_"):
        return
    logging.info("Saving centroids.")
    np.save(fname_fn("centroids.npy"), model.centroids_)
    np.savetxt(fname_fn("centroids.csv"), model.centroids_, delimiter=", ")


@saver
def save_filters(model, fname_fn, **kwargs):
    if not hasattr(model, "filters_"):
        return
    logging.info("Saving filters.")
    np.save(fname_fn("filters.npy"), model.filters_)
    np.savetxt(fname_fn("filters.csv"), model.filters_, delimiter=", ", fmt="%i")


@saver
def save_cluster_paths(model, fname_fn, **kwargs):
    if not hasattr(model, "reverse_paths_"):
        return
    rev = ["_".join(map(str, p)) for p in model.reverse_paths_]
    pd.DataFrame(
        {"path": rev, "cluster_number": list(model.reverse_paths_.values())}
    ).to_csv(fname_fn("paths.csv"))


@saver
def save_pipeline(model, fname_fn, **kwargs):
    if not isinstance(model, Pipeline):
        return
    feature_selector = model[:-1]
    clustering = model[-1]
    if isinstance(clustering, Pipeline):
        logging.info("Saving pre-extractor pickle.")
        with open(fname_fn("feature_pre_extractor.pkl"), "wb") as pkl:
            pickle.dump(feature_selector, pkl)
        return save(clustering, fname_fn, **kwargs)
    logging.info("Saving model pickle.")
    with open(fname_fn("feature_selector.pkl"), "wb") as pkl:
        pickle.dump(feature_selector, pkl)
    save(clustering, fname_fn, **kwargs)




            

          

      

      

    

  

    
      
          
            
  Source code for divik.feature_extraction._histogram

from functools import partial

import numpy as np
from skimage.exposure import cumulative_distribution
from sklearn.base import BaseEstimator, TransformerMixin

from divik.core import configurable, maybe_pool


[docs]@configurable
class HistogramEqualization(BaseEstimator, TransformerMixin):
    """Equalize histogram of the features to increase contrast
    
    Based on https://github.com/scikit-image/scikit-image/blob/master/skimage/exposure/exposure.py#L187-L223

    Parameters
    ----------

    n_bins : int, default 256
        Number of bins for histogram equalization.

    n_jobs : int, default -1
        Number of CPU cores to use during equalization

    Attributes
    ----------

    cdf_ : array
        Values of cumulative distribution function for all the features
    
    bins_ : array
        Bin centers for all the features
    """

    def __init__(self, n_bins: int = 256, n_jobs: int = -1):
        self.n_bins = n_bins
        self.n_jobs = n_jobs

[docs]    def fit(self, X, y=None):
        cdf = partial(cumulative_distribution, nbins=self.n_bins)
        with maybe_pool(processes=self.n_jobs) as pool:
            cdf_and_bins = pool.map(cdf, X.T)
        self.cdf_, self.bins_ = zip(*cdf_and_bins)

        return self


[docs]    def transform(self, X, y=None):
        features = zip(X.T, self.bins_, self.cdf_)
        with maybe_pool(processes=self.n_jobs) as pool:
            return np.transpose(pool.starmap(np.interp, features))






            

          

      

      

    

  

    
      
          
            
  Source code for divik.feature_extraction._pca

"""Implementation of PCA with data-driven variance explanation limit"""
import warnings

import numpy as np
from kneed import KneeLocator
from sklearn.base import BaseEstimator, TransformerMixin
from sklearn.decomposition import PCA

from divik.core import configurable


def knee(explained_variance) -> int:
    """Find empirical knee point for explained variance"""
    xaxis = np.arange(explained_variance.size, dtype=int)
    try:
        with warnings.catch_warnings():
            warnings.simplefilter("ignore")
            limit = KneeLocator(
                x=xaxis,
                y=explained_variance,
                S=1.0,
                direction="increasing",
                curve="concave",
            ).knee
    except IndexError:  # This is needed for kneed >= 0.5.3
        limit = None
    if limit is not None:
        return limit
    return explained_variance.size


[docs]@configurable
class KneePCA(BaseEstimator, TransformerMixin):
    """Principal component analysis (PCA) with knee method

    PCA with automated components selection based on knee method
    over cumulative explained variance. Remaining components are
    discarded.

    Parameters
    -----------
    whiten : bool, optional (default False)
        When True (False by default) the ``pca_.components_`` vectors are
        multiplied by the square root of n_samples and then divided by the
        singular values to ensure uncorrelated outputs with unit
        component-wise variances.

        Whitening will remove some information from the transformed signal
        (the relative variance scales of the components) but can sometime
        improve the predictive accuracy of the downstream estimators by
        making their data respect some hard-wired assumptions.

    refit : bool, optional (default False)
        When ``True`` (``False`` by default) the ``pca_`` is re-fit with the smaller
        number of components. This could reduce memory footprint, but
        requires training fitting PCA.

    Attributes
    ----------
    pca_ : PCA
        Fit PCA estimator.

    n_components_ : int
        The number of selected components.
    """

    def __init__(self, whiten: bool = False, refit: bool = False):
        self.whiten = whiten
        self.refit = refit

[docs]    def fit(self, X, y=None):
        """Fit the model from data in X.

        Parameters
        ----------
        X : array-like, shape (n_samples, n_features)
            Training vector, where ``n_samples`` is the number of samples
            and ``n_features`` is the number of features.

        Y: Ignored.

        Returns
        -------
        self : object
            Returns the instance itself.
        """
        # Note: random_state is not used in this config!
        self.pca_ = PCA(
            n_components=None,
            copy=True,
            whiten=self.whiten,
            svd_solver="full",
            tol=0.0,
            iterated_power="auto",
            random_state=None,
        ).fit(X)
        self.n_components_ = knee(np.cumsum(self.pca_.explained_variance_ratio_))
        if self.refit:
            self.pca_ = PCA(
                n_components=self.n_components_,
                copy=True,
                whiten=self.whiten,
                svd_solver="full",
                tol=0.0,
                iterated_power="auto",
                random_state=None,
            ).fit(X)
        return self


[docs]    def transform(self, X, y=None):
        """Apply dimensionality reduction to X.

        X is projected on the first principal components previously extracted
        from a training set.

        Parameters
        ----------
        X : array-like, shape (n_samples, n_features)
            New data, where ``n_samples`` is the number of samples
            and ``n_features`` is the number of features.

        Returns
        -------
        X_new : array-like, shape (n_samples, n_components)

        Examples
        --------

        >>> import numpy as np
        >>> from divik.feature_extraction import KneePCA
        >>> X = np.array([[-1, -1], [-2, -1], [-3, -2], [1, 1], [2, 1], [3, 2]])
        >>> pca = KneePCA(refit=True)
        >>> pca.fit(X)
        KneePCA(refit=True)
        >>> pca.transform(X) # doctest: +SKIP
        """
        loads = self.pca_.transform(X)
        return loads[:, : self.n_components_]


[docs]    def inverse_transform(self, X):
        """Transform data back to its original space.

        In other words, return an input X_original whose transform would be X.

        Parameters
        ----------
        X : array-like, shape (n_samples, n_components)
            New data, where ``n_samples`` is the number of samples
            and ``n_components`` is the number of components.

        Returns
        -------
        X_original array-like, shape (n_samples, n_features)

        Notes
        -----
        If whitening is enabled, inverse_transform will compute the
        exact inverse operation, which includes reversing whitening.
        """
        n_missing = self.pca_.n_components_ - self.n_components_
        missing = np.zeros((X.shape[0], n_missing))
        full = np.hstack([X, missing])
        return self.pca_.inverse_transform(full)






            

          

      

      

    

  

    
      
          
            
  Source code for divik.feature_extraction._spectral

import logging

import numpy as np
from scipy.spatial import distance as dist
from sklearn.base import BaseEstimator
from sklearn.manifold import SpectralEmbedding
from sklearn.utils.validation import check_is_fitted

from divik.core import configurable
from divik.core.io import save_csv


[docs]@configurable
class LocallyAdjustedRbfSpectralEmbedding(BaseEstimator):
    """Spectral embedding for non-linear dimensionality reduction.

    Forms an affinity matrix given by the specified function and
    applies spectral decomposition to the corresponding graph laplacian.
    The resulting transformation is given by the value of the
    eigenvectors for each data point.

    Note : Laplacian Eigenmaps is the actual algorithm implemented here.

    Parameters
    -----------
    distance : {'braycurtis', 'canberra', 'chebyshev', 'cityblock',
    'correlation', 'cosine', 'dice', 'euclidean', 'hamming', 'jaccard',
    'kulsinski', 'mahalanobis', 'atching', 'minkowski', 'rogerstanimoto',
    'russellrao', 'sokalmichener', 'sokalsneath', 'sqeuclidean', 'yule'}
        Distance measure, defaults to ``euclidean``. These are the distances
        supported by scipy package.


    n_components : integer, default: 2
        The dimension of the projected subspace.

    random_state : int, RandomState instance or None, optional, default: None
        A pseudo random number generator used for the initialization of the
        lobpcg eigenvectors.  If int, random_state is the seed used by the
        random number generator; If RandomState instance, random_state is the
        random number generator; If None, the random number generator is the
        RandomState instance used by ``np.random``. Used when ``solver`` ==
        ``amg``.

    eigen_solver : {None, 'arpack', 'lobpcg', or 'amg'}
        The eigenvalue decomposition strategy to use. AMG requires pyamg
        to be installed. It can be faster on very large, sparse problems,
        but may also lead to instabilities.

    n_neighbors : int, default : max(n_samples/10 , 1)
        Number of nearest neighbors for nearest_neighbors graph building.

    n_jobs : int, optional (default = 1)
        The number of parallel jobs to run.
        If ``-1``, then the number of jobs is set to the number of CPU cores.

    Attributes
    ----------

    embedding_ : array, shape = (n_samples, n_components)
        Spectral embedding of the training matrix.

    References
    ----------

    - A Tutorial on Spectral Clustering, 2007
      Ulrike von Luxburg
      http://citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.165.9323

    - On Spectral Clustering: Analysis and an algorithm, 2001
      Andrew Y. Ng, Michael I. Jordan, Yair Weiss
      http://citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.19.8100

    - Normalized cuts and image segmentation, 2000
      Jianbo Shi, Jitendra Malik
      http://citeseer.ist.psu.edu/viewdoc/summary?doi=10.1.1.160.2324
    """

    def __init__(
        self,
        distance: str = "euclidean",
        n_components=2,
        random_state=None,
        eigen_solver: str = None,
        n_neighbors: int = None,
        n_jobs: int = 1,
    ):
        self.distance = distance
        self.n_components = n_components
        self.random_state = random_state
        self.eigen_solver = eigen_solver
        self.n_neighbors = n_neighbors
        self.n_jobs = n_jobs

    # noinspection PyAttributeOutsideInit
[docs]    def fit(self, X, y=None):
        """Fit the model from data in X.

        Parameters
        ----------
        X : array-like, shape (n_samples, n_features)
            Training vector, where n_samples is the number of samples
            and n_features is the number of features.

        Y: Ignored.

        Returns
        -------
        self : object
            Returns the instance itself.
        """
        logging.debug("Computing locally adjusted affinities.")
        d = dist.squareform(dist.pdist(X, metric=self.distance))

        if 0 <= self.n_components <= 1:
            n_components = max(int(self.n_components * X.shape[1]), 1)
        else:
            n_components = self.n_components

        logging.debug("Computing embedding of affinities.")
        embedder = SpectralEmbedding(
            n_components=n_components,
            affinity="precomputed_nearest_neighbors",
            gamma=None,
            random_state=self.random_state,
            eigen_solver=self.eigen_solver,
            n_neighbors=self.n_neighbors,
            n_jobs=self.n_jobs,
        )
        self.embedding_ = embedder.fit_transform(d)
        return self


[docs]    def fit_transform(self, X, y=None):
        """Fit the model from data in X and transform X.

        Parameters
        ----------
        X : array-like, shape (n_samples, n_features)
            Training vector, where n_samples is the number of samples
            and n_features is the number of features.

        Y: Ignored.

        Returns
        -------
        X_new : array-like, shape (n_samples, n_components)
        """
        return self.fit(X).embedding_


[docs]    def transform(self, X, y=None):
        if not hasattr(self, "embedding_") or self.embedding_.shape[0] != X.shape[0]:
            self.fit(X, y)
        return self.embedding_


[docs]    def save(self, destination: str):
        """Save embedding to a directory

        Parameters
        ----------
        destination : str
            Directory to save the embedding.
        """
        logging.info("Saving embedding to {0}.".format(destination))
        check_is_fitted(self)
        import os
        import pickle
        from functools import partial

        fname = partial(os.path.join, destination)

        logging.debug("Saving model.")
        with open(fname("model.pkl"), "wb") as pkl:
            pickle.dump(self, pkl)

        logging.debug("Saving embedding.")
        save_csv(self.embedding_, fname("embedding.csv"))
        np.save(fname("embedding.npy"), self.embedding_)






            

          

      

      

    

  

    
      
          
            
  Source code for divik.feature_selection._gmm_selector

import logging

import numpy as np
from sklearn.base import BaseEstimator

import divik._matlab_legacy as ml
from divik.core import configurable

from ._stat_selector_mixin import StatSelectorMixin


[docs]@configurable
class GMMSelector(BaseEstimator, StatSelectorMixin):
    """Feature selector that removes low- or high- mean or variance features

    Gaussian Mixture Modeling is applied to the features' characteristics
    and components are obtained. Crossing points of the components are
    considered candidate thresholds. Out of these up to ``n_candidates``
    components are removed in such a way that at least ``min_features`` or
    ``min_features_rate`` features are retained.

    This feature selection algorithm looks only at the features (X), not the
    desired outputs (y), and can thus be used for unsupervised learning.

    Parameters
    ----------
    stat: {'mean', 'var'}
        Kind of statistic to be computed out of the feature.

    use_log: bool, optional, default: False
        Whether to use the logarithm of feature characteristic instead of the
        characteristic itself. This may improve feature filtering performance,
        depending on the distribution of features, however all the
        characteristics (mean, variance) have to be positive for that -
        filtering will fail otherwise. This is useful for specific cases in
        biology where the distribution of data may actually require this option
        for any efficient filtering.

    n_candidates: int, optional, default: None
        How many candidate thresholds to use at most. ``0`` preserves all the
        features (all candidate thresholds are discarded), ``None`` allows to
        remove all but one component (all candidate thresholds are retained).
        Negative value means to discard up to all but ``-n_candidates``
        candidates, e.g. ``-1`` will retain at least two components (one
        candidate threshold is removed).

    min_features: int, optional, default: 1
        How many features must be preserved. Candidate thresholds are tested
        against this value, and if they retain less features, less conservative
        thresholds is selected.

    min_features_rate: float, optional, default: 0.0
        Similar to ``min_features`` but relative to the input data features
        number.

    preserve_high: bool, optional, default: True
        Whether to preserve the high-characteristic features or
        low-characteristic ones.

    max_components: int, optional, default: 10
        The maximum number of components used in the GMM decomposition.

    Attributes
    ----------
    vals_: array, shape (n_features,)
        Computed characteristic of each feature.

    threshold_: float
        Threshold value to filter the features by the characteristic.

    raw_threshold_: float
        Threshold value mapped back to characteristic space (no logarithm, etc.)

    selected_: array, shape (n_features,)
        Vector of binary selections of the informative features.

    Examples
    --------
    >>> import numpy as np
    >>> import divik.feature_selection as fs
    >>> np.random.seed(42)
    >>> labels = np.concatenate([30 * [0] + 20 * [1] + 30 * [2] + 40 * [3]])
    >>> data = labels * 5 + np.random.randn(*labels.shape)
    >>> fs.GMMSelector('mean').fit_transform(data)
    array([[14.78032811 15.35711257 ... 15.75193303]])
    >>> fs.GMMSelector('mean', preserve_high=False).fit_transform(data)
    array([[ 0.49671415 -0.1382643  ... -0.29169375]])
    >>> fs.GMMSelector('mean', n_discard=-1).fit_transform(data)
    array([[10.32408397  9.61491772 ... 15.75193303]])
    """

    def __init__(
        self,
        stat: str,
        use_log: bool = False,
        n_candidates: int = None,
        min_features: int = 1,
        min_features_rate: float = 0.0,
        preserve_high: bool = True,
        max_components: int = 10,
    ):
        if stat not in {"cv", "mean", "var"} and not callable(stat):
            msg = 'stat must be one of {"cv", "mean", "var"} or callable'
            logging.error(msg)
            raise ValueError(msg)
        self.stat = stat
        self.use_log = use_log
        self.n_candidates = n_candidates
        self.min_features = min_features
        self.min_features_rate = min_features_rate
        self.preserve_high = preserve_high
        self.max_components = max_components

[docs]    def fit(self, X, y=None):
        """Learn data-driven feature thresholds from X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape (n_samples, n_features)
            Sample vectors from which to compute feature characteristic.

        y : any
            Ignored. This parameter exists only for compatibility with
            sklearn.pipeline.Pipeline.

        Returns
        -------
        self
        """
        self.vals_ = self._to_characteristics(X)
        thrs = ml.find_thresholds(self.vals_, max_components=self.max_components)
        n_candidates = len(thrs) if self.n_candidates is None else self.n_candidates
        desired_thrs = thrs[:n_candidates]
        min_features = max(self.min_features, self.min_features_rate * X.shape[1])
        for thr in reversed(desired_thrs):
            selected = self.vals_ >= thr
            if selected.sum() >= min_features:
                break
        else:
            selected = np.ones((X.shape[1],), dtype=bool)
            thr = -np.inf
        self.threshold_ = thr
        self.raw_threshold_ = self._to_raw(thr)
        self.selected_ = selected
        return self






            

          

      

      

    

  

    
      
          
            
  Source code for divik.feature_selection._outlier

import numpy as np
from sklearn.base import BaseEstimator

from divik.core import configurable

from ._stat_selector_mixin import StatSelectorMixin


def _medcouple_1d(y):
    """
    Calculates the medcouple robust measure of skew.

    Parameters
    ----------
    y : array_like, 1-d
        Data to compute use in the estimator.

    Returns
    -------
    mc : float
        The medcouple statistic

    Notes
    -----
    The current algorithm requires a O(N**2) memory allocations, and so may
    not work for very large arrays (N>10000).

    .. [*] M. Huberta and E. Vandervierenb, "An adjusted boxplot for skewed
       distributions" Computational Statistics & Data Analysis, vol. 52, pp.
       5186-5201, August 2008.
    """

    # Parameter changes the algorithm to the slower for large n

    y = np.squeeze(np.asarray(y))
    if y.ndim != 1:
        raise ValueError("y must be squeezable to a 1-d array")

    y = np.sort(y)

    n = y.shape[0]
    if n % 2 == 0:
        mf = (y[n // 2 - 1] + y[n // 2]) / 2
    else:
        mf = y[(n - 1) // 2]

    z = y - mf
    lower = z[z <= 0.0]
    upper = z[z >= 0.0]
    upper = upper[:, None]
    standardization = upper - lower
    is_zero = np.logical_and(lower == 0.0, upper == 0.0)
    standardization[is_zero] = np.inf
    spread = upper + lower
    h = spread / standardization
    # GH5395
    num_ties = np.sum(lower == 0.0)
    if num_ties:
        # Replacements has -1 above the anti-diagonal, 0 on the anti-diagonal,
        # and 1 below the anti-diagonal
        replacements = np.ones((num_ties, num_ties)) - np.eye(num_ties)
        replacements -= 2 * np.triu(replacements)
        # Convert diagonal to anti-diagonal
        replacements = np.fliplr(replacements)
        # Always replace upper right block
        h[:num_ties, -num_ties:] = replacements

    return np.median(h)


def medcouple(y, axis=0):
    """
    Calculate the medcouple robust measure of skew.

    Parameters
    ----------
    y : array_like
        Data to compute use in the estimator.
    axis : {int, None}
        Axis along which the medcouple statistic is computed.  If `None`, the
        entire array is used.

    Returns
    -------
    mc : ndarray
        The medcouple statistic with the same shape as `y`, with the specified
        axis removed.

    Notes
    -----
    The current algorithm requires a O(N**2) memory allocations, and so may
    not work for very large arrays (N>10000).

    .. [*] M. Huberta and E. Vandervierenb, "An adjusted boxplot for skewed
       distributions" Computational Statistics & Data Analysis, vol. 52, pp.
       5186-5201, August 2008.
    """
    y = np.asarray(y, dtype=np.double)  # GH 4243
    if axis is None:
        return _medcouple_1d(y.ravel())

    return np.apply_along_axis(_medcouple_1d, axis, y)


[docs]def huberta_outliers(v):
    """Outlier detection method based on medcouple statistic.

    References
    ----------

    M. Huberta, E.Vandervierenb (2008) An adjusted boxplot for skewed
    distributions, Computational Statistics and Data Analysis 52 (2008)
    5186–5201

    Parameters
    ----------
    v: array-like
        An array to filter outlier from.

    Returns
    -------
    Binary vector indicating all the outliers.
    """
    q1, q3 = np.quantile(v, q=[0.25, 0.75])
    iqr = q3 - q1
    MC = medcouple(v)
    if MC >= 0:
        lower_bound = q1 - 1.5 * np.exp(-4 * MC) * iqr
        upper_bound = q3 + 1.5 * np.exp(3 * MC) * iqr
    else:
        lower_bound = q1 - 1.5 * np.exp(-3 * MC) * iqr
        upper_bound = q3 + 1.5 * np.exp(4 * MC) * iqr
    return np.logical_or(v < lower_bound, v > upper_bound)



# noinspection PyAttributeOutsideInit
[docs]@configurable
class OutlierSelector(BaseEstimator, StatSelectorMixin):
    """Feature selector that removes outlier features w.r.t. mean or variance

    Huberta's outlier detection is applied to the features' characteristics
    and the outlying features are removed.

    This feature selection algorithm looks only at the features (X), not the
    desired outputs (y), and can thus be used for unsupervised learning.

    Parameters
    ----------
    stat: {'mean', 'var'}
        Kind of statistic to be computed out of the feature.

    use_log: bool, optional, default: False
        Whether to use the logarithm of feature characteristic instead of the
        characteristic itself. This may improve feature filtering performance,
        depending on the distribution of features, however all the
        characteristics (mean, variance) have to be positive for that -
        filtering will fail otherwise. This is useful for specific cases in
        biology where the distribution of data may actually require this option
        for any efficient filtering.

    keep_outliers: bool, optional, default: False
        When True, keeps outliers instead of inlier features.

    Attributes
    ----------
    vals_: array, shape (n_features,)
        Computed characteristic of each feature.

    selected_: array, shape (n_features,)
        Vector of binary selections of the informative features.
    """

    def __init__(self, stat: str, use_log: bool = False, keep_outliers: bool = False):
        self.stat = stat
        self.use_log = use_log
        self.keep_outliers = keep_outliers

[docs]    def fit(self, X, y=None):
        """Learn data-driven feature thresholds from X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape (n_samples, n_features)
            Sample vectors from which to compute feature characteristic.

        y : any
            Ignored. This parameter exists only for compatibility with
            sklearn.pipeline.Pipeline.

        Returns
        -------
        self
        """
        self.vals_ = self._to_characteristics(X)
        outliers = huberta_outliers(self.vals_)
        if self.keep_outliers:
            self.selected_ = outliers
        else:
            self.selected_ = outliers == False
        return self






            

          

      

      

    

  

    
      
          
            
  Source code for divik.feature_selection._percentage_selector

import numpy as np
from sklearn.base import BaseEstimator

from divik.core import configurable

from ._stat_selector_mixin import StatSelectorMixin


# noinspection PyAttributeOutsideInit
[docs]@configurable
class PercentageSelector(BaseEstimator, StatSelectorMixin):
    """Feature selector that removes / preserves top some percent of features

    This feature selection algorithm looks only at the features (X), not the
    desired outputs (y), and can thus be used for unsupervised learning.

    Parameters
    ----------
    stat: {'mean', 'var'}
        Kind of statistic to be computed out of the feature.

    use_log: bool, optional, default: False
        Whether to use the logarithm of feature characteristic instead of the
        characteristic itself. This may improve feature filtering performance,
        depending on the distribution of features, however all the
        characteristics (mean, variance) have to be positive for that -
        filtering will fail otherwise. This is useful for specific cases in
        biology where the distribution of data may actually require this option
        for any efficient filtering.

    keep_top: bool, optional, default: True
        When True, keeps features with highest value of the characteristic.

    p: float, optional, default: 0.2
        Rate of features to keep.

    Attributes
    ----------
    vals_: array, shape (n_features,)
        Computed characteristic of each feature.

    threshold_: float
        Value of the threshold used for filtering

    selected_: array, shape (n_features,)
        Vector of binary selections of the informative features.
    """

    def __init__(
        self, stat: str, use_log: bool = False, keep_top: bool = True, p: float = 0.2
    ):
        self.stat = stat
        self.use_log = use_log
        self.keep_top = keep_top
        self.p = p

[docs]    def fit(self, X, y=None):
        """Learn data-driven feature thresholds from X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape (n_samples, n_features)
            Sample vectors from which to compute feature characteristic.

        y : any
            Ignored. This parameter exists only for compatibility with
            sklearn.pipeline.Pipeline.

        Returns
        -------
        self
        """
        self.vals_ = self._to_characteristics(X)
        if self.keep_top:
            self.threshold_ = np.quantile(self.vals_, q=1 - self.p)
            self.selected_ = self.threshold_ <= self.vals_
        else:
            self.threshold_ = np.quantile(self.vals_, q=self.p)
            self.selected_ = self.threshold_ >= self.vals_
        return self






            

          

      

      

    

  

    
      
          
            
  Source code for divik.feature_selection._specialized

import numpy as np
from sklearn.base import BaseEstimator

from divik.core import build, configurable

from ._gmm_selector import GMMSelector
from ._outlier import OutlierSelector
from ._percentage_selector import PercentageSelector
from ._stat_selector_mixin import NoSelector, SelectorMixin


[docs]@configurable
class HighAbundanceAndVarianceSelector(BaseEstimator, SelectorMixin):
    """Feature selector that removes low-mean and low-variance features

    Exercises ``GMMSelector`` to filter out the low-abundance noise features
    and select high-variance informative features.

    This feature selection algorithm looks only at the features (X), not the
    desired outputs (y), and can thus be used for unsupervised learning.

    Parameters
    ----------
    use_log: bool, optional, default: False
        Whether to use the logarithm of feature characteristic instead of the
        characteristic itself. This may improve feature filtering performance,
        depending on the distribution of features, however all the
        characteristics (mean, variance) have to be positive for that -
        filtering will fail otherwise. This is useful for specific cases in
        biology where the distribution of data may actually require this option
        for any efficient filtering.

    min_features: int, optional, default: 1
        How many features must be preserved.

    min_features_rate: float, optional, default: 0.0
        Similar to ``min_features`` but relative to the input data features
        number.

    max_components: int, optional, default: 10
        The maximum number of components used in the GMM decomposition.

    Attributes
    ----------
    abundance_selector_: GMMSelector
        Selector used to filter out the noise component.

    variance_selector_: GMMSelector
        Selector used to filter out the non-informative features.

    selected_: array, shape (n_features,)
        Vector of binary selections of the informative features.

    Examples
    --------
    >>> import numpy as np
    >>> import divik.feature_selection as fs
    >>> np.random.seed(42)
    >>> # Data in this case must be carefully crafted
    >>> labels = np.concatenate([30 * [0] + 20 * [1] + 30 * [2] + 40 * [3]])
    >>> data = np.vstack(100 * [labels * 10.])
    >>> data += np.random.randn(*data.shape)
    >>> sub = data[:, :-40]
    >>> sub += 5 * np.random.randn(*sub.shape)
    >>> # Label 0 has low abundance but high variance
    >>> # Label 3 has low variance but high abundance
    >>> # Label 1 and 2 has not-lowest abundance and high variance
    >>> selector = fs.HighAbundanceAndVarianceSelector().fit(data)
    >>> selector.transform(labels.reshape(1,-1))
    array([[1 1 1 1 1 ...2 2 2]])

    """

    def __init__(
        self,
        use_log: bool = False,
        min_features: int = 1,
        min_features_rate: float = 0.0,
        max_components: int = 10,
    ):
        self.use_log = use_log
        self.min_features = min_features
        self.min_features_rate = min_features_rate
        self.max_components = max_components

[docs]    def fit(self, X, y=None):
        """Learn data-driven feature thresholds from X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape (n_samples, n_features)
            Sample vectors from which to compute feature characteristic.

        y : any
            Ignored. This parameter exists only for compatibility with
            sklearn.pipeline.Pipeline.

        Returns
        -------
        self
        """
        min_features = max(self.min_features, self.min_features_rate * X.shape[1])

        if min_features == X.shape[1]:
            self.selected_ = np.ones((X.shape[1],), dtype=bool)
            return self

        self.abundance_selector_ = GMMSelector(
            "mean",
            use_log=self.use_log,
            n_candidates=1,
            min_features=min_features,
            preserve_high=True,
            max_components=self.max_components,
        ).fit(X)
        filtered = self.abundance_selector_.transform(X)
        self.selected_ = self.abundance_selector_.selected_.copy()

        self.variance_selector_ = GMMSelector(
            "var",
            use_log=self.use_log,
            n_candidates=None,
            min_features=min_features,
            preserve_high=True,
            max_components=self.max_components,
        ).fit(filtered)
        self.selected_[self.selected_] = self.variance_selector_.selected_

        return self


    def _get_support_mask(self):
        """
        Get the boolean mask indicating which features are selected

        Returns
        -------
        support : boolean array of shape [# input features]
            An element is True iff its corresponding feature is selected for
            retention.
        """
        return self.selected_



EPS = 10e-6


# noinspection PyAttributeOutsideInit
[docs]@configurable
class OutlierAbundanceAndVarianceSelector(BaseEstimator, SelectorMixin):
    def __init__(
        self, use_log: bool = False, min_features_rate: float = 0.01, p: float = 0.2
    ):
        self.use_log = use_log
        self.min_features_rate = min_features_rate
        self.p = p

[docs]    def fit(self, X, y=None):
        """Learn data-driven feature thresholds from X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape (n_samples, n_features)
            Sample vectors from which to compute feature characteristic.

        y : any
            Ignored. This parameter exists only for compatibility with
            sklearn.pipeline.Pipeline.

        Returns
        -------
        self
        """
        self.abundance_selector_, a_selected = self._fit_abundance(X)
        filtered = X[:, a_selected]
        self.variance_selector_, v_selected = self._fit_variance(filtered, a_selected)
        self.selected_ = a_selected
        self.selected_[a_selected] = v_selected
        return self


    def _fit_abundance(self, X):
        selector = OutlierSelector(
            stat="mean", use_log=self.use_log, keep_outliers=False
        ).fit(X)
        selected = selector.selected_
        inlier = selector.vals_[selected][0]
        over_inlier = selector.vals_ > inlier
        selected[over_inlier] = True
        p = selected.mean()
        if p < self.min_features_rate or p >= 1 - EPS:
            selector = PercentageSelector(
                stat="mean", use_log=self.use_log, keep_top=True, p=1.0 - self.p
            ).fit(X)
            selected = selector.selected_
        return selector, selected

    def _fit_variance(self, X, old_selected):
        corrected_min = self.min_features_rate / old_selected.mean()
        corrected_p = self.p / old_selected.mean()

        selector = OutlierSelector(
            stat="var", use_log=self.use_log, keep_outliers=True
        ).fit(X)
        selected = selector.selected_
        inlier = selector.vals_[selected == 0][0]
        under_inlier = selector.vals_ < inlier
        selected[under_inlier] = False
        p = selected.mean()

        if p < corrected_min or p >= 1 - EPS:
            selector = PercentageSelector(
                stat="var", use_log=self.use_log, keep_top=True, p=corrected_p
            ).fit(X)
            selected = selector.selected_
        return selector, selected

    def _get_support_mask(self):
        """
        Get the boolean mask indicating which features are selected

        Returns
        -------
        support : boolean array of shape [# input features]
            An element is True iff its corresponding feature is selected for
            retention.
        """
        return self.selected_



[docs]def make_specialized_selector(name, n_features, **kwargs):
    """Create a selector by name (``gmm``, ``outlier``, ``none`` or ``auto``)

    ``auto`` switches to ``gmm`` if there is more than 250 features, ``outlier`` below.
    """
    if name == "auto":
        name = "gmm" if n_features > 250 else "outlier"
    filter_cls = {
        "gmm": HighAbundanceAndVarianceSelector,
        "outlier": OutlierAbundanceAndVarianceSelector,
        "none": NoSelector,
    }[name]
    return build(filter_cls, **kwargs)





            

          

      

      

    

  

    
      
          
            
  Source code for divik.feature_selection._stat_selector_mixin

import logging
from abc import ABCMeta

import numpy as np
from sklearn.base import BaseEstimator

try:
    from sklearn.feature_selection._base import SelectorMixin
except ModuleNotFoundError:
    from sklearn.feature_selection.base import SelectorMixin

from divik.core import configurable


[docs]class StatSelectorMixin(SelectorMixin, metaclass=ABCMeta):
    """
    Transformer mixin that performs feature selection given a support mask

    This mixin provides a feature selector implementation with ``transform`` and
    ``inverse_transform`` functionality given that ``selected_`` is specified
    during ``fit``.

    Additionally, provides a ``_to_characteristics`` and ``_to_raw`` implementations
    given ``stat``, optionally ``use_log`` and ``preserve_high``.
    """

    def _to_characteristics(self, X):
        """Extract & normalize characteristics from data"""
        if self.stat == "mean":
            vals = np.mean(X, axis=0)
        elif self.stat == "var":
            vals = np.var(X, axis=0)
        elif self.stat == "cv":
            vals = np.std(X, axis=0) / np.mean(X, axis=0)
        elif callable(self.stat):
            vals = self.stat(X)
            if vals.size != X.shape[1]:
                raise RuntimeError(
                    "Computed statistic shape mismatch {0}".format(vals.shape)
                )
        else:
            msg = 'stat must be one of {"cv", "mean", "var"} or callable'
            logging.error(msg)
            raise ValueError(msg)

        if hasattr(self, "use_log") and self.use_log:
            if np.any(vals < 0):
                logging.error(
                    "Feature characteristic cannot be negative with log filtering"
                )
                raise ValueError(
                    "Feature characteristic cannot be negative with log filtering"
                )
            vals = np.log(vals)

        if hasattr(self, "preserve_high") and not self.preserve_high:
            vals = -vals

        return vals

    def _to_raw(self, threshold):
        """Convert threshold to the feature characteristic space"""
        if hasattr(self, "preserve_high") and not self.preserve_high:
            threshold = -threshold
        if hasattr(self, "use_log") and self.use_log:
            threshold = np.exp(threshold)
        return threshold

    def _get_support_mask(self):
        """
        Get the boolean mask indicating which features are selected

        Returns
        -------
        support : boolean array of shape [# input features]
            An element is True iff its corresponding feature is selected for
            retention.
        """
        return self.selected_



[docs]@configurable
class NoSelector(BaseEstimator, StatSelectorMixin):
    """Dummy selector to use when no selection is supposed to be made."""

    def __init__(self):
        pass

[docs]    def fit(self, X, y=None):
        """Pass data forward

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape (n_samples, n_features)
            Sample vectors to pass.

        y : any
            Ignored. This parameter exists only for compatibility with
            sklearn.pipeline.Pipeline.

        Returns
        -------
        self
        """
        self.selected_ = np.ones((X.shape[1],), dtype=bool)
        return self






            

          

      

      

    

  

    
      
          
            
  Source code for divik.feature_selection._exims._sklearn

from sklearn.base import BaseEstimator

from divik.core import configurable
from divik.feature_selection._stat_selector_mixin import SelectorMixin

from ._exims import exims
from ._selection import select_features


[docs]@configurable
class EximsSelector(BaseEstimator, SelectorMixin):
    """Select features based on their spatial distribution

    Preserves features that yield biologically plausible structures.

    References
    ----------

    Wijetunge, Chalini D., et al. "EXIMS: an improved data analysis
    pipeline based on a new peak picking method for EXploring Imaging
    Mass Spectrometry data." Bioinformatics 31.19 (2015): 3198-3206.
    https://academic.oup.com/bioinformatics/article/31/19/3198/212150
    """

    def __init__(self):
        super(EximsSelector, self).__init__()

    def _get_support_mask(self):
        """
        Get the boolean mask indicating which features are selected

        Returns
        -------
        support : boolean array of shape [# input features]
            An element is True iff its corresponding feature is selected for
            retention.
        """
        return self.selected_

[docs]    def fit(self, X, y=None, xy=None):
        """Learn data-driven feature thresholds from X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape (n_samples, n_features)
            Sample vectors from which to compute feature characteristic.

        y : any
            Ignored. This parameter exists only for compatibility with
            sklearn.pipeline.Pipeline.

        xy : array-like, shape (n_samples, 2)
            Spatial coordinates of the samples. Expects integers,
            indices over am image.

        Returns
        -------
        self
        """
        if xy is None:
            raise ValueError("xy coordinates are required")
        self.structness_ = exims(X, *xy.T)
        features_selection = select_features(self.structness_)
        self.threshold_ = features_selection.threshold
        self.selected_ = features_selection.selection
        return self






            

          

      

      

    

  

    
      
          
            
  Source code for divik.sampler._core

from abc import ABCMeta, abstractmethod
from contextlib import contextmanager
from itertools import count

from sklearn.base import BaseEstimator, clone


[docs]class BaseSampler(BaseEstimator, metaclass=ABCMeta):
    """Base class for all the samplers

    Sampler is Pool-safe, i.e. can simply store a dataset.
    It will not be serialized by pickle when going to another process,
    if handled properly.

    Before you spawn a pool, a data must be moved to a module-level
    variable. To simplify that process a contract has been prepared.
    You open a context and operate within a context:

    >>> with sampler.parallel() as sampler_,
    ...         Pool(initializer=sampler_.initializer,
    ...              initargs=sampler_.initargs) as pool:
    ...     pool.map(sampler_.get_sample, range(10))

    Keep in mind, that __iter__ and fit are not accessible in parallel
    context. __iter__ would yield the same values independently in
    all the workers. Now it needs to be done consciously and in
    well-though manner. fit could lead to a non-predictable behaviour.
    If you need the original sampler, you can get a clone (not fit to
    the data).
    """

    def __iter__(self):
        """Iter through `n_samples` samples or infinitely if unspecified"""
        if hasattr(self, "n_samples") and self.n_samples is not None:
            samples = range(self.n_samples)
        else:
            samples = count()
        for i in samples:
            yield self.get_sample(i)

[docs]    @abstractmethod
    def get_sample(self, seed):
        """Return specific sample

        Following assumptions should be met:
        a) sampler.get_sample(x) == sampler.get_sample(x)
        b) x != y should yield sampler.get_sample(x) != sampler.get_sample(y)

        Parameters
        ----------
        seed : int
            The seed to use to draw the sample

        Returns
        -------
        sample : array_like, (*self.shape_)
            Returns the drawn sample
        """
        raise NotImplementedError("get_sample is not implemented")


[docs]    def fit(self, X, y=None):
        """Fit sampler to data

        It's a base for both supervised and unsupervised samplers.
        """
        return self


[docs]    @contextmanager
    def parallel(self):
        """Create parallel context for the sampler to operate"""
        yield ParallelSampler(self)




[docs]class ParallelSampler:
    """Helper class for sharing the sampler functionality"""

    def __init__(self, sampler: BaseSampler):
        self.sampler = sampler

[docs]    def get_sample(self, seed):
        """Return specific sample"""
        return self.sampler.get_sample(seed)


[docs]    def initializer(self, *args):
        pass


    @property
    def initargs(self):
        return ()

[docs]    def clone(self):
        """Clones the original sampler"""
        return clone(self.sampler)






            

          

      

      

    

  

    
      
          
            
  Source code for divik.sampler._stratified_sampler

import uuid
from contextlib import contextmanager
from typing import Union

from sklearn.model_selection import StratifiedShuffleSplit

from divik.core import configurable, share

from ._core import BaseSampler, ParallelSampler

_DATA = {}


[docs]@configurable
class StratifiedSampler(BaseSampler):
    """Sample the original data preserving proportions of groups

    Parameters
    -----------
    n_rows : int or float, optional (default 10000)
        Allows to limit the number of rows in the drawn samples.
        If float, should be between 0.0 and 1.0 and represent the
        proportion of the dataset to include in the sample. If
        int, represents the absolute number of rows.

    n_samples : int, optional (default None)
        Allows to limit the number of samples when iterating

    Attributes
    ----------
    X_ : array_like, shape (n_rows, n_features)
        Data to sample from

    y_ : array_like, shape (n_rows,)
        Group labels
    """

    def __init__(self, n_rows: Union[int, float] = 100, n_samples: int = None):
        self.n_rows = n_rows
        self.n_samples = n_samples

[docs]    def fit(self, X, y):
        """Fit the model from data in X.

        Both inputs are preserved inside to sample from the data.

        Parameters
        ----------
        X : array-like, shape (n_rows, n_features)
            Training vector, where n_rows is the number of rows
            and n_features is the number of features.

        y: array-like, shape (n_rows,)

        Returns
        -------
        self : StratifiedSampler
            Returns the instance itself.
        """
        self.X_ = X
        self.y_ = y
        return self


[docs]    def get_sample(self, seed):
        """Return specific sample

        Sample is drawn from the set of existing rows. A proportion of
        gorups should be more-or-less the same, depending on the size
        of the sample.

        Parameters
        ----------
        seed : int
            The seed to use to draw the sample

        Returns
        -------
        sample : array_like, (*self.shape_)
            Returns the drawn sample
        """
        split = StratifiedShuffleSplit(
            n_splits=1, train_size=self.n_rows, random_state=seed
        )
        for idx, _ in split.split(self.X_, self.y_):
            return self.X_[idx]


[docs]    @contextmanager
    def parallel(self):
        global _DATA
        ref = str(uuid.uuid4())
        with share(self.X_) as X, share(self.y_) as y:
            _DATA[ref] = ((self.n_rows, self.n_samples), (X, y))
            try:
                yield StratifiedParallelSampler(ref)
            finally:
                del _DATA[ref]




class StratifiedParallelSampler(ParallelSampler):
    def __init__(self, ref):
        self._ref = ref

    @property
    def sampler(self):
        global _DATA
        init_args, fit_args = _DATA[self._ref]
        X, y = fit_args
        return StratifiedSampler(*init_args).fit(X.value, y.value)

    def get_sample(self, seed):
        return self.sampler.get_sample(seed)

    def initializer(self, *args):
        global _DATA
        _DATA[self._ref] = args

    @property
    def initargs(self):
        global _DATA
        return _DATA[self._ref]




            

          

      

      

    

  

    
      
          
            
  Source code for divik.sampler._uniform_sampler

import logging

import numpy as np
from sklearn.decomposition import PCA
from sklearn.preprocessing import MinMaxScaler

from divik.core import configurable
from divik.core import seed as seed_
from divik.feature_extraction import KneePCA

from ._core import BaseSampler


[docs]@configurable
class UniformSampler(BaseSampler):
    """Samples uniformly from the boundaries of the data

    Parameters
    -----------
    n_rows : int, optional (default None)
        Allows to limit the number of rows in the drawn samples

    n_samples : int, optional (default None)
        Allows to limit the number of samples when iterating

    Attributes
    ----------
    shape_ : (n_rows, n_cols)
        Shape of the drawn samples

    scaler_ : MinMaxScaler
        Scaler ensuring the proper ranges
    """

    def __init__(self, n_rows: int = None, n_samples: int = None):
        self.n_rows = n_rows
        self.n_samples = n_samples

[docs]    def fit(self, X, y=None):
        """Fit the model from data in X.

        Parameters
        ----------
        X : array-like, shape (n_samples, n_features)
            Training vector, where n_samples is the number of samples
            and n_features is the number of features.

        Y: Ignored.

        Returns
        -------
        self : UniformSampler
            Returns the instance itself.
        """
        if self.n_rows is None:
            n_rows = X.shape[0]
        else:
            n_rows = self.n_rows
        self.shape_ = n_rows, X.shape[1]
        self.scaler_ = MinMaxScaler().fit(X)
        return self


[docs]    def get_sample(self, seed):
        """Return specific sample

        Parameters
        ----------
        seed : int
            The seed to use to draw the sample

        Returns
        -------
        sample : array_like, (*self.shape_)
            Returns the drawn sample
        """
        with seed_(seed):
            unscaled = np.random.random_sample(self.shape_)
        return self.scaler_.inverse_transform(unscaled)




[docs]@configurable
class UniformPCASampler(BaseSampler):
    """Rotation-invariant uniform sampling

    Parameters
    -----------
    n_rows : int, optional (default None)
        Allows to limit the number of rows in the drawn samples

    n_samples : int, optional (default None)
        Allows to limit the number of samples when iterating

    whiten : bool, optional (default False)
        When True (False by default) the `pca_.components_` vectors are
        multiplied by the square root of n_samples and then divided by the
        singular values to ensure uncorrelated outputs with unit
        component-wise variances.

        Whitening will remove some information from the transformed signal
        (the relative variance scales of the components) but can sometime
        improve the predictive accuracy of the downstream estimators by
        making their data respect some hard-wired assumptions.

    refit : bool, optional (default False)
        When True (False by default) the `pca_` is re-fit with the smaller
        number of components. This could reduce memory footprint, but
        requires training fitting PCA.

    pca: {'knee', 'full'}, default 'knee'
        Specifies whether to train full or knee PCA.

    Attributes
    ----------
    pca_ : KneePCA or PCA
        PCA transform which provided rotation-invariance

    sampler_ : UniformSampler
        Sampler from the transformed distribution
    """

    def __init__(
        self,
        n_rows: int = None,
        n_samples: int = None,
        whiten: bool = False,
        refit: bool = False,
        pca: str = "knee",
    ):
        self.n_rows = n_rows
        self.n_samples = n_samples
        self.whiten = whiten
        self.refit = refit
        self.pca = pca

    def _make_pca(self):
        if self.pca == "knee":
            return KneePCA(whiten=self.whiten, refit=self.refit)
        if self.pca == "full":
            # Note: random_state is not used in this config!
            return PCA(
                n_components=None,
                copy=True,
                whiten=self.whiten,
                svd_solver="full",
                tol=0.0,
                iterated_power="auto",
                random_state=None,
            )
        logging.error("Unsupported pca value: {}".format(self.pca))
        raise ValueError("Unsupported pca value: {}".format(self.pca))

[docs]    def fit(self, X, y=None):
        """Fit the model from data in X.

        PCA is fit to estimate the rotation and UniformSampler is
        fit to transformed data.

        Parameters
        ----------
        X : array-like, shape (n_samples, n_features)
            Training vector, where n_samples is the number of samples
            and n_features is the number of features.

        Y: Ignored.

        Returns
        -------
        self : UniformPCASampler
            Returns the instance itself.
        """
        self.pca_ = self._make_pca()
        transformed = self.pca_.fit_transform(X)
        self.sampler_ = UniformSampler(n_rows=self.n_rows).fit(transformed)
        return self


[docs]    def get_sample(self, seed):
        """Return specific sample

        Sample is generated from transformed distribution and transformed
        back to the original space.

        Parameters
        ----------
        seed : int
            The seed to use to draw the sample

        Returns
        -------
        sample : array_like, (*self.shape_)
            Returns the drawn sample
        """
        transformed = self.sampler_.get_sample(seed)
        return self.pca_.inverse_transform(transformed)






            

          

      

      

    

  

    
      
          
            
  Source code for gin.config

# coding=utf-8
# Copyright 2020 The Gin-Config Authors.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""Defines the Gin configuration framework.

Programs frequently have a number of "hyperparameters" that require variation
across different executions of the program. When the number of such parameters
grows even moderately large, or use of some parameter is deeply embedded in the
code, top-level flags become very cumbersome. This module provides an
alternative mechanism for setting such hyperparameters, by allowing injection of
parameter values for any function marked as "configurable".

For detailed documentation, please see the user guide:

https://github.com/google/gin-config/tree/master/docs/index.md

# Making functions and classes configurable

Functions and classes can be marked configurable using the `@configurable`
decorator, which associates a "configurable name" with the function or class (by
default, just the function or class name). Optionally, parameters can be
allowlisted or denylisted to mark only a subset of the function's parameters as
configurable. Once parameters have been bound (see below) to this function, any
subsequent calls will have those parameters automatically supplied by Gin.

If an argument supplied to a function by its caller (either as a positional
argument or as a keyword argument) corresponds to a parameter configured by Gin,
the caller's value will take precedence.

# A short example

Python code:

    @gin.configurable
    def mix_cocktail(ingredients):
      ...

    @gin.configurable
    def serve_random_cocktail(available_cocktails):
      ...

    @gin.configurable
    def drink(cocktail):
      ...

Gin configuration:

    martini/mix_cocktail.ingredients = ['gin', 'vermouth', 'twist of lemon']
    gin_and_tonic/mix_cocktail.ingredients = ['gin', 'tonic water']

    serve_random_cocktail.available_cocktails = {
        'martini': @martini/mix_cocktail,
        'gin_and_tonic': @gin_and_tonic/mix_cocktail,
    }

    drink.cocktail = @serve_random_cocktail()

In the above example, there are three configurable functions: `mix_cocktail`
(with a parameter `ingredients`), `serve_random_cocktail` (with parameter
`available_cocktails`), and `drink` (with parameter `cocktail`).

When `serve_random_cocktail` is called, it will receive a dictionary
containing two scoped *references* to the `mix_cocktail` function (each scope
providing unique parameters, meaning calling the different references will
presumably produce different outputs).

On the other hand, when the `drink` function is called, it will receive the
*output* of calling `serve_random_cocktail` as the value of its `cocktail`
parameter, due to the trailing `()` in `@serve_random_cocktail()`.
"""

import collections
import contextlib
import copy
import enum
import functools
import inspect
import logging
import os
import pprint
import sys
import threading
import traceback
from typing import Optional, Sequence

from gin import config_parser
from gin import selector_map
from gin import utils


class _ScopeManager(threading.local):
  """Manages currently active config scopes.

  This ensures thread safety of config scope management by subclassing
  `threading.local`. Scopes are tracked as a stack, where elements in the
  stack are lists of the currently active scope names.
  """

  def _maybe_init(self):
    if not hasattr(self, '_active_scopes'):
      self._active_scopes = [[]]

  @property
  def active_scopes(self):
    self._maybe_init()
    return self._active_scopes[:]

  @property
  def current_scope(self):
    self._maybe_init()
    return self._active_scopes[-1][:]  # Slice to get copy.

  def enter_scope(self, scope):
    """Enters the given scope, updating the list of active scopes.

    Args:
      scope: A list of active scope names, ordered from outermost to innermost.
    """
    self._maybe_init()
    self._active_scopes.append(scope)

  def exit_scope(self):
    """Exits the most recently entered scope."""
    self._maybe_init()
    self._active_scopes.pop()


# Maintains the registry of configurable functions and classes.
_REGISTRY = selector_map.SelectorMap()

# Maps tuples of `(scope, selector)` to associated parameter values. This
# specifies the current global "configuration" set through `bind_parameter` or
# `parse_config`, but doesn't include any functions' default argument values.
_CONFIG = {}

# Keeps a set of module names that were dynamically imported via config files.
_IMPORTED_MODULES = set()

# Maps `(scope, selector)` tuples to all configurable parameter values used
# during program execution (including default argument values).
_OPERATIVE_CONFIG = {}
_OPERATIVE_CONFIG_LOCK = threading.Lock()

# Keeps track of currently active config scopes.
_SCOPE_MANAGER = _ScopeManager()

# Keeps track of hooks to run when the Gin config is finalized.
_FINALIZE_HOOKS = []
# Keeps track of whether the config is locked.
_CONFIG_IS_LOCKED = False
# Keeps track of whether "interactive mode" is enabled, in which case redefining
# a configurable is not an error.
_INTERACTIVE_MODE = False

# Keeps track of constants created via gin.constant, to both prevent duplicate
# definitions and to avoid writing them to the operative config.
_CONSTANTS = selector_map.SelectorMap()

# Keeps track of singletons created via the singleton configurable.
_SINGLETONS = {}

# Keeps track of file readers. These are functions that behave like Python's
# `open` function (can be used a context manager) and will be used to load
# config files. Each element of this list should be a tuple of `(function,
# exception_type)`, where `exception_type` is the type of exception thrown by
# `function` when a file can't be opened/read successfully.
_FILE_READERS = [(open, os.path.isfile)]

# Maintains a cache of argspecs for functions.
_ARG_SPEC_CACHE = {}

# List of location prefixes. Similar to PATH var in unix to be used to search
# for files with those prefixes.
_LOCATION_PREFIXES = ['']

# Value to represent required parameters.
REQUIRED = object()


def _find_class_construction_fn(cls):
  """Find the first __init__ or __new__ method in the given class's MRO."""
  for base in type.mro(cls):  # pytype: disable=wrong-arg-types
    if '__init__' in base.__dict__:
      return base.__init__
    if '__new__' in base.__dict__:
      return base.__new__


def _ensure_wrappability(fn):
  """Make sure `fn` can be wrapped cleanly by functools.wraps."""
  # Handle "builtin_function_or_method", "wrapped_descriptor", and
  # "method-wrapper" types.
  unwrappable_types = (type(sum), type(object.__init__), type(object.__call__))
  if isinstance(fn, unwrappable_types):
    # pylint: disable=unnecessary-lambda
    wrappable_fn = lambda *args, **kwargs: fn(*args, **kwargs)
    wrappable_fn.__name__ = fn.__name__
    wrappable_fn.__doc__ = fn.__doc__
    wrappable_fn.__module__ = ''  # These types have no __module__, sigh.
    wrappable_fn.__wrapped__ = fn
    return wrappable_fn

  # Otherwise we're good to go...
  return fn


def _decorate_fn_or_cls(decorator, fn_or_cls, subclass=False):
  """Decorate a function or class with the given decorator.

  When `fn_or_cls` is a function, applies `decorator` to the function and
  returns the (decorated) result.

  When `fn_or_cls` is a class and the `subclass` parameter is `False`, this will
  replace `fn_or_cls.__init__` with the result of applying `decorator` to it.

  When `fn_or_cls` is a class and `subclass` is `True`, this will subclass the
  class, but with `__init__` defined to be the result of applying `decorator` to
  `fn_or_cls.__init__`. The decorated class has metadata (docstring, name, and
  module information) copied over from `fn_or_cls`. The goal is to provide a
  decorated class the behaves as much like the original as possible, without
  modifying it (for example, inspection operations using `isinstance` or
  `issubclass` should behave the same way as on the original class).

  Args:
    decorator: The decorator to use.
    fn_or_cls: The function or class to decorate.
    subclass: Whether to decorate classes by subclassing. This argument is
      ignored if `fn_or_cls` is not a class.

  Returns:
    The decorated function or class.
  """
  if not inspect.isclass(fn_or_cls):  # pytype: disable=wrong-arg-types
    return decorator(_ensure_wrappability(fn_or_cls))

  construction_fn = _find_class_construction_fn(fn_or_cls)

  if subclass:

    class DecoratedClass(fn_or_cls):
      __doc__ = fn_or_cls.__doc__
      __module__ = fn_or_cls.__module__

    DecoratedClass.__name__ = fn_or_cls.__name__
    DecoratedClass.__qualname__ = fn_or_cls.__qualname__
    cls = DecoratedClass
  else:
    cls = fn_or_cls

  decorated_fn = decorator(_ensure_wrappability(construction_fn))
  if construction_fn.__name__ == '__new__':
    decorated_fn = staticmethod(decorated_fn)
  setattr(cls, construction_fn.__name__, decorated_fn)
  return cls


class Configurable(
    collections.namedtuple(
        'Configurable',
        ['fn_or_cls', 'name', 'module', 'allowlist', 'denylist', 'selector'])):
  pass


def _raise_unknown_reference_error(ref, additional_msg=''):
  err_str = "No configurable matching reference '@{}{}'.{}"
  maybe_parens = '()' if ref.evaluate else ''
  raise ValueError(err_str.format(ref.selector, maybe_parens, additional_msg))


class ConfigurableReference:
  """Represents a reference to a configurable function or class."""

  def __init__(self, scoped_selector, evaluate):
    self._scoped_selector = scoped_selector
    self._evaluate = evaluate

    scoped_selector_parts = self._scoped_selector.split('/')
    self._scopes = scoped_selector_parts[:-1]
    self._selector = scoped_selector_parts[-1]
    self._configurable = _REGISTRY.get_match(self._selector)
    if not self._configurable:
      _raise_unknown_reference_error(self)

    def reference_decorator(fn):
      if self._scopes:

        @functools.wraps(fn)
        def scoping_wrapper(*args, **kwargs):
          with config_scope(self._scopes):
            return fn(*args, **kwargs)

        return scoping_wrapper
      return fn

    self._scoped_configurable_fn = _decorate_fn_or_cls(
        reference_decorator, self.configurable.fn_or_cls, True)

  @property
  def configurable(self):
    return self._configurable

  @property
  def scoped_configurable_fn(self):
    return self._scoped_configurable_fn

  @property
  def scopes(self):
    return self._scopes

  @property
  def selector(self):
    return self._selector

  @property
  def scoped_selector(self):
    return self._scoped_selector

  @property
  def config_key(self):
    return ('/'.join(self._scopes), self._configurable.selector)

  @property
  def evaluate(self):
    return self._evaluate

  def __eq__(self, other):
    if isinstance(other, self.__class__):
      # pylint: disable=protected-access
      return (self._configurable == other._configurable and
              self._evaluate == other._evaluate)
      # pylint: enable=protected-access
    return False

  def __ne__(self, other):
    return not self.__eq__(other)

  def __hash__(self):
    return hash(repr(self))

  def __repr__(self):
    # Check if this reference is a macro or constant, i.e. @.../macro() or
    # @.../constant(). Only macros and constants correspond to the %... syntax.
    configurable_fn = self._configurable.fn_or_cls
    if configurable_fn in (macro, _retrieve_constant) and self._evaluate:
      return '%' + '/'.join(self._scopes)
    maybe_parens = '()' if self._evaluate else ''
    return '@{}{}'.format(self._scoped_selector, maybe_parens)

  def __deepcopy__(self, memo):
    """Dishonestly implements the __deepcopy__ special method.

    When called, this returns either the `ConfigurableReference` instance itself
    (when `self._evaluate` is `False`) or the result of calling the underlying
    configurable. Configurable references may be deeply nested inside other
    Python data structures, and by providing this implementation,
    `copy.deepcopy` can be used on the containing Python structure to return a
    copy replacing any `ConfigurableReference` marked for evaluation with its
    corresponding configurable's output.

    Args:
      memo: The memoization dict (unused).

    Returns:
      When `self._evaluate` is `False`, returns the underlying configurable
      (maybe wrapped to be called in the proper scope). When `self._evaluate` is
      `True`, returns the output of calling the underlying configurable.
    """
    if self._evaluate:
      return self._scoped_configurable_fn()
    return self._scoped_configurable_fn


class _UnknownConfigurableReference:
  """Represents a reference to an unknown configurable.

  This class acts as a substitute for `ConfigurableReference` when the selector
  doesn't match any known configurable.
  """

  def __init__(self, selector, evaluate):
    self._selector = selector.split('/')[-1]
    self._evaluate = evaluate

  @property
  def selector(self):
    return self._selector

  @property
  def evaluate(self):
    return self._evaluate

  def __deepcopy__(self, memo):
    """Dishonestly implements the __deepcopy__ special method.

    See `ConfigurableReference` above. If this method is called, it means there
    was an attempt to use this unknown configurable reference, so we throw an
    error here.

    Args:
      memo: The memoization dict (unused).

    Raises:
      ValueError: To report that there is no matching configurable.
    """
    addl_msg = '\n\n    To catch this earlier, ensure gin.finalize() is called.'
    _raise_unknown_reference_error(self, addl_msg)


def _validate_skip_unknown(skip_unknown):
  if not isinstance(skip_unknown, (bool, list, tuple, set)):
    err_str = 'Invalid value for `skip_unknown`: {}'
    raise ValueError(err_str.format(skip_unknown))


def _should_skip(selector, skip_unknown):
  """Checks whether `selector` should be skipped (if unknown)."""
  _validate_skip_unknown(skip_unknown)
  if _REGISTRY.matching_selectors(selector):
    return False  # Never skip known configurables.
  if isinstance(skip_unknown, (list, tuple, set)):
    return selector in skip_unknown
  return skip_unknown  # Must be a bool by validation check.


class ParserDelegate(config_parser.ParserDelegate):
  """Delegate to handle creation of configurable references and macros."""

  def __init__(self, skip_unknown=False):
    self._skip_unknown = skip_unknown

  def configurable_reference(self, scoped_selector, evaluate):
    unscoped_selector = scoped_selector.rsplit('/', 1)[-1]
    if _should_skip(unscoped_selector, self._skip_unknown):
      return _UnknownConfigurableReference(scoped_selector, evaluate)
    return ConfigurableReference(scoped_selector, evaluate)

  def macro(self, name):
    matching_selectors = _CONSTANTS.matching_selectors(name)
    if matching_selectors:
      if len(matching_selectors) == 1:
        name = matching_selectors[0]
        return ConfigurableReference(name + '/gin.constant', True)
      err_str = "Ambiguous constant selector '{}', matches {}."
      raise ValueError(err_str.format(name, matching_selectors))
    return ConfigurableReference(name + '/gin.macro', True)


class ParsedBindingKey(
    collections.namedtuple(
        'ParsedBindingKey',
        ['scope', 'given_selector', 'complete_selector', 'arg_name'])):
  """Represents a parsed and validated binding key.

  A "binding key" identifies a specific parameter (`arg_name`), of a specific
  configurable (`complete_selector`), in a specific scope (`scope`), to which a
  value may be bound in the global configuration. The `given_selector` field
  retains information about how the original configurable selector was
  specified, which can be helpful for error messages (but is ignored for the
  purposes of equality and hashing).
  """

  def __new__(cls, binding_key):
    """Parses and validates the given binding key.

    This function will parse `binding_key` (if necessary), and ensure that the
    specified parameter can be bound for the given configurable selector (i.e.,
    that the parameter isn't denylisted or not allowlisted if an allowlist was
    provided).

    Args:
      binding_key: A spec identifying a parameter of a configurable (maybe in
        some scope). This should either be a string of the form
        'maybe/some/scope/maybe.modules.configurable_name.parameter_name'; or a
        list or tuple of `(scope, selector, arg_name)`; or another instance of
        `ParsedBindingKey`.

    Returns:
      A new instance of `ParsedBindingKey`.

    Raises:
      ValueError: If no function can be found matching the configurable name
        specified by `binding_key`, or if the specified parameter name is
        denylisted or not in the function's allowlist (if present).
    """
    if isinstance(binding_key, ParsedBindingKey):
      return super(ParsedBindingKey, cls).__new__(cls, *binding_key)  # pytype: disable=missing-parameter

    if isinstance(binding_key, (list, tuple)):
      scope, selector, arg_name = binding_key
    elif isinstance(binding_key, str):
      scope, selector, arg_name = config_parser.parse_binding_key(binding_key)
    else:
      err_str = 'Invalid type for binding_key: {}.'
      raise ValueError(err_str.format(type(binding_key)))

    configurable_ = _REGISTRY.get_match(selector)
    if not configurable_:
      raise ValueError("No configurable matching '{}'.".format(selector))

    if not _might_have_parameter(configurable_.fn_or_cls, arg_name):
      err_str = "Configurable '{}' doesn't have a parameter named '{}'."
      raise ValueError(err_str.format(selector, arg_name))

    if configurable_.allowlist and arg_name not in configurable_.allowlist:
      err_str = "Configurable '{}' doesn't include kwarg '{}' in its allowlist."
      raise ValueError(err_str.format(selector, arg_name))

    if configurable_.denylist and arg_name in configurable_.denylist:
      err_str = "Configurable '{}' has denylisted kwarg '{}'."
      raise ValueError(err_str.format(selector, arg_name))

    return super(ParsedBindingKey, cls).__new__(
        cls,
        scope=scope,
        given_selector=selector,
        complete_selector=configurable_.selector,
        arg_name=arg_name)

  @property
  def config_key(self):
    return self.scope, self.complete_selector

  @property
  def scope_selector_arg(self):
    return self.scope, self.complete_selector, self.arg_name

  def __equal__(self, other):
    # Equality ignores the `given_selector` field, since two binding keys should
    # be equal whenever they identify the same parameter.
    return self.scope_selector_arg == other.scope_selector_arg

  def __hash__(self):
    return hash(self.scope_selector_arg)


def _format_value(value):
  """Returns `value` in a format parseable by `parse_value`, or `None`.

  Simply put, This function ensures that when it returns a string value, the
  following will hold:

      parse_value(_format_value(value)) == value

  Args:
    value: The value to format.

  Returns:
    A string representation of `value` when `value` is literally representable,
    or `None`.
  """
  literal = repr(value)
  try:
    if parse_value(literal) == value:
      return literal
  except SyntaxError:
    pass
  return None


def _is_literally_representable(value):
  """Returns `True` if `value` can be (parseably) represented as a string.

  Args:
    value: The value to check.

  Returns:
    `True` when `value` can be represented as a string parseable by
    `parse_literal`, `False` otherwise.
  """
  return _format_value(value) is not None


def clear_config(clear_constants=False):
  """Clears the global configuration.

  This clears any parameter values set by `bind_parameter` or `parse_config`, as
  well as the set of dynamically imported modules. It does not remove any
  configurable functions or classes from the registry of configurables.

  Args:
    clear_constants: Whether to clear constants created by `constant`. Defaults
      to False.
  """
  _set_config_is_locked(False)
  _CONFIG.clear()
  _SINGLETONS.clear()
  if clear_constants:
    _CONSTANTS.clear()
  else:
    saved_constants = _CONSTANTS.copy()
    _CONSTANTS.clear()  # Clear then redefine constants (re-adding bindings).
    for name, value in saved_constants.items():
      constant(name, value)
  _IMPORTED_MODULES.clear()
  _OPERATIVE_CONFIG.clear()


def bind_parameter(binding_key, value):
  """Binds the parameter value specified by `binding_key` to `value`.

  The `binding_key` argument should either be a string of the form
  `maybe/scope/optional.module.names.configurable_name.parameter_name`, or a
  list or tuple of `(scope, selector, parameter_name)`, where `selector`
  corresponds to `optional.module.names.configurable_name`. Once this function
  has been called, subsequent calls (in the specified scope) to the specified
  configurable function will have `value` supplied to their `parameter_name`
  parameter.

  Example:

      @configurable('fully_connected_network')
      def network_fn(num_layers=5, units_per_layer=1024):
         ...

      def main(_):
        config.bind_parameter('fully_connected_network.num_layers', 3)
        network_fn()  # Called with num_layers == 3, not the default of 5.

  Args:
    binding_key: The parameter whose value should be set. This can either be a
      string, or a tuple of the form `(scope, selector, parameter)`.
    value: The desired value.

  Raises:
    RuntimeError: If the config is locked.
    ValueError: If no function can be found matching the configurable name
      specified by `binding_key`, or if the specified parameter name is
      denylisted or not in the function's allowlist (if present).
  """
  if config_is_locked():
    raise RuntimeError('Attempted to modify locked Gin config.')

  pbk = ParsedBindingKey(binding_key)
  fn_dict = _CONFIG.setdefault(pbk.config_key, {})
  fn_dict[pbk.arg_name] = value


def query_parameter(binding_key):
  """Returns the currently bound value to the specified `binding_key`.

  The `binding_key` argument should look like
  'maybe/some/scope/maybe.modules.configurable_name.parameter_name'. Note that
  this will not include default parameters.

  Args:
    binding_key: The parameter whose value should be queried.

  Returns:
    The value bound to the configurable/parameter combination given in
    `binding_key`.

  Raises:
    ValueError: If no function can be found matching the configurable name
      specified by `biding_key`, or if the specified parameter name is
      denylisted or not in the function's allowlist (if present) or if there is
      no value bound for the queried parameter or configurable.
  """
  if config_parser.MODULE_RE.match(binding_key):
    matching_selectors = _CONSTANTS.matching_selectors(binding_key)
    if len(matching_selectors) == 1:
      return _CONSTANTS[matching_selectors[0]]
    elif len(matching_selectors) > 1:
      err_str = "Ambiguous constant selector '{}', matches {}."
      raise ValueError(err_str.format(binding_key, matching_selectors))
  pbk = ParsedBindingKey(binding_key)
  if pbk.config_key not in _CONFIG:
    err_str = "Configurable '{}' has no bound parameters."
    raise ValueError(err_str.format(pbk.given_selector))
  if pbk.arg_name not in _CONFIG[pbk.config_key]:
    err_str = "Configurable '{}' has no value bound for parameter '{}'."
    raise ValueError(err_str.format(pbk.given_selector, pbk.arg_name))
  return _CONFIG[pbk.config_key][pbk.arg_name]


def _might_have_parameter(fn_or_cls, arg_name):
  """Returns True if `arg_name` might be a valid parameter for `fn_or_cls`.

  Specifically, this means that `fn_or_cls` either has a parameter named
  `arg_name`, or has a `**kwargs` parameter.

  Args:
    fn_or_cls: The function or class to check.
    arg_name: The name fo the parameter.

  Returns:
    Whether `arg_name` might be a valid argument of `fn`.
  """
  if inspect.isclass(fn_or_cls):  # pytype: disable=wrong-arg-types
    fn = _find_class_construction_fn(fn_or_cls)
  else:
    fn = fn_or_cls

  while hasattr(fn, '__wrapped__'):
    fn = fn.__wrapped__
  arg_spec = _get_cached_arg_spec(fn)
  if arg_spec.varkw:
    return True
  return arg_name in arg_spec.args or arg_name in arg_spec.kwonlyargs


def _validate_parameters(fn_or_cls, arg_name_list, err_prefix):
  for arg_name in arg_name_list or []:
    if not _might_have_parameter(fn_or_cls, arg_name):
      err_str = "Argument '{}' in {} not a parameter of '{}'."
      raise ValueError(err_str.format(arg_name, err_prefix, fn_or_cls.__name__))


def _get_cached_arg_spec(fn):
  """Gets cached argspec for `fn`."""
  arg_spec = _ARG_SPEC_CACHE.get(fn)
  if arg_spec is None:
    try:
      arg_spec = inspect.getfullargspec(fn)
    except TypeError:
      # `fn` might be a callable object.
      arg_spec = inspect.getfullargspec(fn.__call__)
    _ARG_SPEC_CACHE[fn] = arg_spec
  return arg_spec


def _get_supplied_positional_parameter_names(fn, args):
  """Returns the names of the supplied arguments to the given function."""
  arg_spec = _get_cached_arg_spec(fn)
  # May be shorter than len(args) if args contains vararg (*args) arguments.
  return arg_spec.args[:len(args)]


def _get_all_positional_parameter_names(fn):
  """Returns the names of all positional arguments to the given function."""
  arg_spec = _get_cached_arg_spec(fn)
  args = arg_spec.args
  if arg_spec.defaults:
    args = args[:-len(arg_spec.defaults)]
  return args


def _get_kwarg_defaults(fn):
  """Returns a dict mapping kwargs to default values for the given function."""
  arg_spec = _get_cached_arg_spec(fn)
  if arg_spec.defaults:
    default_kwarg_names = arg_spec.args[-len(arg_spec.defaults):]
    arg_vals = dict(zip(default_kwarg_names, arg_spec.defaults))
  else:
    arg_vals = {}

  if arg_spec.kwonlydefaults:
    arg_vals.update(arg_spec.kwonlydefaults)

  return arg_vals


def _get_validated_required_kwargs(fn, fn_descriptor, allowlist, denylist):
  """Gets required argument names, and validates against white/denylist."""
  kwarg_defaults = _get_kwarg_defaults(fn)

  required_kwargs = []
  for kwarg, default in kwarg_defaults.items():
    if default is REQUIRED:
      if denylist and kwarg in denylist:
        err_str = "Argument '{}' of {} marked REQUIRED but denylisted."
        raise ValueError(err_str.format(kwarg, fn_descriptor))
      if allowlist and kwarg not in allowlist:
        err_str = "Argument '{}' of {} marked REQUIRED but not allowlisted."
        raise ValueError(err_str.format(kwarg, fn_descriptor))
      required_kwargs.append(kwarg)

  return required_kwargs


def _get_default_configurable_parameter_values(fn, allowlist, denylist):
  """Retrieve all default values for configurable parameters of a function.

  Any parameters included in the supplied denylist, or not included in the
  supplied allowlist, are excluded.

  Args:
    fn: The function whose parameter values should be retrieved.
    allowlist: The allowlist (or `None`) associated with the function.
    denylist: The denylist (or `None`) associated with the function.

  Returns:
    A dictionary mapping configurable parameter names to their default values.
  """
  arg_vals = _get_kwarg_defaults(fn)

  # Now, eliminate keywords that are denylisted, or aren't allowlisted (if
  # there's an allowlist), or aren't representable as a literal value.
  for k in list(arg_vals):
    allowlist_fail = allowlist and k not in allowlist
    denylist_fail = denylist and k in denylist
    representable = _is_literally_representable(arg_vals[k])
    if allowlist_fail or denylist_fail or not representable:
      del arg_vals[k]

  return arg_vals


def _order_by_signature(fn, arg_names):
  """Orders given `arg_names` based on their order in the signature of `fn`."""
  arg_spec = _get_cached_arg_spec(fn)
  all_args = list(arg_spec.args)
  if arg_spec.kwonlyargs:
    all_args.extend(arg_spec.kwonlyargs)
  ordered = [arg for arg in all_args if arg in arg_names]
  # Handle any leftovers corresponding to varkwargs in the order we got them.
  ordered.extend([arg for arg in arg_names if arg not in ordered])
  return ordered


def current_scope():
  return _SCOPE_MANAGER.current_scope


def current_scope_str():
  return '/'.join(current_scope())


@contextlib.contextmanager
def config_scope(name_or_scope):
  """Opens a new configuration scope.

  Provides a context manager that opens a new explicit configuration
  scope. Explicit configuration scopes restrict parameter bindings to only
  certain sections of code that run within the scope. Scopes can be nested to
  arbitrary depth; any configurable functions called within a scope inherit
  parameters defined by higher level scopes.

  For example, suppose a function named `preprocess_images` is called in two
  places in a codebase: Once when loading data for a training task, and once
  when loading data for an evaluation task:

      def load_training_data():
        ...
        with gin.config_scope('train'):
          images = preprocess_images(images)
        ...


      def load_eval_data():
        ...
        with gin.config_scope('eval'):
          images = preprocess_images(images)
        ...

  By using a `config_scope` to wrap each invocation of `preprocess_images` as
  above, it is possible to use Gin to supply specific parameters to each. Here
  is a possible configuration for the above example:

      preprocess_images.crop_size = [64, 64]
      preprocess_images.normalize_image = True

      train/preprocess_images.crop_location = 'random'
      train/preprocess_images.random_flip_lr = True

      eval/preprocess_images.crop_location = 'center'

  The `crop_size` and `normalize_image` parameters above will be shared by both
  the `train` and `eval` invocations; only `train` will receive
  `random_flip_lr`, and the two invocations receive different values for
  `crop_location`.

  Passing `None` or `''` to `config_scope` will temporarily clear all currently
  active scopes (within the `with` block; they will be restored afterwards).

  Args:
    name_or_scope: A name for the config scope, or an existing scope (e.g.,
      captured from `with gin.config_scope(...) as scope`), or `None` to clear
      currently active scopes.

  Raises:
    ValueError: If `name_or_scope` is not a list, string, or None.

  Yields:
    The resulting config scope (a list of all active scope names, ordered from
    outermost to innermost).
  """
  try:
    valid_value = True
    if isinstance(name_or_scope, list):
      new_scope = name_or_scope
    elif name_or_scope and isinstance(name_or_scope, str):
      new_scope = current_scope()  # Returns a copy.
      new_scope.extend(name_or_scope.split('/'))
    else:
      valid_value = name_or_scope in (None, '')
      new_scope = []

    # Append new_scope first. It will be popped in the finally block if an
    # exception is raised below.
    _SCOPE_MANAGER.enter_scope(new_scope)

    scopes_are_valid = map(config_parser.MODULE_RE.match, new_scope)
    if not valid_value or not all(scopes_are_valid):
      err_str = 'Invalid value for `name_or_scope`: {}.'
      raise ValueError(err_str.format(name_or_scope))

    yield new_scope
  finally:
    _SCOPE_MANAGER.exit_scope()


def _make_gin_wrapper(fn, fn_or_cls, name, selector, allowlist, denylist):
  """Creates the final Gin wrapper for the given function.

  Args:
    fn: The function that will be wrapped.
    fn_or_cls: The original function or class being made configurable. This will
      differ from `fn` when making a class configurable, in which case `fn` will
      be the constructor/new function, while `fn_or_cls` will be the class.
    name: The name given to the configurable.
    selector: The full selector of the configurable (name including any module
      components).
    allowlist: An allowlist of configurable parameters.
    denylist: A denylist of non-configurable parameters.

  Returns:
    The Gin wrapper around `fn`.
  """
  # At this point we have access to the final function to be wrapped, so we
  # can cache a few things here.
  fn_descriptor = "'{}' ('{}')".format(name, fn_or_cls)
  signature_required_kwargs = _get_validated_required_kwargs(
      fn, fn_descriptor, allowlist, denylist)
  initial_configurable_defaults = _get_default_configurable_parameter_values(
      fn, allowlist, denylist)

  @functools.wraps(fn)
  def gin_wrapper(*args, **kwargs):
    """Supplies fn with parameter values from the configuration."""
    scope_components = current_scope()
    new_kwargs = {}
    for i in range(len(scope_components) + 1):
      partial_scope_str = '/'.join(scope_components[:i])
      new_kwargs.update(_CONFIG.get((partial_scope_str, selector), {}))
    gin_bound_args = list(new_kwargs.keys())
    scope_str = partial_scope_str

    arg_names = _get_supplied_positional_parameter_names(fn, args)

    for arg in args[len(arg_names):]:
      if arg is REQUIRED:
        raise ValueError(
            'gin.REQUIRED is not allowed for unnamed (vararg) parameters. If '
            'the function being called is wrapped by a non-Gin decorator, '
            'try explicitly providing argument names for positional '
            'parameters.')

    required_arg_names = []
    required_arg_indexes = []
    for i, arg in enumerate(args[:len(arg_names)]):
      if arg is REQUIRED:
        required_arg_names.append(arg_names[i])
        required_arg_indexes.append(i)

    caller_required_kwargs = []
    for kwarg, value in kwargs.items():
      if value is REQUIRED:
        caller_required_kwargs.append(kwarg)

    # If the caller passed arguments as positional arguments that correspond to
    # a keyword arg in new_kwargs, remove the keyword argument from new_kwargs
    # to let the caller win and avoid throwing an error. Unless it is an arg
    # marked as REQUIRED.
    for arg_name in arg_names:
      if arg_name not in required_arg_names:
        new_kwargs.pop(arg_name, None)

    # Get default values for configurable parameters.
    operative_parameter_values = initial_configurable_defaults.copy()
    # Update with the values supplied via configuration.
    operative_parameter_values.update(new_kwargs)

    # Remove any values from the operative config that are overridden by the
    # caller. These can't be configured, so they won't be logged. We skip values
    # that are marked as REQUIRED.
    for k in arg_names:
      if k not in required_arg_names:
        operative_parameter_values.pop(k, None)
    for k in kwargs:
      if k not in caller_required_kwargs:
        operative_parameter_values.pop(k, None)

    # An update is performed in case another caller of this same configurable
    # object has supplied a different set of arguments. By doing an update, a
    # Gin-supplied or default value will be present if it was used (not
    # overridden by the caller) at least once.
    with _OPERATIVE_CONFIG_LOCK:
      op_cfg = _OPERATIVE_CONFIG.setdefault((scope_str, selector), {})
      op_cfg.update(operative_parameter_values)

    # We call deepcopy for two reasons: First, to prevent the called function
    # from modifying any of the values in `_CONFIG` through references passed in
    # via `new_kwargs`; Second, to facilitate evaluation of any
    # `ConfigurableReference` instances buried somewhere inside `new_kwargs`.
    # See the docstring on `ConfigurableReference.__deepcopy__` above for more
    # details on the dark magic happening here.
    new_kwargs = copy.deepcopy(new_kwargs)

    # Validate args marked as REQUIRED have been bound in the Gin config.
    missing_required_params = []
    new_args = list(args)
    for i, arg_name in zip(required_arg_indexes, required_arg_names):
      if arg_name not in new_kwargs:
        missing_required_params.append(arg_name)
      else:
        new_args[i] = new_kwargs.pop(arg_name)

    # Validate kwargs marked as REQUIRED have been bound in the Gin config.
    for required_kwarg in signature_required_kwargs:
      if (required_kwarg not in arg_names and  # not a positional arg
          required_kwarg not in kwargs and  # or a keyword arg
          required_kwarg not in new_kwargs):  # or bound in config
        missing_required_params.append(required_kwarg)
    for required_kwarg in caller_required_kwargs:
      if required_kwarg not in new_kwargs:
        missing_required_params.append(required_kwarg)
      else:
        # Remove from kwargs and let the new_kwargs value be used.
        kwargs.pop(required_kwarg)

    if missing_required_params:
      missing_required_params = (
          _order_by_signature(fn, missing_required_params))
      err_str = 'Required bindings for `{}` not provided in config: {}'
      minimal_selector = _REGISTRY.minimal_selector(selector)
      err_str = err_str.format(minimal_selector, missing_required_params)
      raise RuntimeError(err_str)

    # Now, update with the caller-supplied `kwargs`, allowing the caller to have
    # the final say on keyword argument values.
    new_kwargs.update(kwargs)

    try:
      return fn(*new_args, **new_kwargs)
    except Exception as e:  # pylint: disable=broad-except
      err_str = ''
      if isinstance(e, TypeError):
        all_arg_names = _get_all_positional_parameter_names(fn)
        if len(new_args) < len(all_arg_names):
          unbound_positional_args = list(
              set(all_arg_names[len(new_args):]) - set(new_kwargs))
          if unbound_positional_args:
            caller_supplied_args = list(
                set(arg_names + list(kwargs)) -
                set(required_arg_names + list(caller_required_kwargs)))
            fmt = ('\n  No values supplied by Gin or caller for arguments: {}'
                   '\n  Gin had values bound for: {gin_bound_args}'
                   '\n  Caller supplied values for: {caller_supplied_args}')
            canonicalize = lambda x: list(map(str, sorted(x)))
            err_str += fmt.format(
                canonicalize(unbound_positional_args),
                gin_bound_args=canonicalize(gin_bound_args),
                caller_supplied_args=canonicalize(caller_supplied_args))
      err_str += "\n  In call to configurable '{}' ({}){}"
      scope_info = " in scope '{}'".format(scope_str) if scope_str else ''
      err_str = err_str.format(name, fn_or_cls, scope_info)
      utils.augment_exception_message_and_reraise(e, err_str)

  return gin_wrapper


def _make_configurable(fn_or_cls,
                       name=None,
                       module=None,
                       allowlist=None,
                       denylist=None,
                       subclass=False):
  """Wraps `fn_or_cls` to make it configurable.

  Infers the configurable name from `fn_or_cls.__name__` if necessary, and
  updates global state to keep track of configurable name <-> function
  mappings, as well as allowlisted and denylisted parameters.

  Args:
    fn_or_cls: The function or class to decorate.
    name: A name for the configurable. If `None`, the name will be inferred from
      from `fn_or_cls`. The `name` may also include module components to be used
      for disambiguation (these will be appended to any components explicitly
      specified by `module`).
    module: The module to associate with the configurable, to help handle naming
      collisions. If `None`, `fn_or_cls.__module__` will be used (if no module
      is specified as part of `name`).
    allowlist: An allowlisted set of parameter names to supply values for.
    denylist: A denylisted set of parameter names not to supply values for.
    subclass: If `fn_or_cls` is a class and `subclass` is `True`, decorate by
      subclassing `fn_or_cls` and overriding its `__init__` method. If `False`,
      replace the existing `__init__` with a decorated version.

  Returns:
    A wrapped version of `fn_or_cls` that will take parameter values from the
    global configuration.

  Raises:
    RuntimeError: If the config is locked.
    ValueError: If a configurable with `name` (or the name of `fn_or_cls`)
      already exists, or if both an allowlist and denylist are specified.
  """
  if config_is_locked():
    err_str = 'Attempted to add a new configurable after the config was locked.'
    raise RuntimeError(err_str)

  name = fn_or_cls.__name__ if name is None else name
  if config_parser.IDENTIFIER_RE.match(name):
    default_module = getattr(fn_or_cls, '__module__', None)
    module = default_module if module is None else module
  elif not config_parser.MODULE_RE.match(name):
    raise ValueError("Configurable name '{}' is invalid.".format(name))

  if module is not None and not config_parser.MODULE_RE.match(module):
    raise ValueError("Module '{}' is invalid.".format(module))

  selector = module + '.' + name if module else name
  if not _INTERACTIVE_MODE and selector in _REGISTRY:
    err_str = ("A configurable matching '{}' already exists.\n\n"
               'To allow re-registration of configurables in an interactive '
               'environment, use:\n\n'
               '    gin.enter_interactive_mode()')
    raise ValueError(err_str.format(selector))

  if allowlist and denylist:
    err_str = 'An allowlist or a denylist can be specified, but not both.'
    raise ValueError(err_str)

  if allowlist and not isinstance(allowlist, (list, tuple)):
    raise TypeError('allowlist should be a list or tuple.')

  if denylist and not isinstance(denylist, (list, tuple)):
    raise TypeError('denylist should be a list or tuple.')

  _validate_parameters(fn_or_cls, allowlist, 'allowlist')
  _validate_parameters(fn_or_cls, denylist, 'denylist')

  def decorator(fn):
    """Wraps `fn` so that it obtains parameters from the configuration."""
    return _make_gin_wrapper(fn, fn_or_cls, name, selector, allowlist,
                             denylist)

  decorated_fn_or_cls = _decorate_fn_or_cls(
      decorator, fn_or_cls, subclass=subclass)

  _REGISTRY[selector] = Configurable(
      decorated_fn_or_cls,
      name=name,
      module=module,
      allowlist=allowlist,
      denylist=denylist,
      selector=selector)
  return decorated_fn_or_cls


[docs]def configurable(name_or_fn=None,
                 module=None,
                 allowlist=None,
                 denylist=None,
                 whitelist=None,
                 blacklist=None):
  """Decorator to make a function or class configurable.

  This decorator registers the decorated function/class as configurable, which
  allows its parameters to be supplied from the global configuration (i.e., set
  through `bind_parameter` or `parse_config`). The decorated function is
  associated with a name in the global configuration, which by default is simply
  the name of the function or class, but can be specified explicitly to avoid
  naming collisions or improve clarity.

  If some parameters should not be configurable, they can be specified in
  `denylist`. If only a restricted set of parameters should be configurable,
  they can be specified in `allowlist`.

  The decorator can be used without any parameters as follows:

      @config.configurable
      def some_configurable_function(param1, param2='a default value'):
        ...

  In this case, the function is associated with the name
  `'some_configurable_function'` in the global configuration, and both `param1`
  and `param2` are configurable.

  The decorator can be supplied with parameters to specify the configurable name
  or supply an allowlist/denylist:

      @config.configurable('explicit_configurable_name', allowlist='param2')
      def some_configurable_function(param1, param2='a default value'):
        ...

  In this case, the configurable is associated with the name
  `'explicit_configurable_name'` in the global configuration, and only `param2`
  is configurable.

  Classes can be decorated as well, in which case parameters of their
  constructors are made configurable:

      @config.configurable
      class SomeClass:
        def __init__(self, param1, param2='a default value'):
          ...

  In this case, the name of the configurable is `'SomeClass'`, and both `param1`
  and `param2` are configurable.

  Args:
    name_or_fn: A name for this configurable, or a function to decorate (in
      which case the name will be taken from that function). If not set,
      defaults to the name of the function/class that is being made
      configurable. If a name is provided, it may also include module components
      to be used for disambiguation (these will be appended to any components
      explicitly specified by `module`).
    module: The module to associate with the configurable, to help handle naming
      collisions. By default, the module of the function or class being made
      configurable will be used (if no module is specified as part of the name).
    allowlist: An allowlisted set of kwargs that should be configurable. All
      other kwargs will not be configurable. Only one of `allowlist` or
      `denylist` should be specified.
    denylist: A denylisted set of kwargs that should not be configurable. All
      other kwargs will be configurable. Only one of `allowlist` or `denylist`
      should be specified.
    whitelist: Deprecated version of allowlist for backwards compatibility.
    blacklist: Deprecated version of denylist for backwards compatibility.

  Returns:
    When used with no parameters (or with a function/class supplied as the first
    parameter), it returns the decorated function or class. When used with
    parameters, it returns a function that can be applied to decorate the target
    function or class.
  """
  if allowlist is None and whitelist:
    logging.warning('Argument whitelist is deprecated. Please use allowlist.')
    allowlist = whitelist
  if denylist is None and blacklist:
    logging.warning('Argument blacklist is deprecated. Please use denylist.')
    denylist = blacklist

  decoration_target = None
  if callable(name_or_fn):
    decoration_target = name_or_fn
    name = None
  else:
    name = name_or_fn

  def perform_decoration(fn_or_cls):
    return _make_configurable(fn_or_cls, name, module, allowlist, denylist)

  if decoration_target:
    return perform_decoration(decoration_target)
  return perform_decoration



def external_configurable(fn_or_cls,
                          name=None,
                          module=None,
                          allowlist=None,
                          denylist=None,
                          whitelist=None,
                          blacklist=None):
  """Allow referencing/configuring an external class or function.

  This alerts Gin to the existence of the class or function `fn_or_cls` in the
  event that it can't be easily annotated with `@configurable` (for instance, if
  it is from another project). This allows `fn_or_cls` to be configured and
  referenced (using the `@name` notation) via parameter binding strings.

  Note that only calls to the return value of this function or resulting from
  references to `fn_or_cls` made through binding strings (configurations) will
  have their parameters injected by Gin---explicit calls to `fn_or_cls` directly
  won't have any parameter bindings applied.

  Args:
    fn_or_cls: The external function or class that should be made configurable.
    name: The configurable name to be associated with `fn_or_cls`. The name may
      also include module components to be used for disambiguation (these will
      be appended to any components explicitly specified by `module`).
    module: The module to associate with the configurable, to help handle naming
      collisions. By default, `fn_or_cls.__module__` will be used (if no module
      is specified as part of the name).
    allowlist: An allowlist of parameter names to allow configuration for.
    denylist: A denylist of parameter names to deny configuration for.
    whitelist: Deprecated version of allowlist for backwards compatibility.
    blacklist: Deprecated version of denylist for backwards compatibility.

  Returns:
    A decorated version of `fn_or_cls` that permits parameter binding. For
    functions, this is just a wrapped version of the function. For classes, this
    is a carefully constructed subclass of `fn_or_cls` designed to behave nearly
    identically (even under many type inspection operations) save for the
    addition of parameter binding.
  """
  if allowlist is None and whitelist:
    logging.warning('Argument whitelist is deprecated. Please use allowlist.')
    allowlist = whitelist
  if denylist is None and blacklist:
    logging.warning('Argument blacklist is deprecated. Please use denylist.')
    denylist = blacklist

  return _make_configurable(
      fn_or_cls,
      name=name,
      module=module,
      allowlist=allowlist,
      denylist=denylist,
      subclass=True)


def register(name_or_fn=None,
             module=None,
             allowlist=None,
             denylist=None,
             whitelist=None,
             blacklist=None):
  """Decorator to register a function or class configurable.

  This decorator only registers the decorated function/class with Gin, so it can
  be passed to other configurables in `bind_parameter` or `parse_config`.
  This decorator doesn't change the decorated function/class, so any direct
  calls from within Python code are not affected by the configuration.

  If some parameters should not be configurable, they can be specified in
  `denylist`. If only a restricted set of parameters should be configurable,
  they can be specified in `allowlist`.

  The decorator can be used without any parameters as follows:

      @config.register
      def some_configurable_function(param1, param2='a default value'):
        ...

  In this case, the function is associated with the name
  `'some_configurable_function'` in the configuration, and both `param1`
  and `param2` are configurable.

  The decorator can be supplied with parameters to specify the name used to
  register or supply an allowlist/denylist:

      @config.register('explicit_name', allowlist='param2')
      def some_configurable_function(param1, param2='a default value'):
        ...

  In this case, the function is registered with the name `'explicit_name'` in
  the configuration registry, and only `param2` is configurable.

  Classes can be decorated as well, in which case parameters of their
  constructors are made configurable:

      @config.register
      class SomeClass:
        def __init__(self, param1, param2='a default value'):
          ...

  In this case, the name of the configurable is `'SomeClass'`, and both `param1`
  and `param2` are configurable.

  Args:
    name_or_fn: A name for this configurable, or a function to decorate (in
      which case the name will be taken from that function). If not set,
      defaults to the name of the function/class that is being made
      configurable. If a name is provided, it may also include module components
      to be used for disambiguation (these will be appended to any components
      explicitly specified by `module`).
    module: The module to associate with the configurable, to help handle naming
      collisions. By default, the module of the function or class being made
      configurable will be used (if no module is specified as part of the name).
    allowlist: An allowlisted set of kwargs that should be configurable. All
      other kwargs will not be configurable. Only one of `allowlist` or
      `denylist` should be specified.
    denylist: A denylisted set of kwargs that should not be configurable. All
      other kwargs will be configurable. Only one of `allowlist` or `denylist`
      should be specified.
    whitelist: Deprecated version of allowlist for backwards compatibility.
    blacklist: Deprecated version of denylist for backwards compatibility.

  Returns:
    When used with no parameters as a decorator (or with a function/class
    supplied as the first parameter), it returns the target function or class
    unchanged. When used with parameters, it returns a function that can be
    applied to register the target function or class with Gin (this function
    also returns the target function or class unchanged).
  """
  if allowlist is None and whitelist:
    logging.warning('Argument whitelist is deprecated. Please use allowlist.')
    allowlist = whitelist
  if denylist is None and blacklist:
    logging.warning('Argument blacklist is deprecated. Please use denylist.')
    denylist = blacklist

  decoration_target = None
  if callable(name_or_fn):
    decoration_target = name_or_fn
    name = None
  else:
    name = name_or_fn

  def perform_decoration(fn_or_cls):
    # Register it as configurable but return the orinal fn_or_cls.
    _make_configurable(
        fn_or_cls,
        name=name,
        module=module,
        allowlist=allowlist,
        denylist=denylist,
        subclass=True)
    return fn_or_cls

  if decoration_target:
    return perform_decoration(decoration_target)
  return perform_decoration


def _config_str(configuration_object,
                max_line_length=80,
                continuation_indent=4):
  """Print the configuration specified in configuration object.

  Args:
    configuration_object: Either OPERATIVE_CONFIG_ (operative config) or _CONFIG
      (all config, bound and unbound).
    max_line_length: A (soft) constraint on the maximum length of a line in the
      formatted string. Large nested structures will be split across lines, but
      e.g. long strings won't be split into a concatenation of shorter strings.
    continuation_indent: The indentation for continued lines.

  Returns:
    A config string capturing all parameter values set by the object.
  """

  def format_binding(key, value):
    """Pretty print the given key/value pair."""
    formatted_val = pprint.pformat(
        value, width=(max_line_length - continuation_indent))
    formatted_val_lines = formatted_val.split('\n')
    if (len(formatted_val_lines) == 1 and
        len(key + formatted_val) <= max_line_length):
      output = '{} = {}'.format(key, formatted_val)
    else:
      indented_formatted_val = '\n'.join(
          [' ' * continuation_indent + line for line in formatted_val_lines])
      output = '{} = \\\n{}'.format(key, indented_formatted_val)
    return output

  def sort_key(key_tuple):
    """Sort configurable selector/innermost scopes, ignoring case."""
    scope, selector = key_tuple[0]
    parts = selector.lower().split('.')[::-1] + scope.lower().split('/')[::-1]
    return '/'.join(parts)

  # Build the output as an array of formatted Gin statements. Each statement may
  # span multiple lines. Imports are first, followed by macros, and finally all
  # other bindings sorted in alphabetical order by configurable name.
  formatted_statements = [
      'import {}'.format(module) for module in sorted(_IMPORTED_MODULES)
  ]
  if formatted_statements:
    formatted_statements.append('')

  macros = {}
  for (scope, selector), config in configuration_object.items():
    if _REGISTRY[selector].fn_or_cls == macro:  # pylint: disable=comparison-with-callable
      macros[scope, selector] = config
  if macros:
    formatted_statements.append('# Macros:')
    formatted_statements.append('# ' + '=' * (max_line_length - 2))
  for (name, _), config in sorted(macros.items(), key=sort_key):
    binding = format_binding(name, config['value'])
    formatted_statements.append(binding)
  if macros:
    formatted_statements.append('')

  sorted_items = sorted(configuration_object.items(), key=sort_key)
  for (scope, selector), config in sorted_items:
    configurable_ = _REGISTRY[selector]

    fn = configurable_.fn_or_cls
    if fn == macro or fn == _retrieve_constant:  # pylint: disable=comparison-with-callable
      continue

    minimal_selector = _REGISTRY.minimal_selector(configurable_.selector)
    scoped_selector = (scope + '/' if scope else '') + minimal_selector
    parameters = [
        (k, v) for k, v in config.items() if _is_literally_representable(v)
    ]
    formatted_statements.append('# Parameters for {}:'.format(scoped_selector))
    formatted_statements.append('# ' + '=' * (max_line_length - 2))
    for arg, val in sorted(parameters):
      binding = format_binding('{}.{}'.format(scoped_selector, arg), val)
      formatted_statements.append(binding)
    if not parameters:
      formatted_statements.append('# None.')
    formatted_statements.append('')

  return '\n'.join(formatted_statements)


def operative_config_str(max_line_length=80, continuation_indent=4):
  """Retrieve the "operative" configuration as a config string.

  The operative configuration consists of all parameter values used by
  configurable functions that are actually called during execution of the
  current program. Parameters associated with configurable functions that are
  not called (and so can have no effect on program execution) won't be included.

  The goal of the function is to return a config that captures the full set of
  relevant configurable "hyperparameters" used by a program. As such, the
  returned configuration will include the default values of arguments from
  configurable functions (as long as the arguments aren't denylisted or missing
  from a supplied allowlist), as well as any parameter values overridden via
  `bind_parameter` or through `parse_config`.

  Any parameters that can't be represented as literals (capable of being parsed
  by `parse_config`) are excluded. The resulting config string is sorted
  lexicographically and grouped by configurable name.

  Args:
    max_line_length: A (soft) constraint on the maximum length of a line in the
      formatted string. Large nested structures will be split across lines, but
      e.g. long strings won't be split into a concatenation of shorter strings.
    continuation_indent: The indentation for continued lines.

  Returns:
    A config string capturing all parameter values set in the current program.
  """
  return _config_str(_OPERATIVE_CONFIG, max_line_length, continuation_indent)


def config_str(max_line_length=80, continuation_indent=4):
  """Retrieve the interpreted configuration as a config string.

  This is not the _operative configuration_, in that it includes parameter
  values which are unused by by the program.

  Args:
    max_line_length: A (soft) constraint on the maximum length of a line in the
      formatted string. Large nested structures will be split across lines, but
      e.g. long strings won't be split into a concatenation of shorter strings.
    continuation_indent: The indentation for continued lines.

  Returns:
    A config string capturing all parameter values used by the current program.
  """
  return _config_str(_CONFIG, max_line_length, continuation_indent)


class ParsedConfigFileIncludesAndImports(
    collections.namedtuple('ParsedConfigFileIncludesAndImports',
                           ['filename', 'imports', 'includes'])):
  pass


def parse_config(bindings, skip_unknown=False):
  """Parse a file, string, or list of strings containing parameter bindings.

  Parses parameter binding strings to set up the global configuration.  Once
  `parse_config` has been called, any calls to configurable functions will have
  parameter values set according to the values specified by the parameter
  bindings in `bindings`.

  An individual parameter binding has the format

      maybe/some/scopes/configurable_name.parameter_name = value

  Multiple binding strings can be passed either in the form of a file-like
  object supporting the `readline` method, a single string with each individual
  parameter binding separated by a newline, or as a list of individual parameter
  binding strings.

  Any Python literal (lists, tuples, dicts, strings, etc.) is acceptable to the
  right of the equals sign, and follows standard Python rules for line
  continuation. Additionally, a value starting with '@' is interpreted as a
  (possibly scoped) reference to another configurable function, in which case
  this value is replaced by a reference to that function. If the value
  furthermore ends in `()` (e.g., `@configurable_name()`), then the value
  returned when calling the function is used (it will be called *just before*
  the function consuming the output is called).

  See the module documentation for a more detailed description of scoping
  mechanisms and a complete example.

  Reading from a file could be done as follows:

      with open('/path/to/file.config') as bindings:
        gin.parse_config(bindings)

  Passing a newline separated string of parameter bindings might look like:

      bindings = '''
          my_class.param_one = 'asdf'
          my_class_param_two = 9.7
      '''
      gin.parse_config(bindings)

  Alternatively, one can declare a list of parameter bindings and pass it in:

      bindings = [
          'my_class.param_one = "asdf"',
          'my_class.param_two = 9.7',
      ]
      gin.parse_config(bindings)

  Can skip unknown configurables. For example, if no module containing a
  'training' configurable was imported, errors can be avoided by specifying
  `skip_unknown=True`:

      bindings = [
          'my_class.param_one = "asdf"',
          'my_class.param_two = 9.7',
          'training.learning_rate = 0.1',
      ]
      gin.parse_config(bindings, skip_unknown=True)

  Args:
    bindings: A file-like object supporting the readline method, a newline
      separated string of parameter bindings, or a list of individual parameter
      binding strings.
    skip_unknown: A boolean indicating whether unknown configurables and imports
      should be skipped (instead of causing an error). Configurable references
      to unknown configurables will cause errors if they are present in a
      binding that is not itself skipped due to an unknown configurable. This
      can also be a list of configurable names: any unknown configurables that
        do not match an item in the list will still cause errors. Note that
        bindings for known configurables will always be parsed.

  Returns:
    includes: List of ParsedConfigFileIncludesAndImports describing the result
      of loading nested include statements.
    imports: List of names of imported modules.
  """
  if isinstance(bindings, (list, tuple)):
    bindings = '\n'.join(bindings)

  _validate_skip_unknown(skip_unknown)
  if isinstance(skip_unknown, (list, tuple)):
    skip_unknown = set(skip_unknown)

  parser = config_parser.ConfigParser(bindings, ParserDelegate(skip_unknown))
  includes = []
  imports = []
  for statement in parser:
    if isinstance(statement, config_parser.BindingStatement):
      scope, selector, arg_name, value, location = statement
      if not arg_name:
        macro_name = '{}/{}'.format(scope, selector) if scope else selector
        with utils.try_with_location(location):
          bind_parameter((macro_name, 'gin.macro', 'value'), value)
        continue
      if not _should_skip(selector, skip_unknown):
        with utils.try_with_location(location):
          bind_parameter((scope, selector, arg_name), value)
    elif isinstance(statement, config_parser.ImportStatement):
      imports.append(statement.module)
      if skip_unknown:
        try:
          __import__(statement.module)
          _IMPORTED_MODULES.add(statement.module)
        except ImportError:
          tb_len = len(traceback.extract_tb(sys.exc_info()[2]))
          log_str = ('Skipping import of unknown module `%s` '
                     '(skip_unknown=True).')
          log_args = [statement.module]
          if tb_len > 1:
            # In case the error comes from a nested import (i.e. the module is
            # available, but it imports some unavailable module), print the
            # traceback to avoid confusion.
            log_str += '\n%s'
            log_args.append(traceback.format_exc())
          logging.info(log_str, *log_args)
      else:
        with utils.try_with_location(statement.location):
          __import__(statement.module)
        _IMPORTED_MODULES.add(statement.module)
    elif isinstance(statement, config_parser.IncludeStatement):
      with utils.try_with_location(statement.location):
        nested_includes = parse_config_file(statement.filename, skip_unknown)
        includes.append(nested_includes)
    else:
      raise AssertionError('Unrecognized statement type {}.'.format(statement))
  return includes, imports


def register_file_reader(*args):
  """Register a file reader for use in parse_config_file.

  Registered file readers will be used to try reading files passed to
  `parse_config_file`. All file readers (beginning with the default `open`) will
  be tried until one of them succeeds at opening the file.

  This function may also be be used used as a decorator. For example:

      @register_file_reader(IOError)
      def exotic_data_source(filename):
        ...

  Args:
    *args: (When used as a decorator, only the existence check is supplied.)
      - file_reader_fn: The file reader function to register. This should be a
        function that can be used as a context manager to open a file and
        provide a file-like object, similar to Python's built-in `open`.
      - is_readable_fn: A function taking the file path and returning a boolean
        indicating whether the file can be read by `file_reader_fn`.

  Returns:
    `None`, or when used as a decorator, a function that will perform the
    registration using the supplied readability predicate.
  """

  def do_registration(file_reader_fn, is_readable_fn):
    if file_reader_fn not in list(zip(*_FILE_READERS))[0]:
      _FILE_READERS.append((file_reader_fn, is_readable_fn))

  if len(args) == 1:  # It's a decorator.
    return functools.partial(do_registration, is_readable_fn=args[0])
  elif len(args) == 2:
    do_registration(*args)
  else:  # 0 or > 2 arguments supplied.
    err_str = 'register_file_reader() takes 1 or 2 arguments ({} given)'
    raise TypeError(err_str.format(len(args)))


def add_config_file_search_path(location_prefix):
  """Adds a path that will be searched for config files by parse_config_file."""
  _LOCATION_PREFIXES.append(location_prefix)


def parse_config_file(
    config_file: str,
    skip_unknown: bool = False,
    print_includes_and_imports: bool = False
) -> ParsedConfigFileIncludesAndImports:
  """Parse a Gin config file.

  Args:
    config_file: The path to a Gin config file.
    skip_unknown: A boolean indicating whether unknown configurables and imports
      should be skipped instead of causing errors (alternatively a list of
      configurable names to skip if unknown). See `parse_config` for additional
      details.
    print_includes_and_imports: Whether to print the resulting nested includes
      and imports.

  Returns:
    results: An instance of ParsedConfigFileIncludesAndImports containing the
      filename of the parse files, a list of names of imported modules and a
      list of ParsedConfigFileIncludesAndImports created from including nested
      gin files.

  Raises:
    IOError: If `config_file` cannot be read using any register file reader.
  """
  prefixes = _LOCATION_PREFIXES if not os.path.isabs(config_file) else ['']
  for location_prefix in prefixes:
    config_file_with_prefix = os.path.join(location_prefix, config_file)
    for reader, existence_check in _FILE_READERS:
      if existence_check(config_file_with_prefix):
        with reader(config_file_with_prefix) as f:
          includes, imports = parse_config(f, skip_unknown=skip_unknown)
          results = ParsedConfigFileIncludesAndImports(
              filename=config_file, imports=imports, includes=includes)
          if print_includes_and_imports:
            log_includes_and_imports(results)
          return results
  err_str = 'Unable to open file: {}. Searched config paths: {}.'
  raise IOError(err_str.format(config_file, prefixes))


def parse_config_files_and_bindings(config_files: Optional[Sequence[str]],
                                    bindings: Optional[Sequence[str]],
                                    finalize_config: bool = True,
                                    skip_unknown: bool = False,
                                    print_includes_and_imports: bool = False):
  """Parse a list of config files followed by extra Gin bindings.

  This function is equivalent to:

      for config_file in config_files:
        gin.parse_config_file(config_file, skip_configurables)
      gin.parse_config(bindings, skip_configurables)
      if finalize_config:
        gin.finalize()

  Args:
    config_files: A list of paths to the Gin config files.
    bindings: A list of individual parameter binding strings.
    finalize_config: Whether to finalize the config after parsing and binding
      (defaults to True).
    skip_unknown: A boolean indicating whether unknown configurables and imports
      should be skipped instead of causing errors (alternatively a list of
      configurable names to skip if unknown). See `parse_config` for additional
      details.
    print_includes_and_imports: If true, print a summary of the hierarchy of
      included gin config files and imported modules.

  Returns:
    includes_and_imports: List of ParsedConfigFileIncludesAndImports.
  """
  if config_files is None:
    config_files = []
  if bindings is None:
    bindings = ''
  nested_includes_and_imports = []
  for config_file in config_files:
    includes_and_imports = parse_config_file(config_file, skip_unknown)
    nested_includes_and_imports.append(includes_and_imports)
  parse_config(bindings, skip_unknown)
  if finalize_config:
    finalize()

  if print_includes_and_imports:
    for includes_and_imports in nested_includes_and_imports:
      log_includes_and_imports(includes_and_imports)
  return nested_includes_and_imports


def log_includes_and_imports(
    file_includes_and_imports: ParsedConfigFileIncludesAndImports,
    first_line_prefix: str = '',
    prefix: str = ''):
  """Logs a ParsedConfigFileIncludesAndImports and its includes and imports."""
  logging.info('%s%s', first_line_prefix, file_includes_and_imports.filename)
  infix = ' │' if file_includes_and_imports.includes else '  '
  if file_includes_and_imports.imports:
    for imported_module in file_includes_and_imports.imports:
      logging.info('%s%s import %s', prefix, infix, imported_module)
  if file_includes_and_imports.includes:
    for i, nested_result in enumerate(file_includes_and_imports.includes):
      if i < len(file_includes_and_imports.includes) - 1:
        nested_first_line_prefix = prefix + ' ├─ '
        nested_prefix = prefix + ' │ '
      else:
        nested_first_line_prefix = prefix + ' └─ '
        nested_prefix = prefix + '   '
      log_includes_and_imports(
          nested_result,
          first_line_prefix=nested_first_line_prefix,
          prefix=nested_prefix)


def parse_value(value):
  """Parse and return a single Gin value."""
  if not isinstance(value, str):
    raise ValueError('value ({}) should be a string type.'.format(value))
  return config_parser.ConfigParser(value, ParserDelegate()).parse_value()


def config_is_locked():
  return _CONFIG_IS_LOCKED


def _set_config_is_locked(is_locked):
  global _CONFIG_IS_LOCKED
  _CONFIG_IS_LOCKED = is_locked


@contextlib.contextmanager
def unlock_config():
  """A context manager that temporarily unlocks the config.

  Once the config has been locked by `gin.finalize`, it can only be modified
  using this context manager (to make modifications explicit). Example:

      with gin.unlock_config():
        ...
        gin.bind_parameter(...)

  In the case where the config is already unlocked, this does nothing (the
  config remains unlocked).

  Yields:
    None.
  """
  config_was_locked = config_is_locked()
  _set_config_is_locked(False)
  yield
  _set_config_is_locked(config_was_locked)


def enter_interactive_mode():
  global _INTERACTIVE_MODE
  _INTERACTIVE_MODE = True


def exit_interactive_mode():
  global _INTERACTIVE_MODE
  _INTERACTIVE_MODE = False


@contextlib.contextmanager
def interactive_mode():
  try:
    enter_interactive_mode()
    yield
  finally:
    exit_interactive_mode()


def finalize():
  """A function that should be called after parsing all Gin config files.

  Calling this function allows registered "finalize hooks" to inspect (and
  potentially modify) the Gin config, to provide additional functionality. Hooks
  should not modify the configuration object they receive directly; instead,
  they should return a dictionary mapping Gin binding keys to (new or updated)
  values. This way, all hooks see the config as originally parsed.

  Raises:
    RuntimeError: If the config is already locked.
    ValueError: If two or more hooks attempt to modify or introduce bindings for
      the same key. Since it is difficult to control the order in which hooks
      are registered, allowing this could yield unpredictable behavior.
  """
  if config_is_locked():
    raise RuntimeError('Finalize called twice (config already locked).')

  bindings = {}
  for hook in _FINALIZE_HOOKS:
    new_bindings = hook(_CONFIG)
    if new_bindings is not None:
      for key, value in new_bindings.items():
        pbk = ParsedBindingKey(key)
        if pbk in bindings:
          err_str = 'Received conflicting updates when running {}.'
          raise ValueError(err_str.format(hook))
        bindings[pbk] = value

  for pbk, value in bindings.items():
    bind_parameter(pbk, value)

  _set_config_is_locked(True)


def register_finalize_hook(fn):
  """Registers `fn` as a hook that will run during `gin.finalize`.

  All finalize hooks should accept the current config, and return a dictionary
  containing any additional parameter bindings that should occur in the form of
  a mapping from (scoped) configurable names to values.

  Args:
    fn: The function to register.

  Returns:
    `fn`, allowing `register_finalize_hook` to be used as a decorator.
  """
  _FINALIZE_HOOKS.append(fn)
  return fn


def _iterate_flattened_values(value):
  """Provides an iterator over all values in a nested structure."""
  if isinstance(value, str):
    yield value
    return

  if isinstance(value, collections.Mapping):
    value = collections.ValuesView(value)  # pytype: disable=wrong-arg-count

  if isinstance(value, collections.Iterable):
    for nested_value in value:
      for nested_nested_value in _iterate_flattened_values(nested_value):
        yield nested_nested_value

  yield value


def iterate_references(config, to=None):
  """Provides an iterator over references in the given config.

  Args:
    config: A dictionary mapping scoped configurable names to argument bindings.
    to: If supplied, only yield references whose `configurable_fn` matches `to`.

  Yields:
    `ConfigurableReference` instances within `config`, maybe restricted to those
    matching the `to` parameter if it is supplied.
  """
  for value in _iterate_flattened_values(config):
    if isinstance(value, ConfigurableReference):
      if to is None or value.configurable.fn_or_cls == to:
        yield value


def validate_reference(ref, require_bindings=True, require_evaluation=False):
  if require_bindings and ref.config_key not in _CONFIG:
    err_str = "No bindings specified for '{}' in config string: \n{}"
    raise ValueError(err_str.format(ref.scoped_selector, config_str()))

  if require_evaluation and not ref.evaluate:
    err_str = ("Reference '{}' must be evaluated (add '()') "
               'in config string: \n{}.')
    raise ValueError(err_str.format(ref, config_str()))


@configurable(module='gin')
def macro(value):
  """A Gin macro."""
  return value


@configurable('constant', module='gin')
def _retrieve_constant():
  """Fetches and returns a constant from the _CONSTANTS map."""
  return _CONSTANTS[current_scope_str()]


@configurable(module='gin')
def singleton(constructor):
  return singleton_value(current_scope_str(), constructor)


def singleton_value(key, constructor=None):
  if key not in _SINGLETONS:
    if not constructor:
      err_str = "No singleton found for key '{}', and no constructor was given."
      raise ValueError(err_str.format(key))
    if not callable(constructor):
      err_str = "The constructor for singleton '{}' is not callable."
      raise ValueError(err_str.format(key))
    _SINGLETONS[key] = constructor()
  return _SINGLETONS[key]


def constant(name, value):
  """Creates a constant that can be referenced from gin config files.

  After calling this function in Python, the constant can be referenced from
  within a Gin config file using the macro syntax. For example, in Python:

      gin.constant('THE_ANSWER', 42)

  Then, in a Gin config file:

      meaning.of_life = %THE_ANSWER

  Note that any Python object can be used as the value of a constant (including
  objects not representable as Gin literals). Values will be stored until
  program termination in a Gin-internal dictionary, so avoid creating constants
  with values that should have a limited lifetime.

  Optionally, a disambiguating module may be prefixed onto the constant
  name. For instance:

      gin.constant('some.modules.PI', 3.14159)

  Args:
    name: The name of the constant, possibly prepended by one or more
      disambiguating module components separated by periods. An macro with this
      name (including the modules) will be created.
    value: The value of the constant. This can be anything (including objects
      not representable as Gin literals). The value will be stored and returned
      whenever the constant is referenced.

  Raises:
    ValueError: If the constant's selector is invalid, or a constant with the
      given selector already exists.
  """
  if not config_parser.MODULE_RE.match(name):
    raise ValueError("Invalid constant selector '{}'.".format(name))

  if _CONSTANTS.matching_selectors(name):
    err_str = "Constants matching selector '{}' already exist ({})."
    raise ValueError(err_str.format(name, _CONSTANTS.matching_selectors(name)))

  _CONSTANTS[name] = value


def constants_from_enum(cls=None, module=None):
  """Decorator for an enum class that generates Gin constants from values.

  Generated constants have format `module.ClassName.ENUM_VALUE`. The module
  name is optional when using the constant.

  Args:
    cls: Class type.
    module: The module to associate with the constants, to help handle naming
      collisions. If `None`, `cls.__module__` will be used.

  Returns:
    Class type (identity function).

  Raises:
    TypeError: When applied to a non-enum class.
  """

  def decorator(cls, module=module):
    if not issubclass(cls, enum.Enum):
      raise TypeError("Class '{}' is not subclass of enum.".format(
          cls.__name__))

    if module is None:
      module = cls.__module__
    for value in cls:
      constant('{}.{}'.format(module, str(value)), value)
    return cls

  if cls is None:
    return decorator
  return decorator(cls)


@register_finalize_hook
def validate_macros_hook(config):
  for ref in iterate_references(config, to=macro):
    validate_reference(ref, require_evaluation=True)


@register_finalize_hook
def find_unknown_references_hook(config):
  """Hook to find/raise errors for references to unknown configurables."""
  additional_msg_fmt = " In binding for '{}'."
  for (scope, selector), param_bindings in config.items():
    for param_name, param_value in param_bindings.items():
      for maybe_unknown in _iterate_flattened_values(param_value):
        if isinstance(maybe_unknown, _UnknownConfigurableReference):
          scope_str = scope + '/' if scope else ''
          min_selector = _REGISTRY.minimal_selector(selector)
          binding_key = '{}{}.{}'.format(scope_str, min_selector, param_name)
          additional_msg = additional_msg_fmt.format(binding_key)
          _raise_unknown_reference_error(maybe_unknown, additional_msg)


def markdownify_operative_config_str(string):
  """Convert an operative config string to markdown format."""

  # TODO: Total hack below. Implement more principled formatting.
  def process(line):
    """Convert a single line to markdown format."""
    if not line.startswith('#'):
      return '    ' + line

    line = line[2:]
    if line.startswith('===='):
      return ''
    if line.startswith('None'):
      return '    # None.'
    if line.endswith(':'):
      return '#### ' + line
    return line

  output_lines = []
  for line in string.splitlines():
    procd_line = process(line)
    if procd_line is not None:
      output_lines.append(procd_line)

  return '\n'.join(output_lines)




            

          

      

      

    

  

    
      
          
            
  Source code for sklearn.base

"""Base classes for all estimators."""

# Author: Gael Varoquaux <gael.varoquaux@normalesup.org>
# License: BSD 3 clause

import copy
import warnings
from collections import defaultdict
import platform
import inspect
import re

import numpy as np

from . import __version__
from ._config import get_config
from .utils import _IS_32BIT
from .utils._tags import (
    _DEFAULT_TAGS,
    _safe_tags,
)
from .utils.validation import check_X_y
from .utils.validation import check_array
from .utils._estimator_html_repr import estimator_html_repr
from .utils.validation import _deprecate_positional_args


@_deprecate_positional_args
def clone(estimator, *, safe=True):
    """Constructs a new unfitted estimator with the same parameters.

    Clone does a deep copy of the model in an estimator
    without actually copying attached data. It yields a new estimator
    with the same parameters that has not been fitted on any data.

    If the estimator's `random_state` parameter is an integer (or if the
    estimator doesn't have a `random_state` parameter), an *exact clone* is
    returned: the clone and the original estimator will give the exact same
    results. Otherwise, *statistical clone* is returned: the clone might
    yield different results from the original estimator. More details can be
    found in :ref:`randomness`.

    Parameters
    ----------
    estimator : {list, tuple, set} of estimator instance or a single \
            estimator instance
        The estimator or group of estimators to be cloned.

    safe : bool, default=True
        If safe is False, clone will fall back to a deep copy on objects
        that are not estimators.

    """
    estimator_type = type(estimator)
    # XXX: not handling dictionaries
    if estimator_type in (list, tuple, set, frozenset):
        return estimator_type([clone(e, safe=safe) for e in estimator])
    elif not hasattr(estimator, 'get_params') or isinstance(estimator, type):
        if not safe:
            return copy.deepcopy(estimator)
        else:
            if isinstance(estimator, type):
                raise TypeError("Cannot clone object. " +
                                "You should provide an instance of " +
                                "scikit-learn estimator instead of a class.")
            else:
                raise TypeError("Cannot clone object '%s' (type %s): "
                                "it does not seem to be a scikit-learn "
                                "estimator as it does not implement a "
                                "'get_params' method."
                                % (repr(estimator), type(estimator)))

    klass = estimator.__class__
    new_object_params = estimator.get_params(deep=False)
    for name, param in new_object_params.items():
        new_object_params[name] = clone(param, safe=False)
    new_object = klass(**new_object_params)
    params_set = new_object.get_params(deep=False)

    # quick sanity check of the parameters of the clone
    for name in new_object_params:
        param1 = new_object_params[name]
        param2 = params_set[name]
        if param1 is not param2:
            raise RuntimeError('Cannot clone object %s, as the constructor '
                               'either does not set or modifies parameter %s' %
                               (estimator, name))
    return new_object


def _pprint(params, offset=0, printer=repr):
    """Pretty print the dictionary 'params'

    Parameters
    ----------
    params : dict
        The dictionary to pretty print

    offset : int, default=0
        The offset in characters to add at the begin of each line.

    printer : callable, default=repr
        The function to convert entries to strings, typically
        the builtin str or repr

    """
    # Do a multi-line justified repr:
    options = np.get_printoptions()
    np.set_printoptions(precision=5, threshold=64, edgeitems=2)
    params_list = list()
    this_line_length = offset
    line_sep = ',\n' + (1 + offset // 2) * ' '
    for i, (k, v) in enumerate(sorted(params.items())):
        if type(v) is float:
            # use str for representing floating point numbers
            # this way we get consistent representation across
            # architectures and versions.
            this_repr = '%s=%s' % (k, str(v))
        else:
            # use repr of the rest
            this_repr = '%s=%s' % (k, printer(v))
        if len(this_repr) > 500:
            this_repr = this_repr[:300] + '...' + this_repr[-100:]
        if i > 0:
            if (this_line_length + len(this_repr) >= 75 or '\n' in this_repr):
                params_list.append(line_sep)
                this_line_length = len(line_sep)
            else:
                params_list.append(', ')
                this_line_length += 2
        params_list.append(this_repr)
        this_line_length += len(this_repr)

    np.set_printoptions(**options)
    lines = ''.join(params_list)
    # Strip trailing space to avoid nightmare in doctests
    lines = '\n'.join(l.rstrip(' ') for l in lines.split('\n'))
    return lines


class BaseEstimator:
    """Base class for all estimators in scikit-learn.

    Notes
    -----
    All estimators should specify all the parameters that can be set
    at the class level in their ``__init__`` as explicit keyword
    arguments (no ``*args`` or ``**kwargs``).
    """

    @classmethod
    def _get_param_names(cls):
        """Get parameter names for the estimator"""
        # fetch the constructor or the original constructor before
        # deprecation wrapping if any
        init = getattr(cls.__init__, 'deprecated_original', cls.__init__)
        if init is object.__init__:
            # No explicit constructor to introspect
            return []

        # introspect the constructor arguments to find the model parameters
        # to represent
        init_signature = inspect.signature(init)
        # Consider the constructor parameters excluding 'self'
        parameters = [p for p in init_signature.parameters.values()
                      if p.name != 'self' and p.kind != p.VAR_KEYWORD]
        for p in parameters:
            if p.kind == p.VAR_POSITIONAL:
                raise RuntimeError("scikit-learn estimators should always "
                                   "specify their parameters in the signature"
                                   " of their __init__ (no varargs)."
                                   " %s with constructor %s doesn't "
                                   " follow this convention."
                                   % (cls, init_signature))
        # Extract and sort argument names excluding 'self'
        return sorted([p.name for p in parameters])

    def get_params(self, deep=True):
        """
        Get parameters for this estimator.

        Parameters
        ----------
        deep : bool, default=True
            If True, will return the parameters for this estimator and
            contained subobjects that are estimators.

        Returns
        -------
        params : dict
            Parameter names mapped to their values.
        """
        out = dict()
        for key in self._get_param_names():
            value = getattr(self, key)
            if deep and hasattr(value, 'get_params'):
                deep_items = value.get_params().items()
                out.update((key + '__' + k, val) for k, val in deep_items)
            out[key] = value
        return out

    def set_params(self, **params):
        """
        Set the parameters of this estimator.

        The method works on simple estimators as well as on nested objects
        (such as :class:`~sklearn.pipeline.Pipeline`). The latter have
        parameters of the form ``<component>__<parameter>`` so that it's
        possible to update each component of a nested object.

        Parameters
        ----------
        **params : dict
            Estimator parameters.

        Returns
        -------
        self : estimator instance
            Estimator instance.
        """
        if not params:
            # Simple optimization to gain speed (inspect is slow)
            return self
        valid_params = self.get_params(deep=True)

        nested_params = defaultdict(dict)  # grouped by prefix
        for key, value in params.items():
            key, delim, sub_key = key.partition('__')
            if key not in valid_params:
                raise ValueError('Invalid parameter %s for estimator %s. '
                                 'Check the list of available parameters '
                                 'with `estimator.get_params().keys()`.' %
                                 (key, self))

            if delim:
                nested_params[key][sub_key] = value
            else:
                setattr(self, key, value)
                valid_params[key] = value

        for key, sub_params in nested_params.items():
            valid_params[key].set_params(**sub_params)

        return self

    def __repr__(self, N_CHAR_MAX=700):
        # N_CHAR_MAX is the (approximate) maximum number of non-blank
        # characters to render. We pass it as an optional parameter to ease
        # the tests.

        from .utils._pprint import _EstimatorPrettyPrinter

        N_MAX_ELEMENTS_TO_SHOW = 30  # number of elements to show in sequences

        # use ellipsis for sequences with a lot of elements
        pp = _EstimatorPrettyPrinter(
            compact=True, indent=1, indent_at_name=True,
            n_max_elements_to_show=N_MAX_ELEMENTS_TO_SHOW)

        repr_ = pp.pformat(self)

        # Use bruteforce ellipsis when there are a lot of non-blank characters
        n_nonblank = len(''.join(repr_.split()))
        if n_nonblank > N_CHAR_MAX:
            lim = N_CHAR_MAX // 2  # apprx number of chars to keep on both ends
            regex = r'^(\s*\S){%d}' % lim
            # The regex '^(\s*\S){%d}' % n
            # matches from the start of the string until the nth non-blank
            # character:
            # - ^ matches the start of string
            # - (pattern){n} matches n repetitions of pattern
            # - \s*\S matches a non-blank char following zero or more blanks
            left_lim = re.match(regex, repr_).end()
            right_lim = re.match(regex, repr_[::-1]).end()

            if '\n' in repr_[left_lim:-right_lim]:
                # The left side and right side aren't on the same line.
                # To avoid weird cuts, e.g.:
                # categoric...ore',
                # we need to start the right side with an appropriate newline
                # character so that it renders properly as:
                # categoric...
                # handle_unknown='ignore',
                # so we add [^\n]*\n which matches until the next \n
                regex += r'[^\n]*\n'
                right_lim = re.match(regex, repr_[::-1]).end()

            ellipsis = '...'
            if left_lim + len(ellipsis) < len(repr_) - right_lim:
                # Only add ellipsis if it results in a shorter repr
                repr_ = repr_[:left_lim] + '...' + repr_[-right_lim:]

        return repr_

    def __getstate__(self):
        try:
            state = super().__getstate__()
        except AttributeError:
            state = self.__dict__.copy()

        if type(self).__module__.startswith('sklearn.'):
            return dict(state.items(), _sklearn_version=__version__)
        else:
            return state

    def __setstate__(self, state):
        if type(self).__module__.startswith('sklearn.'):
            pickle_version = state.pop("_sklearn_version", "pre-0.18")
            if pickle_version != __version__:
                warnings.warn(
                    "Trying to unpickle estimator {0} from version {1} when "
                    "using version {2}. This might lead to breaking code or "
                    "invalid results. Use at your own risk.".format(
                        self.__class__.__name__, pickle_version, __version__),
                    UserWarning)
        try:
            super().__setstate__(state)
        except AttributeError:
            self.__dict__.update(state)

    def _more_tags(self):
        return _DEFAULT_TAGS

    def _get_tags(self):
        collected_tags = {}
        for base_class in reversed(inspect.getmro(self.__class__)):
            if hasattr(base_class, '_more_tags'):
                # need the if because mixins might not have _more_tags
                # but might do redundant work in estimators
                # (i.e. calling more tags on BaseEstimator multiple times)
                more_tags = base_class._more_tags(self)
                collected_tags.update(more_tags)
        return collected_tags

    def _check_n_features(self, X, reset):
        """Set the `n_features_in_` attribute, or check against it.

        Parameters
        ----------
        X : {ndarray, sparse matrix} of shape (n_samples, n_features)
            The input samples.
        reset : bool
            If True, the `n_features_in_` attribute is set to `X.shape[1]`.
            If False and the attribute exists, then check that it is equal to
            `X.shape[1]`. If False and the attribute does *not* exist, then
            the check is skipped.
            .. note::
               It is recommended to call reset=True in `fit` and in the first
               call to `partial_fit`. All other methods that validate `X`
               should set `reset=False`.
        """
        n_features = X.shape[1]

        if reset:
            self.n_features_in_ = n_features
            return

        if not hasattr(self, "n_features_in_"):
            # Skip this check if the expected number of expected input features
            # was not recorded by calling fit first. This is typically the case
            # for stateless transformers.
            return

        if n_features != self.n_features_in_:
            raise ValueError(
                f"X has {n_features} features, but {self.__class__.__name__} "
                f"is expecting {self.n_features_in_} features as input.")

    def _validate_data(self, X, y='no_validation', reset=True,
                       validate_separately=False, **check_params):
        """Validate input data and set or check the `n_features_in_` attribute.

        Parameters
        ----------
        X : {array-like, sparse matrix, dataframe} of shape \
                (n_samples, n_features)
            The input samples.
        y : array-like of shape (n_samples,), default='no_validation'
            The targets.

            - If `None`, `check_array` is called on `X`. If the estimator's
              requires_y tag is True, then an error will be raised.
            - If `'no_validation'`, `check_array` is called on `X` and the
              estimator's requires_y tag is ignored. This is a default
              placeholder and is never meant to be explicitly set.
            - Otherwise, both `X` and `y` are checked with either `check_array`
              or `check_X_y` depending on `validate_separately`.

        reset : bool, default=True
            Whether to reset the `n_features_in_` attribute.
            If False, the input will be checked for consistency with data
            provided when reset was last True.
            .. note::
               It is recommended to call reset=True in `fit` and in the first
               call to `partial_fit`. All other methods that validate `X`
               should set `reset=False`.
        validate_separately : False or tuple of dicts, default=False
            Only used if y is not None.
            If False, call validate_X_y(). Else, it must be a tuple of kwargs
            to be used for calling check_array() on X and y respectively.
        **check_params : kwargs
            Parameters passed to :func:`sklearn.utils.check_array` or
            :func:`sklearn.utils.check_X_y`. Ignored if validate_separately
            is not False.

        Returns
        -------
        out : {ndarray, sparse matrix} or tuple of these
            The validated input. A tuple is returned if `y` is not None.
        """

        if y is None:
            if self._get_tags()['requires_y']:
                raise ValueError(
                    f"This {self.__class__.__name__} estimator "
                    f"requires y to be passed, but the target y is None."
                )
            X = check_array(X, **check_params)
            out = X
        elif isinstance(y, str) and y == 'no_validation':
            X = check_array(X, **check_params)
            out = X
        else:
            if validate_separately:
                # We need this because some estimators validate X and y
                # separately, and in general, separately calling check_array()
                # on X and y isn't equivalent to just calling check_X_y()
                # :(
                check_X_params, check_y_params = validate_separately
                X = check_array(X, **check_X_params)
                y = check_array(y, **check_y_params)
            else:
                X, y = check_X_y(X, y, **check_params)
            out = X, y

        if check_params.get('ensure_2d', True):
            self._check_n_features(X, reset=reset)

        return out

    @property
    def _repr_html_(self):
        """HTML representation of estimator.

        This is redundant with the logic of `_repr_mimebundle_`. The latter
        should be favorted in the long term, `_repr_html_` is only
        implemented for consumers who do not interpret `_repr_mimbundle_`.
        """
        if get_config()["display"] != 'diagram':
            raise AttributeError("_repr_html_ is only defined when the "
                                 "'display' configuration option is set to "
                                 "'diagram'")
        return self._repr_html_inner

    def _repr_html_inner(self):
        """This function is returned by the @property `_repr_html_` to make
        `hasattr(estimator, "_repr_html_") return `True` or `False` depending
        on `get_config()["display"]`.
        """
        return estimator_html_repr(self)

    def _repr_mimebundle_(self, **kwargs):
        """Mime bundle used by jupyter kernels to display estimator"""
        output = {"text/plain": repr(self)}
        if get_config()["display"] == 'diagram':
            output["text/html"] = estimator_html_repr(self)
        return output


class ClassifierMixin:
    """Mixin class for all classifiers in scikit-learn."""

    _estimator_type = "classifier"

    def score(self, X, y, sample_weight=None):
        """
        Return the mean accuracy on the given test data and labels.

        In multi-label classification, this is the subset accuracy
        which is a harsh metric since you require for each sample that
        each label set be correctly predicted.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Test samples.

        y : array-like of shape (n_samples,) or (n_samples, n_outputs)
            True labels for `X`.

        sample_weight : array-like of shape (n_samples,), default=None
            Sample weights.

        Returns
        -------
        score : float
            Mean accuracy of ``self.predict(X)`` wrt. `y`.
        """
        from .metrics import accuracy_score
        return accuracy_score(y, self.predict(X), sample_weight=sample_weight)

    def _more_tags(self):
        return {'requires_y': True}


class RegressorMixin:
    """Mixin class for all regression estimators in scikit-learn."""
    _estimator_type = "regressor"

    def score(self, X, y, sample_weight=None):
        """Return the coefficient of determination :math:`R^2` of the
        prediction.

        The coefficient :math:`R^2` is defined as :math:`(1 - \\frac{u}{v})`,
        where :math:`u` is the residual sum of squares ``((y_true - y_pred)
        ** 2).sum()`` and :math:`v` is the total sum of squares ``((y_true -
        y_true.mean()) ** 2).sum()``. The best possible score is 1.0 and it
        can be negative (because the model can be arbitrarily worse). A
        constant model that always predicts the expected value of `y`,
        disregarding the input features, would get a :math:`R^2` score of
        0.0.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Test samples. For some estimators this may be a precomputed
            kernel matrix or a list of generic objects instead with shape
            ``(n_samples, n_samples_fitted)``, where ``n_samples_fitted``
            is the number of samples used in the fitting for the estimator.

        y : array-like of shape (n_samples,) or (n_samples, n_outputs)
            True values for `X`.

        sample_weight : array-like of shape (n_samples,), default=None
            Sample weights.

        Returns
        -------
        score : float
            :math:`R^2` of ``self.predict(X)`` wrt. `y`.

        Notes
        -----
        The :math:`R^2` score used when calling ``score`` on a regressor uses
        ``multioutput='uniform_average'`` from version 0.23 to keep consistent
        with default value of :func:`~sklearn.metrics.r2_score`.
        This influences the ``score`` method of all the multioutput
        regressors (except for
        :class:`~sklearn.multioutput.MultiOutputRegressor`).
        """

        from .metrics import r2_score
        y_pred = self.predict(X)
        return r2_score(y, y_pred, sample_weight=sample_weight)

    def _more_tags(self):
        return {'requires_y': True}


class ClusterMixin:
    """Mixin class for all cluster estimators in scikit-learn."""
    _estimator_type = "clusterer"

    def fit_predict(self, X, y=None):
        """
        Perform clustering on `X` and returns cluster labels.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Input data.

        y : Ignored
            Not used, present for API consistency by convention.

        Returns
        -------
        labels : ndarray of shape (n_samples,), dtype=np.int64
            Cluster labels.
        """
        # non-optimized default implementation; override when a better
        # method is possible for a given clustering algorithm
        self.fit(X)
        return self.labels_

    def _more_tags(self):
        return {"preserves_dtype": []}


class BiclusterMixin:
    """Mixin class for all bicluster estimators in scikit-learn."""

    @property
    def biclusters_(self):
        """Convenient way to get row and column indicators together.

        Returns the ``rows_`` and ``columns_`` members.
        """
        return self.rows_, self.columns_

    def get_indices(self, i):
        """Row and column indices of the `i`'th bicluster.

        Only works if ``rows_`` and ``columns_`` attributes exist.

        Parameters
        ----------
        i : int
            The index of the cluster.

        Returns
        -------
        row_ind : ndarray, dtype=np.intp
            Indices of rows in the dataset that belong to the bicluster.
        col_ind : ndarray, dtype=np.intp
            Indices of columns in the dataset that belong to the bicluster.

        """
        rows = self.rows_[i]
        columns = self.columns_[i]
        return np.nonzero(rows)[0], np.nonzero(columns)[0]

    def get_shape(self, i):
        """Shape of the `i`'th bicluster.

        Parameters
        ----------
        i : int
            The index of the cluster.

        Returns
        -------
        n_rows : int
            Number of rows in the bicluster.

        n_cols : int
            Number of columns in the bicluster.
        """
        indices = self.get_indices(i)
        return tuple(len(i) for i in indices)

    def get_submatrix(self, i, data):
        """Return the submatrix corresponding to bicluster `i`.

        Parameters
        ----------
        i : int
            The index of the cluster.
        data : array-like of shape (n_samples, n_features)
            The data.

        Returns
        -------
        submatrix : ndarray of shape (n_rows, n_cols)
            The submatrix corresponding to bicluster `i`.

        Notes
        -----
        Works with sparse matrices. Only works if ``rows_`` and
        ``columns_`` attributes exist.
        """
        from .utils.validation import check_array
        data = check_array(data, accept_sparse='csr')
        row_ind, col_ind = self.get_indices(i)
        return data[row_ind[:, np.newaxis], col_ind]


class TransformerMixin:
    """Mixin class for all transformers in scikit-learn."""

    def fit_transform(self, X, y=None, **fit_params):
        """
        Fit to data, then transform it.

        Fits transformer to `X` and `y` with optional parameters `fit_params`
        and returns a transformed version of `X`.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Input samples.

        y :  array-like of shape (n_samples,) or (n_samples, n_outputs), \
                default=None
            Target values (None for unsupervised transformations).

        **fit_params : dict
            Additional fit parameters.

        Returns
        -------
        X_new : ndarray array of shape (n_samples, n_features_new)
            Transformed array.
        """
        # non-optimized default implementation; override when a better
        # method is possible for a given clustering algorithm
        if y is None:
            # fit method of arity 1 (unsupervised transformation)
            return self.fit(X, **fit_params).transform(X)
        else:
            # fit method of arity 2 (supervised transformation)
            return self.fit(X, y, **fit_params).transform(X)


class DensityMixin:
    """Mixin class for all density estimators in scikit-learn."""
    _estimator_type = "DensityEstimator"

    def score(self, X, y=None):
        """Return the score of the model on the data `X`.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Test samples.

        y : Ignored
            Not used, present for API consistency by convention.

        Returns
        -------
        score : float
        """
        pass


class OutlierMixin:
    """Mixin class for all outlier detection estimators in scikit-learn."""
    _estimator_type = "outlier_detector"

    def fit_predict(self, X, y=None):
        """Perform fit on X and returns labels for X.

        Returns -1 for outliers and 1 for inliers.

        Parameters
        ----------
        X : {array-like, sparse matrix, dataframe} of shape \
            (n_samples, n_features)

        y : Ignored
            Not used, present for API consistency by convention.

        Returns
        -------
        y : ndarray of shape (n_samples,)
            1 for inliers, -1 for outliers.
        """
        # override for transductive outlier detectors like LocalOulierFactor
        return self.fit(X).predict(X)


class MetaEstimatorMixin:
    _required_parameters = ["estimator"]
    """Mixin class for all meta estimators in scikit-learn."""


class MultiOutputMixin:
    """Mixin to mark estimators that support multioutput."""
    def _more_tags(self):
        return {'multioutput': True}


class _UnstableArchMixin:
    """Mark estimators that are non-determinstic on 32bit or PowerPC"""
    def _more_tags(self):
        return {'non_deterministic': (
            _IS_32BIT or platform.machine().startswith(('ppc', 'powerpc')))}


def is_classifier(estimator):
    """Return True if the given estimator is (probably) a classifier.

    Parameters
    ----------
    estimator : object
        Estimator object to test.

    Returns
    -------
    out : bool
        True if estimator is a classifier and False otherwise.
    """
    return getattr(estimator, "_estimator_type", None) == "classifier"


def is_regressor(estimator):
    """Return True if the given estimator is (probably) a regressor.

    Parameters
    ----------
    estimator : estimator instance
        Estimator object to test.

    Returns
    -------
    out : bool
        True if estimator is a regressor and False otherwise.
    """
    return getattr(estimator, "_estimator_type", None) == "regressor"


def is_outlier_detector(estimator):
    """Return True if the given estimator is (probably) an outlier detector.

    Parameters
    ----------
    estimator : estimator instance
        Estimator object to test.

    Returns
    -------
    out : bool
        True if estimator is an outlier detector and False otherwise.
    """
    return getattr(estimator, "_estimator_type", None) == "outlier_detector"


def _is_pairwise(estimator):
    """Returns True if estimator is pairwise.

    - If the `_pairwise` attribute and the tag are present and consistent,
      then use the value and not issue a warning.
    - If the `_pairwise` attribute and the tag are present and not
      consistent, use the `_pairwise` value and issue a deprecation
      warning.
    - If only the `_pairwise` attribute is present and it is not False,
      issue a deprecation warning and use the `_pairwise` value.

    Parameters
    ----------
    estimator : object
        Estimator object to test.

    Returns
    -------
    out : bool
        True if the estimator is pairwise and False otherwise.
    """
    with warnings.catch_warnings():
        warnings.filterwarnings('ignore', category=FutureWarning)
        has_pairwise_attribute = hasattr(estimator, '_pairwise')
        pairwise_attribute = getattr(estimator, '_pairwise', False)
    pairwise_tag = _safe_tags(estimator, key="pairwise")

    if has_pairwise_attribute:
        if pairwise_attribute != pairwise_tag:
            warnings.warn(
                "_pairwise was deprecated in 0.24 and will be removed in 1.1 "
                "(renaming of 0.26). Set the estimator tags of your estimator "
                "instead",
                FutureWarning
            )
        return pairwise_attribute

    # use pairwise tag when the attribute is not present
    return pairwise_tag




            

          

      

      

    

  

    
      
          
            
  Source code for sklearn.feature_selection._base

# -*- coding: utf-8 -*-
"""Generic feature selection mixin"""

# Authors: G. Varoquaux, A. Gramfort, L. Buitinck, J. Nothman
# License: BSD 3 clause

from abc import ABCMeta, abstractmethod
from warnings import warn
from operator import attrgetter

import numpy as np
from scipy.sparse import issparse, csc_matrix

from ..base import TransformerMixin
from ..utils import (
    check_array,
    safe_mask,
    safe_sqr,
)
from ..utils._tags import _safe_tags


[docs]class SelectorMixin(TransformerMixin, metaclass=ABCMeta):
    """
    Transformer mixin that performs feature selection given a support mask

    This mixin provides a feature selector implementation with `transform` and
    `inverse_transform` functionality given an implementation of
    `_get_support_mask`.
    """

[docs]    def get_support(self, indices=False):
        """
        Get a mask, or integer index, of the features selected

        Parameters
        ----------
        indices : bool, default=False
            If True, the return value will be an array of integers, rather
            than a boolean mask.

        Returns
        -------
        support : array
            An index that selects the retained features from a feature vector.
            If `indices` is False, this is a boolean array of shape
            [# input features], in which an element is True iff its
            corresponding feature is selected for retention. If `indices` is
            True, this is an integer array of shape [# output features] whose
            values are indices into the input feature vector.
        """
        mask = self._get_support_mask()
        return mask if not indices else np.where(mask)[0]


    @abstractmethod
    def _get_support_mask(self):
        """
        Get the boolean mask indicating which features are selected

        Returns
        -------
        support : boolean array of shape [# input features]
            An element is True iff its corresponding feature is selected for
            retention.
        """

[docs]    def transform(self, X):
        """Reduce X to the selected features.

        Parameters
        ----------
        X : array of shape [n_samples, n_features]
            The input samples.

        Returns
        -------
        X_r : array of shape [n_samples, n_selected_features]
            The input samples with only the selected features.
        """
        # note: we use _safe_tags instead of _get_tags because this is a
        # public Mixin.
        X = check_array(
            X,
            dtype=None,
            accept_sparse="csr",
            force_all_finite=not _safe_tags(self, key="allow_nan"),
        )
        mask = self.get_support()
        if not mask.any():
            warn("No features were selected: either the data is"
                 " too noisy or the selection test too strict.",
                 UserWarning)
            return np.empty(0).reshape((X.shape[0], 0))
        if len(mask) != X.shape[1]:
            raise ValueError("X has a different shape than during fitting.")
        return X[:, safe_mask(X, mask)]


[docs]    def inverse_transform(self, X):
        """
        Reverse the transformation operation

        Parameters
        ----------
        X : array of shape [n_samples, n_selected_features]
            The input samples.

        Returns
        -------
        X_r : array of shape [n_samples, n_original_features]
            `X` with columns of zeros inserted where features would have
            been removed by :meth:`transform`.
        """
        if issparse(X):
            X = X.tocsc()
            # insert additional entries in indptr:
            # e.g. if transform changed indptr from [0 2 6 7] to [0 2 3]
            # col_nonzeros here will be [2 0 1] so indptr becomes [0 2 2 3]
            it = self.inverse_transform(np.diff(X.indptr).reshape(1, -1))
            col_nonzeros = it.ravel()
            indptr = np.concatenate([[0], np.cumsum(col_nonzeros)])
            Xt = csc_matrix((X.data, X.indices, indptr),
                            shape=(X.shape[0], len(indptr) - 1), dtype=X.dtype)
            return Xt

        support = self.get_support()
        X = check_array(X, dtype=None)
        if support.sum() != X.shape[1]:
            raise ValueError("X has a different shape than during fitting.")

        if X.ndim == 1:
            X = X[None, :]
        Xt = np.zeros((X.shape[0], support.size), dtype=X.dtype)
        Xt[:, support] = X
        return Xt




def _get_feature_importances(estimator, getter, transform_func=None,
                             norm_order=1):
    """
    Retrieve and aggregate (ndim > 1)  the feature importances
    from an estimator. Also optionally applies transformation.

    Parameters
    ----------
    estimator : estimator
        A scikit-learn estimator from which we want to get the feature
        importances.

    getter : "auto", str or callable
        An attribute or a callable to get the feature importance. If `"auto"`,
        `estimator` is expected to expose `coef_` or `feature_importances`.

    transform_func : {"norm", "square"}, default=None
        The transform to apply to the feature importances. By default (`None`)
        no transformation is applied.

    norm_order : int, default=1
        The norm order to apply when `transform_func="norm"`. Only applied
        when `importances.ndim > 1`.

    Returns
    -------
    importances : ndarray of shape (n_features,)
        The features importances, optionally transformed.
    """
    if isinstance(getter, str):
        if getter == 'auto':
            if hasattr(estimator, 'coef_'):
                getter = attrgetter('coef_')
            elif hasattr(estimator, 'feature_importances_'):
                getter = attrgetter('feature_importances_')
            else:
                raise ValueError(
                    f"when `importance_getter=='auto'`, the underlying "
                    f"estimator {estimator.__class__.__name__} should have "
                    f"`coef_` or `feature_importances_` attribute. Either "
                    f"pass a fitted estimator to feature selector or call fit "
                    f"before calling transform."
                )
        else:
            getter = attrgetter(getter)
    elif not callable(getter):
        raise ValueError(
            '`importance_getter` has to be a string or `callable`'
        )
    importances = getter(estimator)

    if transform_func is None:
        return importances
    elif transform_func == "norm":
        if importances.ndim == 1:
            importances = np.abs(importances)
        else:
            importances = np.linalg.norm(importances, axis=0,
                                         ord=norm_order)
    elif transform_func == "square":
        if importances.ndim == 1:
            importances = safe_sqr(importances)
        else:
            importances = safe_sqr(importances).sum(axis=0)
    else:
        raise ValueError("Valid values for `transform_func` are " +
                         "None, 'norm' and 'square'. Those two " +
                         "transformation are only supported now")

    return importances
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